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Abstract

Image-space appearance manipulation techniques are widely used

in various domains such as photography, biology, astronomy or per-

forming arts. An image appearance depends on the image colors and

texture, but also the perceived 3D informations such as shapes, mate-

rials and illumination. These characteristics create a speci�c look and

feel for the image, which is also part of the image appearance. The

goal of image-space manipulation techniques is to modify colors and

textures as a mean to alter perceived shapes, illumination, materials,

and from this possibly alter the image look and feel. Appearance

transfer methods are a speci�c type of manipulation techniques aim-

ing to make the process more intuitive by automatically computing

the image modi�cation. In order to do so, they use an additional

user-provided image depicting the desired appearance.

In this thesis, we study image-space appearance transfer based on

textural properties. Since textures are an integral part of the image

appearance, guiding appearance transfers with textural information

is an attractive approach. We �rst present a texture descriptor �lter-

ing framework to better preserve image edges and texture transitions

in the texture analysis. We then use this framework coupled with

di�erent texture descriptors in order to apply local texture guided

color transfer, colorization and texture transfer.
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Résumé

Les techniques de manipulation de l'apparence d'une image sont

très utilisées dans de nombreux domaines comme la photographie, la

biologie, l'astronomie ou le spectacle vivant. L'apparence d'une im-

age dépend de ses couleurs et textures, mais aussi des informations

3D perçues comme les formes, les matériaux et l'éclairage. Ces carac-

téristiques créent de plus une atmosphère et une émotion spéci�que à

l'image, qui fait aussi partie de son apparence. Le but des techniques

de manipulation en espace image est de modi�er les couleurs et les

textures pour modi�er les formes, matériaux et illumination perçus,

et de là éventuellement modi�er l'atmosphère de l'image. Les méth-

odes de transfert d'apparence sont une classe spéci�que de techniques

de manipulation visant à rendre le processus plus intuitif en calculant

automatiquement la modi�cation à apporter à l'image. Pour ce faire,

elles se basent sur une image supplémentaire fournie par l'utilisateur

et représentant l'apparence désirée.

Dans cette thèse, nous étudions le transfert d'apparence en espace

image basé sur des propriétés texturelles. Les textures étant une par-

tie intégrante de l'apparence, guider les transferts d'apparence par

de l'information texturelle est une option attrayante. Nous présen-

tons d'abord une technique de �ltrage de descripteurs de texture

pour mieux préserver les structures de l'image et les transitions en-

tre textures. Nous utilisons ensuite ce �ltrage couplé à di�érents

descripteurs de texture pour e�ectuer un transfert de couleur, une

colorisation et un transfert de texture localement, guidés par la tex-

ture.
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Chapter 1

Introduction

In the last decades, the development of cameras and computers got to a
point where both are easily accessible to a huge number of people, mak-
ing digital images easy to create and share. Consequently, the number of
images created every day and available online grew exponentially. This cre-
ated a need for tools to manipulate images, especially for industries such
as cinema or advertisement. This tools aim to facilitate the creation and
modi�cation of an image to reach one's desire. As a consequence, research
in computer graphics and computer vision for image analysis and manipula-
tion also increased tremendously in the past decades. Image manipulation
is used in many applications such as computational photography, special
e�ects or digital art. Figure 1.1 shows examples of manipulated images
from these applications. In computational photography, images are often
manipulated to look better, for example by removing artefacts introduced
by the capture process such as optical distortion or image grain. In special
e�ects, images are manipulated to depict imaginary scenes, characters or
phenomena, realistically or not. In digital art, the image is entirely created
by the artist, sometimes using information from real images, and as such
can depict anything, from hyper-realistic renderings to abstract art.

Digital images can be represented in two ways: raster images are com-
posed pixels with di�erent color values, whereas vector images are made
of paths with di�erent shape and colors. In the context of this work, we
deal with raster images which are matrices of pixels where each pixel con-
tains one or more scalar values. Typically, grayscale images have one color
channel, which means that their pixels have a single value representing
the gray level of the image. On the other hand, color images have three
color channels, meaning that their pixels have three values, one for each
color channel. In theory, pixels can have many more values depending on
the captured information. Hyperspectral images for example capture data

13



14 CHAPTER 1. INTRODUCTION

Figure 1.1: Various digitally manipulated images. (top) In this HDR
(High Dynamic Range) image, colors were modi�ed to make all parts of the
image almost equally bright. (middle) This image combines synthetic 3D
parts with a real image. Image from c©Disney. (bottom) This digital art
presents a non-photorealistic depiction of an imaginary scene.



1.1. DEFINITIONS 15

at various frequencies across the electromagnetic spectrum and therefore
their pixels contain data from many di�erent spectral bands. However in
practice, the image appearance manipulation techniques presented in this
manuscript are mainly designed to alter natural images and as such focus
on grayscale or color images.

In this thesis, we focus on the problem of image-space appearance trans-
fer between images, which is a speci�c class of image manipulation. We
�rst de�ne the terms image appearance and appearance transfer, before
discussing image-space appearance manipulation and detailing image-space
appearance transfer approaches.

1.1 De�nitions

Image appearance In the context of image manipulation, the term ap-
pearance is often used but lacks a formal de�nition. For example, in [DBP∗15]
appearance refers to material textures, whereas in [OVB∗15,SL16] appear-
ance refers to the image colors and textures. In this thesis, the image
appearance refers to what a human observer will see in the image. This is
not well de�ned as our visual system is complex and relies on still unknown
processes to estimate the di�erent components of an image. In practice, an
image information is fully represented by the color of each pixel, however
our visual system and brain process the image in a way that we do not
simply see a juxtaposition of pixels of di�erent colors. From pixel colors
our visual system extracts textures [YJ∗93, Bal06], as speci�c color varia-
tions, 3D-shape, illumination and material properties, from which our brain
can create feelings, looks or atmospheres. It is the sum of all we can see
in an image (colors, textures, shape, illumination, material, atmospheres,
emotions) that represent the image appearance. Based on this, image-space
appearance manipulation methods modify colors and textures as a mean to
alter perceived shapes, illumination, materials, and from this possibly alter
the image look and feel.

Appearance transfer Appearance manipulation is typically done with
an input image to modify, and user inputs to de�ne the modi�cation to
apply. While this type of framework is useful to create new appearances
and explore the appearance space, it can get tedious when the user knows
what appearance he or she is looking for but still needs to properly de�ne
the corresponding modi�cation to apply on the input. Appearance transfer
methods [RAGS01, LJWF12, SL16] aim to alleviate this problem by sim-
ply asking the user for another image, called exemplar or reference, which
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contains the desired appearance. The transfer algorithm then automati-
cally de�nes the modi�cation to apply to the input image by analyzing and
comparing the input and reference images. Appearance transfer methods
can be seen as a subset of appearance manipulation techniques. An ex-
ample of color manipulation and transfer is presented in Figure 1.2 where
the color of the input image are modi�ed by the user using �rst an image
editing software (Gimp in this case), then our color transfer algorithm. In
the manipulation case, the user de�nes the modi�cation to apply to the
image directly via the software tools. In the transfer case, the user provides
a reference image from which the transfer algorithm computes the image
modi�cation to apply.

1.2 Image-space appearance manipulation

An image of a natural or synthetic scene depends on the scene shapes, ma-
terials, and lighting. The light emitted by the scene lighting is re�ected
by the scene shapes in a way de�ned by each shape material, and the light
re�ected to the camera contributes to the image. Therefore, the image is
directly linked to the components of the 3D scene it captures and modify-
ing the image can be simply and intuitively done by modifying the scene
lighting, shapes or materials. However in practice, modifying the 3D scene
components is not always easy or even feasible. For a natural scene, one
may not be able to modify the scene to its wishes. For example, in an
outdoor scene, landscape, buildings, are often immovable objects, and the
sky lighting is omnipresent. For a synthetic scene, the rendering time to
create the image often limits the amount of trial and error possible to get to
the desired result. Moreover, the desired result may not even be physically
possible. For example physically inaccurate shadows or re�ections are often
desired for an artistic aspect [SNM∗13]. Image-space appearance manipu-
lation techniques are an attractive solutions to these problems as they do
not rely on changes in the 3D scene, but rather simulate them by directly
altering the image.

The main challenge of working in image-space is to produce a believable
simulated change of the 3D scene without the explicit 3D scene information.
The concept of a believable result is key for most of image-space manipu-
lation techniques, the idea being that human vision is extremely sensitive
to some physical inaccuracies in images, while extremely tolerant to others.
Since retrieving the full 3D scene information from the image is an under-
constrained problem, the goal of these methods is to focus on recovering
only the relevant properties for our human vision. As described in the pre-
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Figure 1.2: Appearance manipulation and transfer. Top row shows
two examples of color manipulation done with Gimp tools to adjust the
color histogram of the image. In these examples, the user chose the image
modi�cation through the Gimp tool choice. Bottom row shows two ex-
amples of color transfer done with our color transfer algorithm, where the
colors of the reference image (in the bottom left) are transferred into the
input image. In these examples, the algorithm automatically computed the
image modi�cation to match the user-provided reference image.
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vious section, our visual system is attentive to colors in order to estimate
shape, illumination and material information. From this observation, we
identify four main image-space components for appearance manipulation
applications:

• Shading: The image shading represents the part of pixel colors which
is due to the 3D scene illumination.

• Re�ectance: The image re�ectance represents the part of pixel colors
which is due to the materials colors.

• Structures: The image structures consists of the isolated color vari-
ations of the image. These image edges are often located at the 3D
edges and silhouettes of the scene shapes, but can also be introduced
by the scene illumination, through highlights for example.

• Textures: The image textures represent repetitive color variations
due to small-scale shape or material variations.

These image components were extensively used in the image decom-
position literature where two popular approaches are the intrinsic images
decomposition [BBS14], which aims to separate shading from re�ectance,
and structure preserving image decompositions [CLKL14], which focuses on
separating structures from textures (or details) using edge-aware �ltering
methods [PCG15]. Examples of these decompositions are presented in Fig-
ure 1.3. While many others image decomposition methods exist, these two
approaches got extremely popular because of their usefulness in many image
manipulation applications such as denoising, relighting, re-colorization or
texture replacement. From these decompositions, we can note that shading
and re�ectance are complementary and together fully describe the image
colors. On the other side, structures and textures are complementary and
together fully describe the image color variations.

Depending on the application, the image manipulation process will aim
to modify some of those components, while attempting to preserve others.
We looked at several image manipulation techniques to determine what
each of them where trying to manipulate and preserve in the image. The
results are given in Figure 1.4. We can already see in the few approaches
presented in this �gure that image manipulations can have many di�erent
applications and focus on di�erent image components combinations. For
example, shape manipulation techniques such as [VBBF16] focus on alter-
ing the perceived shape of objects through a warping of pixels along image
edges. To produce a believable shape change, they preserve shading and
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Figure 1.3: Examples of image decompositions. On the top row, the
intrinsic images decomposition separates the image into a re�ectance im-
age, containing the materials colors, and a shading image containing the
scene illumination. Images from [BBS14]. On the bottom row, the bilateral
texture �ltering, a structure-preserving image decomposition, separates the
image into a structure image, containing the main image edges, and a tex-
ture (or details) image containing the image low-scale variations. Images
from [CLKL14].

re�ectance but alter the image structures and textures. On the other side,
color correction approaches, such as tone-mapping [MDK08] which modify
the image exposure through shading and re�ectance changes, should not
alter the image content, and therefore preserve the image structures and
textures. An even more speci�c color manipulation is the image relighting
problem [ALK∗03] which aims to only modify the image shading, and there-
fore try to separate the in�uence of the scene lighting on the pixels colors,
from the materials colors which also in�uence pixels colors. As such, they
aim to preserve re�ectance, structures and textures. Finally, style trans-
fer [GEB15a,FSDH16] was the hardest example to classify in this table as
to copy the reference style, they can severely modify the input image lo-
cally. However, since the input image should still be recognizable through
the reference style, it means some of the input image components have to
be preserved. We found that they usually preserve the image shading and
depending on the style to transfer, preserve the image structures more or
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Appearance manipulation Shading Re�ect. Struct. Textures
Weathering [BKCO16] × ×
Inpainting [LMEG13] ×

Tone Mapping [MDK08] × ×
Material Editing [KRFB06] × ×
Image Relighting [ALK∗03] ×

Shape Manipulation [VBBF16] × ×
Appearance transfer Shading Re�ect. Struct. Textures

Color Transfer [RAGS01] × ×
Colorization [GCR∗12] ×

Material Transfer [LJWF12] × ×
Appearance Transfer [SL16] × × ×
Style Transfer [FSDH16] × ∼ ×

Figure 1.4: What each appearance manipulation approach tries to

preserve in the image. The top table presents a sample of appearance
manipulation techniques, while the lower table focuses on appearance trans-
fer techniques.

less coarsely.
Note that image textures, as repetitive color patterns, can be preserved

even though the image colors are locally modi�ed. For example, if the im-
age contrast is locally altered, texture patterns may still be recognizable.
We consider that the texture is preserved if the same underlying 3D shape
or material is perceived after the image manipulation. In the case of im-
age relighting for example, textures are preserved even though changing
the scene shading can alter the image color variations. As showcased in
Figure 1.5, even though the color are drastically changed locally, we have
no trouble understanding that those variations are solely due to lighting
changes, rather than shape or materials changes. Therefore, we consider
that the image textures are preserved in this example.

Since an exhaustive list of image manipulation techniques is beyond
the scope of this work, we mentioned a few of them in 1.4 and focus in the
following section on appearance transfer approaches where the manipulation
is done to match a reference (or exemplar) image characteristics.
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Figure 1.5: Image relighting. Although the relighting of the image dras-
tically change the color variations between pixels, our brain has no trouble
separating the e�ects of shading changes from shape or material changes,
and recognizes that the image shading was changed but not the underly-
ing textures (de�ned as small-scale 3D shapes and materials variations).
Therefore, we consider that the image textures are preserved in this exam-
ple. Image from c©Pluralsight.

1.3 Image-space appearance transfer

methods

As seen in Figure 1.4, di�erent appearance transfer methods focus on dif-
ferent image components. We present here various appearance transfer
methods to give a glance of what are their similarities, and how they di�er.

Color transfer Color transfer methods [FPC∗15] focus on transferring
the colors of a reference image, into a source image. These methods can be
used to alter an image look and feel, to modify color contrast, for automatic
tone-mapping, or to ensure color consistency over an image sequence. Since
their goal is only to alter the image colors, the image structures and textures
should be preserved. Many color transfer methods rely on a matching in
pixel colors and intensities and work well since the color information is ex-
tremely relevant to estimate the accurate color transfer function. However
very few actually use the image structures or textures information, although
it can help to match textured regions between the input and reference im-
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Figure 1.6: Color transfer. The colors of the reference image are trans-
ferred into the input image globally [RAGS01].

ages, as we show in Chapter 3 with our local color transfer algorithm based
on textural properties. An example of the global color transfer algorithm
of [RAGS01] is shown in Figure 1.6.

Colorization Colorization consists in adding colors to a grayscale image.
It di�ers from color transfer as the input does not contain any color infor-
mation, therefore the matching between the input and reference images can
only be done using the pixel intensity information. Since relying only on
the �rst order intensity information is extremely limited, unless the user
provides additional input, most automatic colorization approaches (often
called example-based colorization) rely on texture descriptors, unlike color
transfer approaches. A wide variety of descriptors can be used, typically a
highly discriminative descriptor will provide very accurate matchings if the
input and reference images are very similar. Conversely, a less discrimina-
tive descriptor will be able to match regions between less similar input and
reference, at the cost of less accurate matchings. As for color transfer, the
image structures and textures should be unchanged during the colorization
process, but here the grayscale shading of the input should also be pre-
served. We show in Chapter 3 that our local texture-based color transfer
framework can easily be adapted for local colorization. An example of au-
tomatic colorization computed using the algorithm of [GCR∗12] is given in
Figure 1.7.

Style transfer Style transfer methods aim to transfer the style of the
reference, which is usually a non-photorealistic image such as a painting or
a drawing, into the input. The notion of style often refers to the image
textures, especially for a non-photorealistic image where textures are often
introduced by the medium used for the image creation. Paintings for ex-
ample often exhibit local textures created by brush strokes. Those patterns
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Input Reference Output

Figure 1.7: Example-based colorization. The colors of the reference
image are transferred into the grayscale input image based on the texture
descriptors [GCR∗12].

Input Reference Output

Figure 1.8: Style transfer. The style of the reference is transferred to the
input by transferring texture properties locally. Images from [FSDH16].

often de�ne artistic styles like impressionism for example, as depicted in the
reference image of Figure 1.8. Style transfer methods priority is to repro-
duce those characteristic patterns on the input, while preserving as many of
the input image structures as possible. Depending on the approach, color
transfer can be applied on the style transfer result in order to also transfer
the reference image colors [FSDH16], or on the contrary, color preservation
can be enforced to preserve the input colors [GBHS16]. An example of style
transfer between a photograph and a painting is shown in Figure 1.8.

Texture transfer Texture transfer, or texture replacement, consists in
replacing a material, or texture, in the input image by another one. The
reference texture is often given as a small texture patch, therefore texture
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Input Reference Output

Figure 1.9: Texture transfer. The reference texture is transferred onto
the input eel skin using texture synthesis. The illumination, orientation
and scale of the input texture are estimated, then preserved in the synthesis
process. Images from [LJWF12].

synthesis methods are used to synthesize a texture of the input region size.
However, example-based texture synthesis using a �at texture as example
will create an arbitrary large, but also �at texture. This �at synthesis is
almost always unrealistic when directly pasted onto the input region. In
order to create a more believable result, texture transfer methods analyze
the texture variations of the input region to be replaced, in order to extract
guides which will be used in the texture synthesis process to re-introduce
those variations in the synthesized result. Those variations are typically
due to the input texture shading and its support 3D shape. An example
of texture replacement from [LJWF12] is showcased in Figure 1.9 where
the illumination, orientation and scale of the input eel skin texture are
reproduced by the texture synthesis in order to preserve them. While most
methods use user-provided guides or additional 3D information, we propose
in Chapter 4 a texture replacement method based on texture analysis and
synthesis.

Appearance transfer Appearance transfer approaches are de�ned as a
combination of color and texture transfer [OVB∗15,SL16]. These methods
analyze the input and reference images with color and texture descriptors in
order to determine where to apply texture transfer, and where to apply color
transfer. Typically, they perform texture transfer between highly textured
regions, and color transfer over the rest of the image. Note that they do not
handle texture matching, and if the input or reference image contain more
than one texture, the user is asked to select the texture to transfer manually.
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Input Reference Output

Figure 1.10: Appearance transfer. The appearance of the reference is
transferred into the input by applying texture transfer on the tree, then
color transfer on the whole image. Images from [SL16].

These methods are also limited by the quality of their texture transfer
step, although the color transfer can help to mask textural incoherency by
accurately matching global colors. An example of appearance transfer is
given in Figure 1.10 where the foliage of the reference tree is transferred
onto the input tree, and color transfer is applied to the rest of the image.
Note that the result is believable, although the shadows inside the resulting
foliage are completely di�erent from the input foliage shadows.

From all these image-space appearance transfer approaches, we can see
that image colors, structures and textures are always analyzed and de-
scribed, either to be accurately modi�ed, or to be preserved. Therefore, the
analysis of these components is a crucial step for a successful appearance
transfer approach. While the analysis of colors as �rst-order statistics is
pretty straightforward, we focus in the following on the analysis of color
variations (i.e. structures and textures) which, as second-order statistics,
are more complex to accurately describe.

1.4 Structures and textures analysis

In order to analyze the image structures and textures which are color vari-
ations, a window of analysis is needed. In other words, for each pixel of the
image, its structural and textural information is computed from its neigh-
borhood colors. The size of this neighborhood, or window, will de�ne the
maximal spatial size of the patterns that can be described. Ideally, this win-
dow should be large enough to allow the characterization of every texture
in the image, but small enough to mainly have homogeneous regions inside
it, in order to characterize them accurately. Indeed, inaccuracies arise when
di�erent textures, or texture and structure, are present in the window of
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Figure 1.11: Window of analysis content. On both this synthetic exam-
ple (left) and photograph (right), the green windows of analysis contain a
single texture which can be characterized from the windows content, where
the red windows do not contain a single texture, therefore their content will
describe a mixture of several textures.

analysis. An example of such case is depicted in Figure 1.11 on di�erent
images where the green windows contain an homogeneous texture, whereas
the red windows have heterogeneous content. In these examples, using the
shown windows, the green pixels textural description will be accurate as
their window of analysis contain only the pixel texture, while the red pixels
textural description will be altered by the other texture present in their
windows of analysis. This is problematic as both green and red pixels in
those examples belong to the same texture, therefore we would like them
to have the same textural description. To limit this issue, many approaches
have been used to adapt the analysis window size or position. In the follow-
ing, we call pixel of interest the pixel at the center of the analysis window,
for which we would like to compute the textural properties.

Adapting the analysis window size One approach to tackle the prob-
lem of window over texture transitions or borders is to reduce the window
size in order to keep only pixels similar to the pixel of interest. To ap-
ply this, pixels inside the window are given di�erent weights and giving a
zero weight is similar to removing it from the window. This is the focus of
many di�erent edge-preserving �lters [PCG15] which are often based on a
Gaussian kernel, adjusted in size, anisotropy or shape, to respect intensity
edges, as in [KD08] for example. From all these methods, we focus here
on the anisotropic di�usion [PM90] and the bilateral �lter [TM98] which
are two basic and widely used edge-aware �lters. A more detailed look on
edge-aware �ltering is presented in Chapter 2.
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On one hand, the bilateral kernel [TM98] is computed by removing from
the window pixels whose color di�er highly from the color of the pixel of
interest. This works well under the assumption that pixels from the same
texture as the pixel of interest have similar colors. However this assumption
does not hold for highly contrasted textures for which this approach will not
work. On the other hand, the anisotropic di�usion [PM90] extends (or dif-
fuses) the kernel from the pixel of interest until it reaches color edges. Once
again this approach will not work with highly contrasted textures as the
kernel will not extend past contrasted texture patterns. The main di�erence
between these two approaches is that the bilateral kernel can consider simi-
lar pixels across thin edges, while the anisotropic di�usion will only consider
pixels on one side of any edge. An illustration of this phenomenon using
a simple square window of analysis is shown in Figure 1.12. In the third
image (c), we can see that the bilateral kernel fails to select every pixel in
the green window because the texture is highly contrasted, while it selects
pixels from and across the edge in the red window because those pixels are
close in color to the pixel of interest. In the last image (d), the anisotropic
di�usion kernel is again limited by the high contrast of the texture, but it
does not cross the edge in the red window. Moreover, all these approaches
that reduce the window size around image transitions share the drawback
of reducing the amount of information (i.e. pixels) available to describe the
window's content around image edges.

Adapting the analysis window position Since changing the size of the
window of analysis presents several drawbacks, as described above, other
approaches instead kept the window's size constant, but allowed the window
to move around so that it is not necessarily centered on the pixel of inter-
est. One of the �rst approach was the Kuwahara �lter [KHEK76] which
considers four alternative windows, each one having the pixel of interest in
one of its corner, and choose the window with the lowest intensity range
as the window of analysis. This idea was extended and improved multi-
ple times to handle more alternative windows and use a better metric for
the �nal window choice. A recent approach called Bilateral Texture Fil-
tering [CLKL14] uses this approach to �lter out texture while preserving
edges. They displace the window around the pixel of interest in order to
minimize the texture variations inside the window. An example of those
displaced windows is given in Figure 1.13. We can see that in this exam-
ple, no square window containing the pixel of interest can avoid the image
structures. Ideally, we would like to take the closest window from the pixel
of interest which only contains texture similar to it, however when lifting
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(a) (b)

(c) (d)

Figure 1.12: Modifying the weights in the window of analysis. (a)
Input image with the square windows of analysis corresponding to the high-
lighted green and red pixels. (b) The ideal window weights we would like
to get (without changing the window position) to accurately describe each
pixel texture. (c) Bilateral weights computed inside these windows to keep
only pixels close in color to the pixel of interest. (d) Anisotropic di�usion
weights computed from the pixels of interests.

the constraint of having the pixel of interest inside the window of analysis,
the number of possible windows increase drastically and choosing the good
one becomes a di�cult problem. We propose a way to solve this problem
in Chapter 2.

1.5 Contributions and overview

In this thesis, we �rst propose a framework for edge-aware texture analysis
based on a multiscale gradient descent and bilateral �ltering which can
be applied on various texture descriptors to make them preserve image
edges while using a large window of analysis. The idea is to compute the
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(a) (b)

(c) (d)

Figure 1.13: Modifying the position of the window of analysis. (a)
Input image with the square windows of analysis corresponding to the high-
lighted green and red pixels. (b) Ideal window positions to get for each
pixel the closest image square entirely composed of the pixel's texture (c)
Kuwahara �lter best window position. Choosing from only four windows is
limited and none of them avoids the image edge. (d) Bilateral texture �lter-
ing best window position. Their choice avoids most of the image structures,
however it is still present in the right corners of the window.
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descriptor with a large window, then compute the descriptor variance which
will be high where the descriptors vary, i.e. around texture transitions and
structures in the image. We then use this variance to guide a multiscale
gradient descent to replace the value of pixels with high variance (i.e. close
to edges) with values from pixels of low variance (i.e. from homogeneously
textured regions). Finally, since the gradient descent typically introduces
discontinuities around local variance minima, we use an edge-aware �lter to
remove these discontinuities.

We then applied this framework with covariance matrices as a fast and
e�cient texture descriptor in order to apply color transfer and colorization
locally, based on textural information. The edge-aware texture descriptor
allows us to automatically match similarly textured regions between the
input and reference image, and apply the color transformation between
those regions. On top of this automatic approach, we propose an alternate
version based on user provided strokes to let the user quickly match regions
between the images, while our descriptor allows us to automatically extend
those strokes to the full textured region. Typically, user strokes can be used
to correct or tune the automatic result when it is not satisfactory.

Finally, we used our framework once again with the structure tensor
descriptor in order to analyze a textured region variations and apply tex-
ture transfer between images. From a natural input image, we �rst de�ne
a textured region to replace, either manually or using the edge-aware co-
variance matrices. We do the same thing with a natural reference image, or
directly use a texture image. We then analyze these textured regions using
the structure tensor descriptor in order to estimate the texture variations
due to shading and the texture's support 3D shape. We then use those
estimations to guide a modi�ed texture synthesis algorithm which will syn-
thesize the reference texture over the input region while trying to preserve
the input texture variations.

In summary, our contributions are the following:

• An edge-aware �ltering approach for texture descriptors in order to
make them preserve image structures.

• An automatic color transfer and colorization framework for local trans-
fer based on textural properties.

• A stroke-based framework for local color transfer or colorization of
textured regions.

• A texture transfer framework to re-texture objects or image parts us-
ing automatically computed guides to reproduce the texture variations
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of the replaced texture.

This manuscript is organized as follows: our edge-aware �ltering ap-
proach is presented in Chapter 2, Chapter 3 details our local texture-based
color transfer and colorization framework, while Chapter 4 focuses on our
texture transfer algorithm. Finally, conclusions and perspectives are dis-
cussed in Chapter 5.





Chapter 2

Multiscale Gradient Descent for

Edge-Aware Texture Descriptor

Filtering

In this chapter, we introduce our edge-aware texture descriptor �ltering
technique, based on multiscale gradient descent. The goal of this approach
is to alleviate the artefacts introduced by texture descriptors around image
edges and texture transitions. These artefacts are typically introduced by
the use of a window of analysis that can contain textural and structural
information.

This chapter is organized as follows: �rst we explain the issue of accu-
rate texture description around image edges and texture transitions, then
we discuss existing edge-aware �ltering techniques before introducing our
multiscale gradient descent scheme.

2.1 Di�culties of an Accurate Texture

Description Around Image Edges and

Texture Transitions

As discussed in Chapter 1, texture descriptors need to use a window of
analysis in order to characterize color variations between pixels. The size
of this window de�nes the largest texture scale that can be captured by the
descriptor. An example of this is presented in Figure 2.1 where the foliage
texture contains di�erent patterns at di�erent scales which can be charac-
terized by di�erent window sizes. The smallest window (left) characterizes
a single leaf pattern and will allow to distinguish di�erent leaves through

33
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their di�erent edges distributions. The medium window (middle) character-
izes several leaves and will allow to distinguish di�erent parts of the foliage
such as parts that are in the shade for example. Finally, the largest window
(right) characterizes the whole foliage and will allow to distinguish it from
other textures in the image. Typically, to describe the di�erent textures of
this image, we would like to use the largest window to characterize di�erent
foliages and rocks for example. However a problem arises over image edges
and texture transitions because when those are present in the window of
analysis, they interfere with the texture description. An example of such
case is given in Figure 2.2 where we can observe that windows over the tran-
sition between foliage and rock contain a mixture of both textures. This
is problematic because it means that those windows will not characterize
either foliage or rock, even though their pixel of interest (i.e. center pixel)
can belong to one of those textures. For example, the pixel of interest of the
middle window in Figure 2.2 belongs to the foliage, but its window contains
both foliage and rock. As such, this pixel texture will be described as a
mixture of foliage and rock which is neither the foliage or rock texture.

A concrete example of artefacts introduced at texture transitions when
using a large window of analysis is presented in Figure 2.3. The texture
descriptor (detailed in Chapter 3) is blurry around texture transitions be-
tween the trees and the sky or grass because of the large window used. This
blurriness introduces strong color halos in our local color transfer process
over texture transitions. In the result of Figure 2.3, the transition between
the sky and the trees in the input image is matched with a di�erent region
than the trees or the sky, causing a color halo.

As the size of the artefacts around texture transitions are directly re-
lated to the window size, a simple solution would be to reduce the window
size in order to minimize those artefacts. This is not a satisfactory solution
because as seen in Figure 2.1, reducing the window size reduces the scale of
the textures that are characterized. A more elaborate approach would be
to modify or displace the window around image edges and texture transi-
tions. This is the focus of many edge-aware or structure-preserving �ltering
techniques which are discussed in the following section.

2.2 Existing Edge-Aware Filtering Techniques

Edge-aware �lters are crucial to preserve an image structures when smooth-
ing, denoising, enhancing details, or extracting textural information from
images. Our goal is to �nd a �lter that would smooth each texture indepen-
dently while preserving the image structures and texture transitions. An
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Figure 2.1: Windows of di�erent sizes. The foliage texture contains
di�erent patterns at di�erent scales that can be described by windows of
analysis of di�erent sizes. The smallest window (left) characterizes a sin-
gle leaf pattern, the medium window (middle) characterizes several leaves,
while the largest window (right) characterizes the whole foliage variations.

extensive review of edge-preserving �lters is available in [PCG15].
In order to preserve image structures, one of the �rst popular approach

is the anisotropic di�usion [PM90], which extends the smoothing window
from the pixel of interest, until it reaches an intensity or color edge, de-
�ned as a strong intensity or color gradient. This approach led to many
di�erent nonlinear di�usion �ltering methods [Wei97], extensively used in
computer graphics and image processing. Examples of kernel produced
with anisotropic di�usion are provided in Figure 1.12. Another well known
approach is the bilateral �lter [TM98], which e�ciently smoothes images
while mostly preserving color edges. The idea behind this �lter is to weight
the contribution of each pixel inside the window of analysis according to
its spatial and color di�erence from the pixel of interest. Examples of ker-
nels using this �lter are shown in Figure 1.12. Thanks to its speed and
e�ciency, this �lter was used in many computational photography appli-
cations [DD02, BPD06,KCLU07] to decompose the image into two bands
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Figure 2.2: Windows over a texture transition. The leftmost and
rightmost windows contain two di�erent textures, while the windows in
between cover the texture transition and contain a mixture of both textures.

Input & Reference Texture Descriptor Color Transfer Result

Figure 2.3: Artefacts introduced by a descriptor computed with a

large window on our color transfer. Our color transfer algorithm trans-
fers colors between regions of similar texture descriptor. When the descrip-
tor (detailed in Chapter 3) is computed using a large window, the transition
between the trees and sky or grass are blurred, leading to strong color halos
in the color transfer results. Input image from freebigpictures.com

freebigpictures.com
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representing the structure and the details. One drawback of this �lter
is that it su�ers from over-sharpening, which introduces artefacts around
edges [BCM06]. In [APH∗14], Aubry et al. proposed a variant called un-
normalized bilateral �ltering to reduce over-sharpening e�ects using an ap-
proach similar to the anisotropic di�usion. The guided �lter [HST13] o�ers
a di�erent approach by using a linear transform of a guidance image to
�lter an image but may also produce halos around edges. Many other edge-
preserving �lters were developed such as weighted least squares [FFLS08],
edge-avoiding wavelets [Fat09], local histogram �ltering [KS10], local Lapla-
cian �ltering [PHK15], domain transform [GO11] or L0 gradient minimiza-
tion [XLXJ11]. These approaches share the same two main drawbacks for
our problem: �rst, they de�ne edges or structure as strong color gradients,
which make them unable to deal with highly contrasted textures, second,
they do not explicitly distinguish di�erent textures, and therefore cannot
smooth di�erent textures independently.

To better deal with textures, Xu et al. proposed in [XYXJ12] to use
Relative Total Variation (RTV). By computing the sum of the image gra-
dients in the x and y directions over various windows in several images,
they made the observation that this sum is generally higher when the win-
dow contains an edge rather than only texture. An intuitive explanation
is that an edge creates more gradients of similar direction than a texture
which produces more homogeneously distributed gradients. While this ap-
proach can theoretically deal with highly contrasted textures, it does not
distinguish or classify textures and therefore can blend di�erent textures
together during the smoothing process. The next year, Karacan et al. pro-
posed in [KEE13] to use covariance matrices to describe textures locally,
and smooth only similar textures. While their approach is quite e�ective,
they have the problem of artefacts around texture borders when the win-
dow overlaps the texture border. This leads to the texture region close to
the border being only smoothed with itself, and not with the rest of the
texture. In their image smoothing application, the artefacts produced are
hardly visible because smoothing the inside of the texture region and the
region close to the texture border separately is often not problematic. More-
over, they use a very small window size, which further reduces the edges
artefacts, at the cost of the description accuracy of large scale textures.
Similarly, Cho et al. presented in [CLKL14] a bilateral texture �lter where
instead of comparing image colors, they compared texture features using a
patch-based local analysis. Their key idea is that they locally shift patches
that overlap an edge in order to remove the edge from the patch, avoiding
interferences from the edge in the patch texture features. This approach
is interesting and close to what we desire as it allows to keep a large win-



38
CHAPTER 2. MULTISCALE GRADIENT DESCENT FOR

EDGE-AWARE TEXTURE DESCRIPTOR FILTERING

dow of analysis, while adapting its position around image edges and texture
transitions. However, they rely on a variation of the RTV of [XYXJ12] for
their patch-based analysis, which still does not allow to distinguish textures
amongst themselves. Moreover, they constrain the window of analysis to
keep the pixel of interest inside it, which limits the possible movements of
the window, as shown in Figure 1.13.

2.3 Multiscale Gradient Descent Scheme

From the previous considerations, we want to use a texture descriptor with
a large window of analysis in order to distinguish large scale textures in
the image. Many texture descriptors can be used [TJ98], some of them
are presented in Chapter 3 and 4. Using the kernel of an edge-aware �lter
as weights in the descriptor computation is possible but is not ideal as
reducing the window size often leads to less accurate texture description.
However, we still want to preserve the image edges and texture transitions.
Since the texture descriptor window will produce inaccurate values around
edges and transitions due to the mixing of di�erent textures, we need to
process the descriptor in order to remove those values, while respecting the
texture transitions. Directly applying an edge-aware �ltering approach on
the descriptors is not ideal as it would spread the inaccurate values from
texture borders inside homogeneous regions. Moreover, as discussed in the
previous section, most edge-aware �lters do not distinguish textures and
would smooth their descriptors together. Rather we would like to replace
the inaccurate values around image edges with relevant values computed
inside homogeneously textured regions. This problem is complex as it is
ill-posed: we would like our texture descriptor to preserves texture borders,
even though those borders cannot be extracted without using a texture
descriptor to �nd textured regions �rst.

Our approach is based on the observation that when using a texture de-
scriptor, this descriptor values should remain constant over homogeneously
textured regions which are well described, but vary around image edges and
texture transitions whose description is less accurate. More speci�cally, if
we compute the variance of the descriptor, it will be small over homoge-
neously textured regions, but large around edges and transitions. Consider-
ing this, we propose to use a multiscale gradient descent algorithm guided
by the descriptor variance. Intuitively, this multiscale gradient descent lo-
cally propagates relevant descriptor values, occurring inside homogeneous
textural region, to replace irrelevant ones, occurring around region borders.
In other words, the gradient descent replaces the descriptors with high vari-
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(a) Input (b) Initial (c) Descriptor (d) Descriptor
image descriptor variance after descent

Figure 2.4: Synthetic example of our gradient descent approach.

The input image (a) contains a sharp texture transition which is blurred in
the descriptor (b) due to the window of analysis. The descriptor variance
(c) is high when the descriptor vary, which is over the texture transition.
After gradient descent along the descriptor variance (d), the sharpness of
the texture transition is conveyed to the descriptor. Here the blue pixel
took the descriptor value of the red pixel after gradient descent.

ance by descriptors with lower variance, consequently sharpening descriptor
edges. A synthetic illustration of this process is presented in Figure 2.4.

Figure 2.5 (top) shows the pseudo-code of the gradient descent, where
the returned map contains the coordinates of the descriptor that should be
used for each pixel. The result is shown in the top row of Figure 2.6, where
initial descriptors (a) are replaced by descriptors from homogeneous regions
by following the gradient of the variance (b). The result obviously depends
on the scale at which descriptors are computed. On large scales, complex
texture transitions are smoothed out and consequently, some descriptors
might be incorrectly attributed to di�erent regions. This is illustrated in
the bottom row of Figure 2.6, where the red pixel located in the sky (a) is
mistakenly associated with the descriptor of a tree (b) after the gradient
descent pass. Our solution to preserve complex texture changes with large
scale descriptors is to use a multiscale gradient descent, where the scale of
both descriptor and variance are gradually increased to guide the gradient
descent of the initial (large scale) descriptor.

Figure 2.5 (bottom) shows the pseudo-code of the proposed multi-scale
gradient descent process. The idea is to iteratively apply gradient descents,
from �ne to coarse scales, in order to propagate descriptors from homo-
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Multiscale gradient descent

Output: coordinate map M
1: Initialize M with pixel coordinates (i.e. identity)
2: Compute descriptor SSSrmax at coarsest scale rmax
3: for r = 1 to rmax do
4: Compute descriptor variance map Vr.
5: M ← Gradient descent(M,Vr, r)
6: end for

7: for all pixels p do

8: SSSrmax(p)←SSSrmax(M(p))
9: end for

Gradient descent

Input: coordinate map M , variance map V , number of steps n
1: for all pixels p do

2: for i = 1 to n do
3: M(p)←M(p) +∇V (M(p))
4: end for

5: end for

6: Return M

Figure 2.5: Multiscale gradient descent algorithm.

geneous regions while preserving complex texture edges. At small scales,
the descent accurately preserves edges, but quickly falls into local minima.
Increasing scales slowly select pixels further and further away from the de-
tailed edges, ensuring that the descriptors are consistent. In practice, we
use an increasing number of iterations for each scale so that small and large
scales may respectively lead to small and large propagations. Note that,
even if small scale descriptors are needed to compute the variance, the re-
sulting new coordinates only modify the coarse scale descriptor. The result
is shown in Figure 2.6 (c). The obtained descriptor (bottom) better pre-
serves complex texture transitions. The red pixel (top) now successfully
takes descriptor values of a homogeneous region inside the sky.

While this approach works well on many complex texture transitions, it
still has troubles with u-shaped regions where the gradient descent fails to
get out of the region concavity. An example of this problem is showcased
in the blue circle of Figure 2.6 (c) where the left part of the transition is
not well preserved because the gradient descent got stuck in the u-shape.
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(a) Descriptor (b) Standard descent (c) Multiscale descent

Figure 2.6: Multiscale gradient descent on a real image. (a) An ex-
ample of texture transition between trees and sky and its corresponding
descriptor. (b) A gradient descent guided by the variance of the coarse
scale descriptor tends to sharpen edges (bottom), but may mistakenly as-
sign descriptors to the wrong side of the edges: The red sky pixel (top)
is considered as part of the trees here. (c) A gradient descent gradually
performed at multiple scales (from �ne to coarse) better preserves complex
texture transitions. The red pixel is now successfully assigned to the sky.

Another drawback of this approach is the possible creation of discontinuities
in the descriptor around local variance minima, also visible in the image (c)
of Figure 2.6. To alleviate those issues, we apply an edge-aware smoothing
on the obtained descriptor.

Edge-Aware Smoothing

The goal of this edge-aware smoothing step is to reduce artefacts introduced
around image edges by the gradient descent process. Note that applying
this �ltering on the initial descriptor is not ideal as it blends irrelevant
descriptor values with pertinent ones. However, it is relevant after the
gradient descent because the introduced edge irregularities are much smaller
than the undesired halos of the initial descriptor.

Many di�erent edge-aware smoothing can be used as described in Sec-
tion 2.2. We typically use either a cross bilateral �lter [ED04] for its speed
and simplicity, or the unnormalized bilateral �lter [APH∗14] for more ac-
curate �ltering around edges. We guide this �lter with the input image
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(a) Input (b) Initial (c) Descriptor (d) Descriptor
image descriptor after gradient after descent

descent and �ltering

Figure 2.7: Edge-aware smoothing of the gradient descent result.

The input image (a) contains a complex texture transition which is blurred
in the descriptor (b) due to the window of analysis. After multiscale gradi-
ent descent (c) the transition is much sharper but with some inaccuracies.
The edge-aware �lter (d) allows to bring the descriptor along the initial
transition.

luminance in order to remove discontinuities in the descriptor that are not
aligned with luminance discontinuities in the original image. Other image
statistics can be used to guide the �lter, color for example, however we
used the luminance because we found that the majority of important image
edges are luminance edges.

An example of the smoothing e�ect is provided in Figure 2.7. In this
example, the descriptor shown is once again related to the luminance co-
variance and the �lter used is the unnormalized bilateral �lter. The initial
blurry descriptor (b) is sharpened by the multiscale gradient descent but
the resulting transition still contains some inaccuracies. The edge-aware
smoothing (d) e�ciently removes those inaccuracies and bring the descrip-
tor extremely close to the input complex transition. For comparison, an
example of result applying the smoothing directly on the image descriptors
is shown in Figure 2.8 (d) where the halos are spread over the image.

2.4 Discussion & Limitations

We presented in this chapter an edge-aware processing of texture descriptors
composed of multiscale gradient descent and edge-aware smoothing. This
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process allows to accurately remove descriptor halos around image edges,
even with descriptors computed over a large window of analysis. However
problems arise when �ne structures are present in the image because those
are often seen as textures through a large texture descriptor window. An
example of such case is presented in Figure 2.8 where the palm leaves in the
input image create �ne structures, described as a texture by the texture de-
scriptor (b). In this case, the multiscale gradient descent (c) fails to restore
the leaves complexity, leading to missing leaves tips when combined with
the edge-aware smoothing (e). A solution could be to directly apply the
edge-aware smoothing on the initial descriptor (d). This accurately restore
the leaves complexity, but also smoothes out halos, altering a large part of
the sky region descriptor. In such example, the ideal solution would proba-
bly be not to use a texture descriptor to describe the parts of the image that
contain those �ne structures. This is hard to do automatically as it requires
semantic information, usually extracted using machine learning algorithms
which are beyond the scope of our work. In our context of natural images
manipulation, this texture descriptor processing provides a good compro-
mise between �delity to the initial texture descriptor and edge preservation.
Depending on the application, di�erent texture descriptors and edge-aware
smoothing methods can be used to better suit the application's needs.

In the following chapters, we use the combination of our multiscale gra-
dient descent and edge-aware smoothing to compute structure-preserving
texture descriptors for di�erent appearance transfer applications. More
speci�cally, we combine this process with covariance matrices and sigma
sets to apply local color transfer and colorization based on textural prop-
erties in Chapter 3, and with structure tensors for texture analysis and
texture transfer in Chapter 4.
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(a) Input image (b) Initial descriptor

(c) Descriptor (d) Descriptor (e) Descriptor
after descent with smoothing after descent

only only and smoothing

Figure 2.8: Limitations of our edge-aware texture descriptor �lter-
ing. The palm leaves of the input image (a) represent a complex structure,
seen as a texture by the descriptor (b). After multiscale gradient descent
(c) the transitions are much sharper but the complexity of the leaves is lost.
The edge-aware smoothing (d) alone allows to restore the edge complexity
but also smoothes halos, making them much larger. The combination of
both (e) removes halos but the tips of some leaves, lost in the gradient
descent process, are missing.



Chapter 3

Texture-Based Color Transfer

and Colorization

In this chapter, we detail our texture-based local color transfer and col-
orization framework. This chapter is organized as follows: we �rst intro-
duce color transfer, colorization and their challenges. We then describe and
discuss existing works in color transfer, colorization and texture analysis,
before detailing our texture descriptor. Afterwards, we present how to com-
pute similarity maps from this descriptor to guide our local color transfer
or colorization algorithm. Results and comparisons of this automatic ap-
proach are provided before the introduction of a stroke-based variant which
allow local color modi�cations between user speci�ed textured regions. We
conclude the chapter with a discussion on the limitations of our approach.

3.1 Color Transfer and Colorization

Challenges

We propose a method to automatically apply local color transfer and col-
orization between images. Manually colorizing a grayscale image, or tuning
colors to obtain a desired ambiance is challenging, tedious and requires
advanced skills. Exemplar-based methods o�er an intuitive alternative by
automatically changing colors of an input image according to a reference
image (the exemplar) containing the desired colors. The main challenge of
these methods is to accurately match content between the input and refer-
ence image. Examples of color transfer and colorization results are shown
in Figures 1.6 and 1.7.

The �rst color transfer algorithms were based on global approaches re-
shaping the input image color histogram to match the histogram of the

45
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reference image. While these approaches can be simple and successful with
carefully chosen image pairs, they often mismatch regions in the input and
reference images, and are not suited for the colorization problem when the
input image does not have a color histogram to begin with. Alternatively,
local approaches (soft-)segment an image into several subregions that can
be processed independently. Colors are then added or transferred between
similar regions. Those regions can be either manually provided, or auto-
matically computed based on image descriptors.

Our approach is automatic and relies on regions de�ned as areas of sim-
ilar textural content. This choice was driven by the fact that textures can
be found everywhere in nature, and thus in a lot of photographs. More-
over, perceptual studies showed that the early stages of human vision are
composed of several �lters to analyze textures and color variations in our
visual �eld [YJ∗93,Bal06]. This suggests that textures are important when
observing images and should be a pertinent basis for local color transfor-
mations. Furthermore, textures can be e�ciently described by a summary
of �rst and second order statistics, and present an attractive middle ground
between low-level descriptors (luminance, chromaticity) that cannot e�-
ciently describe textured regions, and high-level descriptors (object and
region semantic) that are complex, error-prone and slow to compute.

While our approach automatically matches every region of the input and
reference images, we also allow the user to de�ne this matching through sim-
ple strokes. This is done using the edge-aware texture descriptor introduced
in this chapter, and gives the user the ability to use di�erent reference im-
ages to quickly edit and �ne-tune the result of our automatic approach
locally. When strokes are given, our texture description is used to auto-
matically segment homogeneously textured regions from the strokes, and
restrict the color manipulation to those regions.

To apply color transfer between textured regions, our descriptors are
computed on a large scale to be able to characterize large textures, but
they must also preserve image structures. Existing methods for texture
and structure decomposition are not well suited for our application: edge-
aware image descriptors (such as bilateral �ltering) have trouble analyzing
highly contrasted textures and may introduce discontinuities in the color
transfer. The alternative consists in detecting variations of the descriptors
themselves (such as region covariance), but in that case, image edges are
smoothed, leading to halos in the transfer.

Our solution to estimate texture properties is based on a texture anal-
ysis, followed by the edge-aware processing presented in Chapter 2 to com-
pute edge-aware texture based descriptors. We use it in a generic framework
for local color transfer and colorization between images based on textural
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properties.

3.2 Related Works

In this section, we review previous work on color transfer, colorization and
brie�y discuss texture analysis methods.

Color Transfer

An extensive review of color transfer methods can be found in [FPC∗15].
Color transfer consists in changing the colors of an input image to match
those of a reference image. It was �rst introduced in [RAGS01] as a sim-
ple histogram reshaping, where the mean and variance of each channel are
transferred separately, using the decorrelated Lαβ color space. This rather
straightforward method can be surprisingly e�ective with well chosen in-
put images, as shown in Figure 1.6. A rotation component was added in
the matching process by Xiao and Ma [XM06], allowing the transfer to
be done in a correlated color space (such as RGB). Instead of processing
each channel independently, Pitié et al. [PKD07] proposed to tightly match
the 3-dimensional histograms using iterative 1-dimensional matchings. The
matching o�ered by this approach tends to produce artifacts by forcing
the input to have exactly the same number of pixels of each color as the
reference. Finally, a more recent approach based on multiscale histogram
reshaping was proposed in [PR11] where the user can control how tightly
the histograms should be matched. Overall, these global methods are sim-
ple, but global histogram matchings have several drawbacks presented in
Figure 3.1. First, global matchings do not control how regions are de�ned
and matched, which can lead to unexpected results such as the grass and
sky color being reversed in the result of the �rst row. Furthermore, global
histogram matching is often done through histogram stretching, transla-
tion and rotation which can create colors absent from the reference in the
result. This is showcased in the second row of Figure 3.1 where the trans-
formation of the input histogram, which contains mostly green colors, to
match the reference histogram, which contains various colors, lead to the
creation of unexpected purple colors in the result. When global methods
fail, manual segmentations can be provided to locally transfer between se-
lected regions [DX09,AP10,LSZ12].

In order to automatically apply a local color transfer, Tai et al. [TJT05]
used mixtures of Gaussian to segment the input images and transfer col-
ors between regions of similar luminance. A method to color grade videos
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Example of mismatched regions

Input Reference Result

Example of undesired colors

Input Reference Result

Figure 3.1: Drawbacks of global color transfer methods. On the top
row, the global matching transferred colors between regions of similar colors,
causing to the sky, resp. grass, color of the reference to be transferred to the
grass, resp. sky, of the input. On the bottom row, the histogram matching
stretched the input histogram to match the reference histogram, introducing
undesired colors in the result. Results from the algorithm of [XM06].

based on color transfer between sequences was proposed in [BSPP13]. Their
color transformation segments the images using the luminance and trans-
fer chrominance between shadows, mid-tones and highlight regions. In a
similar vein, Hristova et al. [HLMCB15] partition the images into Gaussian
distributed clusters considering their main features between light and col-
ors. Color-based segmentation was also used in [FSDH15] to extract color
palettes and transfer between them using optimal transportation. While
more accurate than global transfers, these approaches are still only based
on �rst order information to segment the image and do not take higher order
information to match regions between images. Consequently, regions with
di�erent textural properties but similar luminance cannot be distinguished.
An example of this limitation is shown in Figure 3.2 where color and lu-
minance do not allow to successfully match the buildings of the input and
reference images. Textural information is needed to match these regions.

Other approaches similar to Image Analogies [HJO∗01] have been ap-



3.2. RELATED WORKS 49

Input Reference Result

Figure 3.2: Drawback of color-based local transfer methods. In this
example, the local transfer is applied between regions of similar luminance
and chrominance, leading to the sky color of the reference being transferred
to the buildings of the input. Images from [HLMCB15].

plied to color transfer [SPDF13, OVB∗15]. However they di�er from our
approach as they use an additional input to compute the transformation.

Colorization

Colorization deals with the problem of adding colors to a grayscale image.
One of the �rst approaches to tackle this issue relies on user input scrib-
bles being extended via optimization across regions of similar luminance
[LLW04]. This optimization is used with automatically generated scribbles
in a lot of example-based colorization methods [ICOL05,GCR∗12,KCP15].
Because they rely on a luminance-based optimization in their �nal step,
these methods tend to have trouble with highly contrasted textures where
the optimization does not propagate colors properly. More recently, Jin et
al. [JCT14] proposed a randomized algorithm to better match color dis-
tributions between user segmented regions. Since last year, deep learn-
ing algorithms such as convolutional neural networks were also successfully
used for automatic image colorization [EIKM16, ZIE16, ISSI16]. However
those approaches require extensive datasets to train the algorithms and the
learned image statistics are complex and hard to interpret.

Closer to our approach, other methods rely on higher-order informa-
tion to transfer the chrominance between pixels containing similar statis-
tics [WAM02, CHS08, BT12, BTP14]. However, they often produce halos
due to the window used in the statistics computation, as shown in the top
row of Figure 3.3. Moreover, we observed that highly discriminative descrip-
tors are not always better suited to the example-based colorization task as
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Example of color halos around image structures

Input Reference Result

Example of failed matching with discriminative descriptors

Input Reference Result

Figure 3.3: Drawbacks of automatic colorization methods. On the
top row, the halos created by the texture descriptor window around im-
age structures produces color halos in the result. Result computed with
the algorithm of [BT12]. On the bottom row, a combination of di�er-
ent texture descriptors for better texture discrimination did not match the
input and reference clouds because of their small dissimilarities. Images
from [GCR∗12].
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they require very similar input and reference images to �nd matchings. For
example, in the bottom row of Figure 3.3, complex texture descriptors did
not manage to match the clouds of the input and reference images because
of their small dissimilarity. When the input and reference images are not
highly similar, more generic descriptors tend to perform better as they can
�nd matchings between di�erent regions that share less similarities.

Texture Analysis

Many di�erent descriptors have been used to manipulate images according
to their textural content. Previous automatic colorization methods used
SURF, Gabor features, or the histogram of oriented gradients as base tools
for texture analysis [CHS08,GCR∗12,KCP15]. These descriptors are known
to be discriminative, but also computationally and memory intensive due to
their high number of features. Similarly, the shape-based texture descrip-
tors introduced in [XDG10,XHJF12], although o�ering multiple invariants,
are too complex for an image manipulation application where we expect to
compute results in a reasonable time for relatively large images. The recent
approaches proposed in [XYXJ12,CLKL14] precisely separate texture from
structure using a relative total variation, but their descriptors are not accu-
rate enough to discriminate textures among themselves. Finally, Karacan
et al. [KEE13] proposed to use region covariance as a texture descriptor for
image smoothing. Our method also relies on a variant of this descriptor, as
it is compact and e�cient at describing textural properties.

3.3 Covariance Matrices and Sigma Sets

We want to analyze the textural information surrounding each pixel in
both the input and the reference images. To that end, we chose to use
region covariance [TPM06, KEE13] as it is an e�cient and compact way
of describing image regions. Region covariance captures the underlying
texture by computing a small set of second order statistics on speci�c image
features such as the luminance or the gradient. Let us consider a pixel p,
described by a d-dimensional feature vector z(p). The region covariance is
de�ned as the following d× d covariance matrix:

Cr(p) =
1

W

∑
q∈Np

r

(z(q)− µµµr)(z(q)− µµµr)Twr(p,q),

where Np
r is a square neighborhood centered on p of size (2r+ 1)× (2r+ 1)

and µµµr is a vector containing the mean of each feature inside this region.
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Figure 3.4: Texture descriptors. Patches taken from several regions of
the input image and their respective descriptors computed for the central
pixel of the window (bottom). Yellow and blue values correspond to positive
and negative values respectively. Patches from similar regions have similar
descriptors.

Unlike [TPM06], we add a Gaussian weighting function with standard de-
viation r/3 that ensures descriptors to be smoothly de�ned from pixel to
pixel: wr(p,q) = exp(−9‖q−p‖

2

2r2
) .

Note that this weight function should also be used to compute the mean
features µµµr. W is the normalization factor: W =

∑
q∈NP

r
wr(p,q). In

practice, r should be set to the lowest value that still allows to capture
most textural properties accurately. For 512× 512 natural images, we typ-
ically use r ∈ [20, 30] and rely on a 6-dimensional feature vector based on
luminance derivatives to capture coarse scale textural content:

z(p) =

[
L(p)

∂L(p)

∂x

∂L(p)

∂y

∂2L(p)

∂x2
∂2L(p)

∂y2
∂2L(p)

∂x∂y

]T
,

where L(p) denotes the luminance of pixel p. In practice, each feature
is �rst centered and normalized (i.e. we subtract its mean and divide by
its standard deviation) to equally contribute to the analysis. Note that
other features, such as color derivatives, could also be used for di�erent
applications. For our color manipulations, we found that luminance carried
most of the relevant texture information, especially in natural images.

As explained in [HCS∗09,KEE13], region covariances only describe second-
order statistics, which can be a limitation when describing textural content
as it cannot separate two distributions which only vary with their mean.
Moreover, computing distances between covariance matrices is expensive
because they do not lie in an Euclidean space. We thus follow the solution
proposed by Karacan et al. [KEE13] who use the Cholesky decomposition
to transform covariance matrices into vectors that can be easily compared
and enriched with �rst-order statistics. Our descriptor is then represented
by:

SSSr =
(
L1
r · · · Ldr µµµr

)
, (3.1)
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where Lir is the i
th column of the lower triangular matrix Lr obtained with

the Cholesky decomposition Cr = LrL
T
r at scale r and µµµr are the �rst-order

mean features in the corresponding region.
Visualizations of our descriptors are shown in Figure 3.4 where we can

see that their values are similar when computed on the same types of re-
gions. On the other hand, these values are dissimilar between di�erent
regions, making our descriptor able to discriminate di�erent textural re-
gions.

Finally, we apply the multiscale gradient descent scheme presented in
Chapter 2 on this descriptor in order to preserve image structures and tex-
ture transitions. The descriptor variance for a pixel p, used in the multiscale
gradient descent, is computed as follows:

Vr(p) = ‖ 1

W

∑
q∈Np

r

(SSSr(q)− νννr)(SSSr(q)− νννr)Twr(p,q)‖, (3.2)

where SSSr(p) is the descriptor at pixel p and νννr is the weighted average of
the descriptors over the neighborhood Np

r .
Furthermore, we used the unnormalized bilateral �lter [APH∗14] for the

edge-aware smoothing in this application, as discussed in Section 2.3.

3.4 Similarity Maps

Now that we have obtained reliable descriptors, we use them for color ma-
nipulations by de�ning transfer functions that only rely on similar pixels
between the input and reference images. We de�ne a similarity measure
based on the L2 Euclidean distance between two descriptors:

Dσd(p,q) = exp
(
−‖SSS(p)−SSS(q)‖2

2σ2
d

)
, (3.3)

where SSS(p) and SSS(q) are the descriptors at locations p and q and σd is the
standard deviation that controls how close descriptors should be to con-
tribute to the similarity measure. Note that other metrics could have been
used as detailed in [HCS∗09,KEE13], but we did not �nd any signi�cant
di�erences for our purpose. An example of similarity measure is shown in
Figure 3.5, where pixels (b), (c) and (d) are compared with all the other
pixels of the input image (a). We can observe that trees, sky and grass
regions are accurately selected and distinguished in the results.
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(a) (b) (c) (d)

Figure 3.5: Similarity maps. (a) Input image luminance. The green,
yellow and red pixels are compared with all pixels using Equation (3.3) to
obtain the corresponding similarity maps (b), (c) and (d). The similarity
measure allows the three regions to be accurately discriminated. Similarities
were computed with σd = 1 in these examples.

3.5 Local Color Transfer and Colorization

We now use the similarity maps de�ned for each pixel to compute a local
color transfer or colorization between the input images.

Local Color Transfer

The main idea for transferring colors between images is to rely on local
histogram matchings between input and reference images, where both sets of
color points are de�ned by their texture similarities. The matching process
is based on a translation and scaling of the distribution in a decorrelated
color space, as originally proposed by Reinhard et al. [RAGS01]. Input
and reference images are therefore �rst transformed into the uncorrelated
and perceptually uniform CIE-Lab color space before being processed. The
following transfer function is then applied on each channel c ∈ {L, a, b}
separately:

Tσd(p) =
stdref (p)

stdin(p)

(
cin(p)− µin(p)

)
+ µref (p), (3.4)

where superscripts �in� and �ref � denote the input and reference images.
�µ� and �std� are the weighted mean and standard deviations respectively,
computed as follows, according to the similarities of the pixel p of the input
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Input/reference σd = 1 σd = 2 σd = 4

Input/reference σd = 0.2 σd = 1 σd = 2

Figure 3.6: Impact of σd on transfer functions. Top: color transfer ex-
ample. When increasing σd, more and more pixels are considered as similar,
resulting in a transfer close to a basic global histogram matching. Bottom:
colorization example. As colors are obtained from the weighted average
of similar pixels in the reference image, increasing σd tends to produce a
monochrome result.

image:

µimg(p) =
1

W

∑
q

cimg(q)Dσd(pin,qimg)

stdimg(p) =

√
1

W

∑
q

(cimg(q)− µimg(p))2Dσd(pin,qimg),

where img ∈ {in, ref}, q iterates over img and W is the normalization
factor: W =

∑
qDσd(pin,qimg).

A color transfer example is shown in Figure 3.6 (top) where we can
observe the e�ect of the σd parameter. When σd is small, colors are trans-
ferred only between highly similar regions, such as the sea or the clouds of
the input and reference images here. Wider and wider regions are consid-
ered when increasing σd, leading to results closer to the global matching
of [RAGS01].
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Local Colorization

Histogram matching techniques cannot be used directly for colorizing im-
ages that do not contain chrominance channels. In this case, we assign the
mean chrominance of the reference image to each input pixel, weighted by
our similarity measure:

Cσd(p) =

∑
q c

ref (q)Dσd(pin,qref )∑
qDσd(pin,qref )

. (3.5)

Note that this transfer function is applied on chrominance channels only,
although the luminance could also be modi�ed depending on the purpose.
A colorization example is shown in Figure 3.6 (bottom). Large values of
σd tend to average colors on large regions and consequently create pale
and monochrome results. Therefore σd should be kept small enough for
colorization purpose, in order to only average colors over regions of highly
similar descriptors.

Implementation and Performances

We fully implemented our color manipulation functions on the GPU us-
ing Cuda. All the results presented in this chapter were obtained with a
NVIDIA Quadro 6000 graphics card. In practice, we �rst precompute the
descriptors SSS for both the input and reference images before applying a
transfer or a colorization. However, Equations (3.4) and 3.5 require to iter-
ate over all the pixels of the input image, and compute the similarities with
the whole reference for each of them in order to obtain the weighted mean
and standard deviations. A direct implementation of these equation leads
to extensive computation times.

To achieve reasonable speed, we propose to quantify similarities using a
user-de�ned distance τ that controls how close two descriptors should be to
be considered as equal. Considering a particular input pixel p, all the other
pixels pi such as Dσd(p,pi) < τ are processed using the same similarity
function. That way, increasing τ decreases the total number of iterations
needed to obtain the result. The e�ect of this optimization can be seen in
Figure 3.7, where important speed-up is achieved without visual impacts.
High values of τ tend to produce quantization artifacts, but may be used
to interactively explore the result space.

To summarize, the user can tune the following parameters to achieve
the desired results:
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τ = 0, 20min τ = 0.01, 21s τ = 0.1, 6s τ = 0.5, 1s

Figure 3.7: Optimization impact. Color transfer results for increasing
τ values for 512 × 512 images. The lower τ , the higher the speed-up and
the probability of quantization artifacts. In this example, τ = 0.1 allows
for a fast transfer which can be used for e�cient results exploration with
minimal visual artifacts.

• rmax controls the size of the window on which descriptors are com-
puted and thus de�nes the scale at which textures are estimated.
Typically, we found that rmax = 21 works well for natural images of
resolution 512× 512.

• rstep controls the size increment at each scale of the multiscale gradient
descent. Lower increments leads to longer computation times, while
large increments may lead to more artefacts in the result. In practice
we used rstep = 2, increase the window radius by 2 at each scale.

• σs and σl respectively control the in�uence of spatial distances and
luminance variations when smoothing the descriptor with the unnor-
malized bilateral �lter. All the results in this chapter were done with
σs = 2 and σl = 0.05. The number of iterations used for this �lter
depends on the complexity of texture edges. We typically used 500
iterations for our results.

• σd controls how strongly the weight between two pixels is in�uenced by
their distances in the descriptors space. In practice, we respectively
used σd = 1 and σd = 0.2 for most color transfer and colorization
results.

• τ controls the quantization step. In our results, we used τ = 0.01
as it provides a good speed-up while keeping a good visual quality in
almost every case.

The timings of our algorithm for the image in Figure 3.7 using those
parameters are described in the following table:
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Algorithm Image Size Descriptor Transfer Total
Colorization 512× 512 19s 47s 66s
(σd = 0.2) 1024× 1024 78s 490s 568s

Color Transfer 512× 512 19s 21s 40s
(σd = 1) 1024× 1024 78s 132s 210s

where �Descriptor� stands for the descriptor computation and �Transfer�
stands for the color transfer or colorization step. Typically the colorization
takes longer because of the lower σd used which create less similarity be-
tween pixels (see Equation (3.3)), leading to more computation during the
transfer step.

Note that our code was designed to be strongly �exible, while maintain-
ing decent timings as much as possible. We believe further optimization
could still provide signi�cant speed-up. For example a bilateral grid could
be used to compute the �ltering step much faster during the descriptors
computation. The transfer step could also be further optimized by consid-
ering subsampled versions of the reference and input images which would
greatly reduce the transfer time for large images. However this unopti-
mized code still allows for computation times similar to other color transfer
or colorization methods relying on image descriptors.

3.6 Results and Comparisons

Results and comparisons presented in this section were all made with the
default parameters given in the previous section.

Color Transfer Results

Figure 3.8 shows the results of our color transfer against other state-of-
the-art methods. The results of [RAGS01] were computed with our own
implementation of their method. The results of [PKD07,PR11] were com-
puted using the available code on the authors webpage, we used a full match
(100%) for [PR11]. The results of [FSDH15] were provided by the authors.
The results of [HLMCB15] were taken from the authors webpage and drove
our choice of images.

These results show that global approaches [RAGS01, PKD07] tend to
produce saturated colors due to the stretching of the input color histogram.
Furthermore, global histogram matchings match regions of similar colors
and luminance, failing in transferring colors between similar textured re-
gions if they have highly di�erent luminance or colors. This is showcased in
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Figure 3.8: Comparison with previous color transfer methods. See
text for more details. Input and reference images from [HLMCB15]
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Input Reference Our Result

Figure 3.9: Color transfer results. Di�erent colors are transferred be-
tween di�erent regions based on their textural content.
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the bottom row where the orange color of the reference buildings is trans-
ferred to the input sky. The progressive approach of [PR11] also fails to
accurately preserve the colors of the reference in their results. Local ap-
proaches based on color information [FSDH15, HLMCB15] lead to better
results, but also fail in matching regions of similar textural content because
they de�ne similar regions by their luminance and color distributions.

Our approach successfully matches those regions, as shown in the third
row, where the �ower �eld of the reference is matched to the grass of the
input (making it yellow); or in the fourth row where the buildings of the
reference are matched to those of the input (making them orange). Fig-
ure 3.9 show more examples where the matching between di�erent regions
is clearly e�ective thanks to our descriptors.

Colorization Results

Figure 3.10 (bottom) compares the results of our colorization against other
state-of-the-art methods. The results of [WAM02, CHS08, GCR∗12] were
taken from [GCR∗12]. The results of [BT12,PAB∗15] were computed using
the code provided by the authors, using the default parameters suggested
in their code.

Those results show that the method of [WAM02] based on luminance
matching fails when the input images are too complex: di�erent regions
with similar luminance get the same colors, such as the building and clouds
in the �rst example. The method of [CHS08] uses SURF descriptors and Ga-
bor �lters which are strongly discriminative, leading to e�cient colorization
when the input and reference images have identical or very similar content.
However, they have to crop image borders and colors often smudge in their
results. The method from [GCR∗12] produces better results by combining
superpixel segmentation and similarly robust descriptors (i.e. image inten-
sity, standard deviation features, Gabor �lters and SURF features). While
achieving better results than previous methods, they still fail to distinguish
between intricate regions such as the clouds and the sky in the �rst and
fourth row, or the river and the land in the fourth row. Finally, the method
from [BT12] uses descriptors based on standard-deviation, discrete Fourier
transform and cumulative histograms of image patches. It is very prone
to halos due to the window used in the descriptors computation and was
improved in [PAB∗15] where a new luminance-chrominance model was used
to better propagate colors. While this model is very good to avoid artifacts,
the �nal colors are not always faithful to the reference image colors, as seen
in the �rst and third rows.
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Figure 3.10: Comparison with previous colorization methods. See
text for more details. Input and reference images from [GCR∗12]
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Input Reference Our Result

Figure 3.11: Colorization results. Di�erent colors are associated with
di�erent regions based on their textural content.
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Input/Ref. σd = 0.01 σd = 0.2 σd = 0.5

Figure 3.12: Self colorization. The reference color image was desaturated
to create the input image. In the di�erence images, the brighter a pixel,
the higher the color di�erence between the result and the reference. The
result colors �delity depends on σd: as σd → 0, the result approaches the
reference.

As seen in the last column, our approach accurately matches correspond-
ing textures and produces colorful results: sky, cloud, vegetation, mountain
and building colors of the references are successfully transferred into the
input images. Figure 3.11 shows three more results demonstrating a clear
separation between regions of the input image and correct color associations
from the reference image.

To evaluate the coherency of our descriptors, we also tried to colorize
a desaturated image using the original color image as reference. These
results are shown in Figure 3.12, where we can observe that color di�erences
between the reference and the output images depends on σd: the lower σd,
the higher the �delity. This is due to the fact that input and reference
images have exactly the same descriptors in that case. In the limit case,
when σd → 0, only one pixel will be taken into account when comparing
descriptors (cf. Equation (3.5)) and the result will be equal to the reference.
The pixel-wise di�erence between the result and the reference image was
computed as the sum of the absolute RGB di�erences. Note that, when
input and reference images di�er, σd should be given a higher value to
avoid color artifacts.
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Combining Color Transfer and Colorization

Since our framework is the same for colorization and color transfer, we
can easily apply a combination of both to a grayscale input by adding
chrominance via colorization, while modifying the luminance by transferring
only the luminance from the reference image. The results of this approach
can be seen in Figure 3.13. They show that this combination can produce
a result closer to the style of the reference image, while still using only
the input luminance. Comparing this to the result of the color transfer
(which also transfers luminance), we see that color transfer remains more
colorful because the chrominance information of the input image is also
used, however it requires a color image as input which is more restrictive.

3.7 Stroke-Based Local Transfer

The results presented in the previous sections were obtained fully automat-
ically, however our method can easily be extended to support user-provided
strokes. These strokes are used to quickly de�ne user desired regions in the
input and reference images, through the use of our descriptors. We can then
apply a local transfer or colorization between the two user-selected regions
of the input and reference images. This allows the user to edit a single part
of an image, or to �ne-tune the result of the automatic approach.

To extract the homogeneous texture region corresponding to some user
strokes in an image, we compute a region-based image segmentation. More
speci�cally, we compute the similarity maps of this image for each pixel
of the strokes, then average them to obtain the similarity map DSσd corre-
sponding to the strokes. From this similarity map, we compute a connected
binary mask to segment the desired texture region. We chose to make this
binary mask connected to each stroke in order to make the selection process
more intuitive and avoid a fragmented selection from a single stroke. How-
ever several di�erent regions can still be simultaneously selected by using
several strokes. The mask computation is detailed in Figure 3.14.

This mask is initialized with the strokes, then iteratively extended to
include pixels whose similarity is close to the similarity of their neighbor in
the mask. In practice, if a pixel p is outside of the mask and one of its neigh-
bors q is inside the mask, p is added to the mask if

∣∣DSσd(p)−DSσd(q)
∣∣ ≤ λm

where λm is a threshold controlling how similar two neighbors should be to
belong to the mask. The higher λm, the larger the mask. We used λm = 0.05
for most examples and lowered it to 0.01 when trying to distinguish between
similarly textured regions. An example of the strokes similarity maps and
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Figure 3.13: Combining colorization and luminance transfer. Our
framework allows for an easy combination of colorization and luminance
transfer. This combination provides a good style transfer between the input
and reference images. While less colorful than a color transfer result, this
result only requires a grayscale input. In those results, σd = 0.5.
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Connected binary mask computation

1: Input: image I with stroke(s) S
2: Output: binary connected mask M
3: Compute the stroke similarity map DSσd
4: Add the stroke pixels to M
5: while M is expanding do
6: for every pixel p /∈M do

7: if a neighbor q of p is in M and

8:

∣∣DSσd(p)−DSσd(q)
∣∣ ≤ λm then

9: Add p to M
10: end if

11: end for

12: end while

Figure 3.14: Binary connected mask algorithm.

the resulting connected mask is shown in Figure 3.15. We can see that the
mask accurately selects the region underlying the stroke (the sky and the
hedge). In the second example, making the mask connected avoids select-
ing the grass with the hedge stroke even though their textures are slightly
similar.

In Figure 3.16, we use strokes to �ne-tune a color transfer result. The
automatic transfer result with the �rst reference image creates a nice red
tint on the house and hedge, however the sky remains blue because of the
blue part of the sky in the reference. To increase the sunset feeling, we use a
stroke to transfer colors from another reference into the sky of the automatic
result, resulting in a red tinted sky. Note that an automatic transfer from
the sunset shot of the second reference only would have globally produced
a much darker image.

In Figure 3.17, we see an example where the automatic method fails
because of the absence of sky or bright area in the reference image. With
additional user strokes, we manage to get a pleasing result using only rele-
vant regions from the reference image. Similarly in Figure 3.18, the input
image is homogeneously colorized because the reference trees contain simi-
lar textural information and their colors are then blended together. Using
strokes, we are able to colorize only the trees of the input image of Fig-
ure 3.13 with di�erent tree colors from the reference image. Other images
can then be used to colorize the remaining input regions as showcased in
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Image strokes Stroke similarity map Binary mask

Figure 3.15: Strokes and the resulting mask. The binary mask de�nes
a connected homogeneous texture region according to the stroke similarity
map. In these examples, λm = 0.05.

Figure 3.19 where we used a second reference image to separately colorize
the sky and grass regions of the input image. Note that this approach di�ers
from the color strokes used in [LLW04,PAB∗15,EIKM16] as our strokes are
used to segment texture regions based on their luminance through our de-
scriptors. The colors of the segmented reference region are then transferred
to the segmented input region according to the descriptor similarities inside
those regions.

Since the stroke similarity map is computed using each pixel of the
stroke independently, the shape of the stroke does not matter. When the
textured region to segment is homogeneous, as in Figures 3.15, 3.16 and
3.18, the strokes can be very simple. However, when the region is more
heterogeneous, as in the input of Figure 3.17, detailed strokes can be nec-
essary. In this image, the grass and rock textures contain many di�erent
parts (bushes and rocks in the grass, shadows and holes in the rock) that
cannot be easily segmented with a simple stroke.
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Input Ref. 1 Transfer Result

Result w/ stroke Ref 2. w/ stroke Final Result

Figure 3.16: Local color transfer tuning with strokes. The automatic
color transfer provides a result with a blue sky similar to the �rst reference
blue sky. We used a second reference to �ne-tune the sky with a pair of
strokes. The �nal result colors are closer to the red colors of a sunset.

3.8 Discussion and Limitations

In this chapter, we presented a generic framework for both color transfer
and colorization. Our edge-aware descriptor accurately captures similar
textural content in images while being robust to texture transitions. It
allows local color transfer and colorization between similar regions of an
input and reference images. Furthermore, the user can select, with strokes,
regions to match between the input and the reference images. This allows
to �ne-tune parts of the automatic approach results and to locally edit an
image colors. Our method su�ers from two main limitations, as described
below.

Colorization coherency In the colorization application, the input and
reference images should be similar enough to produce coherent results. If
a particular region in the input image does not have any correspondence
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Figure 3.17: Improving color transfer with strokes. The automatic
color transfer of the input image is very dark because of absence of bright
area (like a sky) in the reference image (left column). Using strokes, only
selected regions of the reference are used (the road and the leaves). In this
example, λm = 0.01.
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Figure 3.18: Improving colorization with strokes. The automatic col-
orization of the input image fails because of the similarity in the tree tex-
tures in the reference image (left column). Using strokes, the colors of
di�erent trees of the reference image are segmented (middle row) and used
to colorize the trees of the input image (bottom row). In this example,
λm = 0.01.

Input Ref. 1 Ref. 2 Result

Figure 3.19: Colorization with several targets and strokes. The color
of the trees is taken from the �rst reference with the red strokes, the colors
of the sky and the grass are taken from the second reference with the blue
and yellow strokes.
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Figure 3.20: Failure case. Semantic information such as man-made ob-
jects or faces may locally modify the descriptors and produce incoherent
colorizations. For example here, the motorbike wheels are colored in blue
because they are detected as a texture resembling the one of the input girl
hat.

in the reference one, the similarity function (based on a Gaussian distance)
tends to give the same weight to all pixels, resulting in a monochrome
colorization. Note that this is equivalent to increasing σd for this particular
region, as seen in Figure 3.6 (bottom-right). This problem also occurs
for color transfer but is much less visible since the mean and variance are
only used to modify the input histogram. To prevent this, one possibility
would be to automatically detect mismatched regions and ask the user to
disambiguate the transfer by providing more speci�c reference images.

Complex image structures The proposed descriptors e�ciently cap-
ture texture regions and their transitions, but are not able to detect higher-
level semantic information such as faces, man made objects or background
and foreground. Our descriptors might be altered by such objects, thus
a�ecting the quality of the transfers. Again, this is most visible in col-
orization results, as shown in Figure 3.20. The yellow color obtained in the
top left part of the image is due to the electric wires that are associated
to the warning sign of the reference. The wheels of the motorbike contain
�ne structures associated to the girl's hat, resulting in a bluish color. One
way to mitigate these issues would be to rely on more complex, but slower,
descriptors combining both semantic and texture information. Another ap-
proach could be to use strokes to de�ne manually the matching around
complex structures of the image.

To expand from the color manipulations explored in this chapter, we pro-
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pose in the next chapter to re-use our texture descriptor �ltering approach
in a texture synthesis framework in order to transfer textures directly from
the reference image to the input image. The work presented in this chapter
was published in [AVHT16].





Chapter 4

Texture Transfer based on

Texture Analysis

In the previous chapter, we modi�ed image appearance by altering their
colors which contain the re�ectance and shading of the image. However,
as discussed in Chapter 1, image appearance also contains structures and
textures introduced by the scene shapes and materials. In this chapter, we
tackle the problem of image-space texture transfer which aims to modify
an object or surface material by replacing its texture by another. We will
�rst introduce the texture transfer process and its challenges, then existing
related works are discussed before we present our method for texture anal-
ysis and guided texture synthesis. Since texture replacement is not always
done on the whole image, we will also discuss image composition before
presenting our results.

4.1 Texture Transfer Challenges

In the following, we call texture an image (or part of an image) that appears
coherent and homogeneous at a certain scale [Mai06]. Examples of homo-
geneous textures are shown in Figure 4.1, those textures exhibit several
variations due to their texture patterns, however those variations remain
statistically invariant over the image.

In a natural scene however, such textures may not appear homogeneous
or lose their statistical invariance due to environment changes such as shad-
ing, perspective or deformations of the texture support. Figure 4.2 shows
examples of such cases. In the �rst image, shadows locally modify the grass
texture luminance. In the second image, the gravel texture loses its sta-
tistical invariance due to the perspective. Finally, in the third image, the

75
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Figure 4.1: Homogeneous textures. These textures are statistically in-
variant over the image, considering a large enough window of analysis.

(a) (b) (c)

Figure 4.2: Homogeneous textures in natural scenes. Homogeneous
textures may not appear homogeneous in natural scenes due to various
aspects such as (a) shading variations, (b) perspective deformations or (c)
support deformation.

curved shape introduces shading variations and breaks the homogeneity of
the texture in the image.

Texture transfer consists in replacing an input texture in an input image,
by another reference, or example, texture. The reference texture can be
given directly by a texture image, or extracted from a reference image. An
example of texture transfer is presented in Figure 4.3 where the bark of a
tree is transferred to another tree. Texture transfer is used in a wide range
of applications such as material editing [FH04], image weathering [IEKM16,
BKCO16], style transfer [FSDH16], appearance modi�cation [DBP∗15] or
object re-texturing [KFCO∗07].

In order to accurately replace a texture in a natural image, preserving
the input texture changes due to its support 3D shape and environment is
crucial for a plausible result. With these considerations in mind, we make
the hypothesis for our texture transfer application that the variations of a
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(a) (b) (c)

Figure 4.3: Texture transfer. The bark texture of the input tree (a) is
replaced by the bark texture of the reference (b) in the �nal result (c). Alpha
masks (bottom right) are used to de�ne the input and reference textures in
the images.

texture in a natural image are due to its own texture patterns (Figure 4.1)
and shape and environment changes of its support (Figure 4.2). Under this
hypothesis, the main challenge of texture transfer is to replace the input
texture patterns with the reference texture patterns, while preserving the
variations due to the input support shape and context.

Preserving the reference texture patterns. In order to replace the
input texture with the reference texture, we use a texture synthesis algo-
rithm based on the Image Melding algorithm [DSB∗12]. This algorithm
takes the reference texture as input and synthesizes over an arbitrary re-
gion a texture that is locally similar to the reference texture. To improve
the synthesized result and allow extrapolation from the reference, this al-
gorithm samples the reference texture at di�erent scales and orientations.
Since many orientations and scales can be relevant, searching through all
these scales and orientations can quickly become time consuming and con-
siderably slow the synthesis process. We believe this search can be improved
by using information from texture descriptors, as detailed below. Note that
in the original Image Melding algorithm, they also sampled mirrored and
color corrected images, however we do not consider those search spaces as
they are only relevant in very speci�c examples.

Preserving the input texture variations. Since extracting the shad-
ing and deformation of a 2D textured region (i.e. estimating its support
3D shape and environment) is a complex problem, many texture transfer



78
CHAPTER 4. TEXTURE TRANSFER BASED ON TEXTURE

ANALYSIS

approaches ask the user to provide these information [ZZV∗03, DBP∗15].
While these approaches can theoretically represent any support shape and
shading, the user inputs they require are not always trivial or fast to create.
To alleviate this issue, hypothesis can be made about the texture support
to restrain the range of possible deformations and shading [ELS08], making
the user input easier to provide.

We believe texture descriptors such as structure tensor [BvdBL∗06] with
our edge-aware processing, presented in Chapter 2, can help to solve both
problems. The structure tensor represents the local compression magni-
tude and direction of a texture. Under the hypothesis that the texture is
isotropic and uniform, then the structure tensor variations over the texture
can be linked with shape and environment variations. Using this structure
tensor variations to guide the texture synthesis algorithm can allow to pre-
serve the texture variations introduced by shape and environment changes.
Moreover, the local compression and orientation information provided by
those descriptors can be used to automatically search the exemplar at the
optimal scale and rotation by linking the compression magnitude to the
texture scale, and the compression direction to the texture orientation.

Finally, since texture transfer is typically applied on a single part of the
input image (corresponding to the input texture), an alpha mask is used to
blend the transferred texture with the rest of the input image. An example
of those masks is shown in Figure 4.3. Accurately computing this mask,
and tuning it through the texture replacement process, is an important
part of creating a plausible result when the input and reference texture
showcase di�erent features. For example when replacing a thin texture
(such as skin or leather), with a texture with more thickness (such as grass
or fur), the input alpha mask should be updated to re�ect the reference
texture features, in this case allowing fur �bers or grass blades to extend
outside of the mask. An example of the e�ect of the alpha mask on the
synthesis result is shown in Figure 4.4 where we can see that a simple smooth
alpha mask creates unbelievable borders. To solve this, current methods
typically use the information of a detailed reference mask [DBP∗15,LFA∗15]
which captures the border complexity of the reference texture. This mask is
provided by the user, but getting such detailed masks from a texture image
is not always fast or easy for many users. We propose to automatically
compute this detailed mask after the synthesis process, allowing the user to
provide coarsely masked texture images.

In this chapter, we propose a new texture transfer framework which au-
tomatically provides e�cient texture guides to represent deformation and
shading using edge-aware texture descriptors based on color and gradients
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(a) (b)

Figure 4.4: E�ect of the alpha mask on the synthesis result. A
simple and smooth alpha mask creates unrealistic borders (a), whereas a
detailed alpha mask allows for a better result (b). Images from [DBP∗15].

information. We use the image luminance to extract the texture local con-
trast, and the structure tensor of image gradients to extract the texture
local compression and orientation. We apply the descriptor processing pre-
sented in Chapter 2 on these features to preserve texture edges. We also
update the search process of [BSGF10] to automatically compute the best
scales and orientations for every target patches, using the structure tensor
eigen values and vectors. Finally, we provide a method to automatically
compute a detailed alpha mask to preserve the reference texture features
from the input texture mask. In order to do so, we allow the synthesis to
grow outside of the input alpha mask, then use a segmentation algorithm
to make the alpha mask follow the high-frequency variations of the syn-
thesized region. Our approach is able to create plausible texture transfer
results with few user iterations: only crude alpha mask for the input and
reference textures are necessary.

In summary, our contributions are the following:

• Automatically compute texture synthesis guides from textural prop-
erties.

• Automatically compute the optimal rotation and scale changes for
target texture patches.

• Automatically compute a detailed alpha mask following the reference
texture variations from the input alpha mask.
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4.2 Related Works

In this section, we will �rst review texture synthesis and transfer methods
based on user-provided information, then discuss automatic methods trying
to reduce the user implication through texture analysis methods. We will
also discuss style and appearance transfer methods that are close to our
approach in many cases.

Texture synthesis

A complete survey of example-based texture synthesis methods was done
by Wei et al. in [WLKT09]. Our texture synthesis algorithm belongs to
the class of non-parametric synthesis methods, which includes pixel-based
methods [EL99, yWL00], stitching-based methods [EF01, KSE∗03, LL12],
optimization-based methods [KEBK05,HZW∗06,WSI07], and appearance-
space texture synthesis [LH06]. Pixel-based methods synthesize the result
one pixel at a time, while stitching-based methods synthesize one texture
patch at a time. These methods typically fail to reproduce large scale fea-
tures or patterns in the textures. Optimization-based methods solve this
by synthesizing the whole texture simultaneously, and updating it until a
de�ned criterion is met. Our texture synthesis algorithm is based on the
algorithm introduced by Darabi et al. in [DSB∗12] which uni�es patch-
based synthesis and texture optimization. This algorithm is based on the
Patch Match algorithm [BSGF10] which computes a dense patch matching
between two images quickly by alternating a random search and a propaga-
tion step. This algorithm proved fast and �exible to be adapted to various
problems using texture synthesis [DBP∗15,KNL∗15].

Texture transfer

While some texture transfer methods rely on texture deformation [LLH04,
WOBT09], many more are currently based on texture synthesis algorithms
[ELS08,LJWF12,DBP∗15,JFA∗15] which provide the ability to extend the
reference texture to an input region of arbitrary size and shape. These
algorithms typically use a �at and homogeneous texture as example and
produce a similarly �at and homogeneous output. While some of them
can handle scale and rotation changes, they do not handle the illumination
or deformation changes created by di�erent shapes, environments or view
points that we can see in real images.

In order to introduce variations in the output textures, several ap-
proaches use control maps. In [ZZV∗03], Zhang et al. use texton masks and
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user-provided orientation �elds and transfer functions to create progres-
sively varying textures. Their method is well suited to handle textures with
well de�ned patterns such as leopard or gira�e skin, however they cannot
handle complex textures such as natural foliages. Moreover, the user pro-
vided information is substantial and not easy to create. In [LH06], Lefebvre
et al. use a user-provided guidance channel to compute a large appearance
vector at each pixel, and encode this information in a low-dimensional space
using principle component analysis to considerably speed-up the synthesis
process. To reduce the user required data, Fang et al. [FH04] used a shape-
from-shading technique on a textured object to estimate its normals and
used these normals to guide the texture synthesis on the object. In the same
vein, in [RCOL09], Rosenberger et al. introduced control maps to represent
the non-stationarity of many real-world textures. The control maps can be
user provided or automatically computed based on the assumption that the
texture can be represented by several superposed layers. These superposed
layers of texture represent well textures resulting from natural processes
such as weathering or corrosion but lack in genericity. Extending from
this idea, Lockerman et al. proposed automatically computed multi-scale
label-maps [LSA∗16] which extract clusters of di�erent textures at di�erent
scales. Their approach is able to e�ciently extract texture patches from a
large panel of images. However, those approaches focus more on cluster-
ing pixels into di�erent textures, rather than extracting the variations of a
single texture.

Focusing more on textural variations due to shape or environment changes
in natural images, Diamanti et al. proposed in [DBP∗15] an object appear-
ance manipulation framework based on the texture interpolation method
of [DSB∗12]. Previous texture interpolation schemes [DSB∗12,PBK13,RSK13]
typically compute a linear transition between two extremal texture exem-
plars. In these schemes, every output pixel uses the same two exemplars
with di�erent weights. The main contribution of [DBP∗15] is the clustering
of the exemplars using user-provided annotations, providing the ability to
interpolate between di�erent parts of the texture exemplar at each pixel.
Their method is able to re-texture objects of di�erent shapes under di�erent
lighting conditions, however they still require user-provided annotations to
de�ne the texture variations of the exemplar and the results. For complex
objects, they typically extract those annotations from a 3D rendering of the
object, which limit the advantage of their image-based texturing approach.

To improve the modeling of illumination and foreshortening e�ects,
many texture transfer approaches use 3D scenes to extract relevant 3D
informations and guide the 2D synthesis. In [BPLD10], Bonneel et al. start
from a coarse user-designed 3D scene and use texture synthesis to augment
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it with natural textures and details. Similarly, [JDA∗11] propose a data-
driven approach using texture synthesis to quickly improve the realism of
3D renderings. While both approaches bene�t greatly from the 3D scene
information, recreating the 3D scene corresponding to an input image in
order to re-texture parts of it is time consuming and not well suited for
an approach which aims for user simplicity. Closer to our approach, Eise-
nacher et al. proposed in [ELS08] to transfer textures directly between
photographs using texture synthesis and an approximation of the texture
deformation given by the user. More speci�cally, the user locally describes
the geometry supporting the textures by combining rational Bézier patches.
However, their approach is limited to planar and cylindrical geometry for
the texture support.

Texture analysis for texture synthesis

Instead of relying on user-provided information to describe the texture vari-
ations, Liu et al. in [LJWF12] made the assumption that many real-world
textures are locally invariant. Under this assumption, low-frequency vari-
ations of the input texture are due to shading or deformation and should
be preserved in the output. In practice, they linked low-frequency color
variations to illumination changes and low-frequency gradient variations
to deformation. In their approach they limit their deformations to scale
and orientation changes. While holding true in many cases, their assump-
tion typically falls short when the input texture support presents sharp
edges, introducing high-frequency changes in color. For example, a build-
ing corner introducing a sharp shadow on the building's texture would not
be attributed to illumination of deformation changes in their framework.
In [LFA∗15], Lukac et al. took directionality and contour information into
account in their texture synthesis framework. The directionality allows to
accurately reproduce �brous textures such as hairs or grass, while the con-
tour information preserves the border e�ects of the texture. While these
informations are useful for speci�c textures such as vegetation, textiles or
hairs, they still rely on carefully segmented texture exemplars. Finally
in [KNL∗15], Kaspar et al. proposed to automatically extract guidance
channels using the Structure Edge detector [Pio13], and compute the tex-
ture lattice to better initialize the texture synthesis. These features are
well-suited to highly structured textured but do not represent well natural
textures without any apparent structure such as vegetation foliages.
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Original input A Stylized input A′

Original reference B Stylized output B′

Figure 4.5: Image analogies framework. The transformation between
A and A′ is estimated and applied on B to produce B′. Images from 1.

Style and appearance transfer

Style transfer typically relies on texture and/or color transfer to model the
style of a reference image and apply it to an input image. Style transfer
approaches can be divided in supervised and unsupervised approaches. Su-
pervised approaches rely on a pair of reference images with two di�erent
styles. They �rst compute the transformation between those two images,
then apply it on an input image to alter its style in a similar way. On the
other hand, unsupervised approaches, similarly to our approach, rely on a
single reference image and try to model its style to transfer it to an input
image directly. We detail both approaches below.

One of the �rst supervised style transfer models the problem as com-
puting an "image analogy" [HJO∗01]. They take three images A, A′ and B
as input, A′ being the stylized version of A, and B being the input image to
be stylized into B′, the output of the algorithm. The idea is that B′ should
relate to B in the same way that A′ relates to A. They synthesize B′ using

1http://www.mrl.nyu.edu/projects/image-analogies/freud.html

http://www.mrl.nyu.edu/projects/image-analogies/freud.html
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pixel-based texture synthesis where a pixel of B′ is selected from A′ taking
into account the similarity between A and B and preserving local neigh-
borhoods from A′. An example of this approach is presented in Figure 4.5.
This approach was extended to videos in [BCK∗13]. The image analogy
approach was also improved in [CVZ08] using inference on a Markov Ran-
dom Field to ensure global consistency and image quilting to ensure local
consistency. In a color transfer context, Shih et al. in [SPDF13] applied
a color transformation on an image to simulate di�erent times of day and
night, where the transformation to apply is computed from a database of
time-lapse videos. Color and texture transfers were combined in [OVB∗15]
where they apply a color transfer, then a texture transfer in areas of the
image where the color transfer failed, which they determine using the ref-
erence image pair. While these approaches are e�cient, they require to
already have an image pair to represent the desired stylization, which can
be restrictive. In our appearance frameworks, we always considered a single
reference image, which would classify them as unsupervised approaches.

Unsupervised style transfer aims to alleviate the number of input needed
by transferring from a single reference image directly onto the input image.
In [RAF03], Rosales et al. used a Bayesian technique to infer the most
likely output image from the input and reference images, the prior on the
output image being a patch-based Markov random �eld obtained from the
input image. Taking inspiration from the steps of drawing a picture, Zhang
et al. in [ZCC∗13] proposed to decompose the images into three additive
components: draft to describe the content, paint to describe the main style,
and edge to strengthened the strokes along image boundaries. Style is then
transferred from the paint and edge components only, to preserve the in-
put image content. In [SPB∗14], Shih et al. applied style transfer between
head-shots using a multiscale technique to transfer the local statistics of
an example portrait onto a new one. Focusing on the textural aspect of
style transfer, Frigo et al. in [FSDH16] transferred style between images
by applying a local texture transfer on an adaptive partition of the image.
Finally, Song et al. in [SL16] presented a similar approach to [OVB∗15]
by combining color and texture transfer but using a single reference image.
These approaches di�er from our application as they do not intend to match
the style variations of the input image but rather replace it with the refer-
ence style while preserving the input structures. While we also intend to
preserve the input structure, we additionally intend to match the textural
variations of the input image.

Concurrently, a deep learning approach based on Convolutional Neural
Networks was also used for style transfer in [GEB15a] where they separate
and recombine the content and style of the input and reference images.
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Figure 4.6: Our texture transfer framework. The texture descriptors
are used to compute guides for the texture synthesis. The compositing step
merges the synthesized result with the input image.

While leading to impressive results, this method is beyond the scope of our
work as it relies on a pre-trained neural network architecture. This type of
approach is discussed in Chapter 5.

4.3 Our Texture Transfer Framework

Our texture transfer approach is based on texture synthesis to reproduce
the reference texture, and texture descriptors to analyze the input texture
variations. These descriptors allow to distinguish the variations created
by the input texture patterns, which are considered statistically invariant,
from the variations introduced by the texture support shape and shading.
From the estimation of the variations introduced by the texture support
and environment we compute guides representing those variations. Those
guides are then used by our texture synthesis algorithm to synthesize the
resulting texture which is locally similar to the reference texture, but still
presents the variations introduced by the input texture environment.

Furthermore, when the input and/or reference texture are part of an
image, alpha masks are required to composite the synthesis result with
the rest of the input image. We automatically compute a detailed alpha
mask for the synthesis result composition based on the reference texture
variations.

Our pipeline is illustrated in Figure 4.6. In the following, we describe
�rst how we estimate guides for the source and reference images using the
image luminance and structure tensor in Section 4.4. We present our adap-
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tation of the Image Melding algorithm for texture synthesis in Section 4.5,
before introducing our synthesis approach in Section 4.6. The synthesis
results are composited into images in Section 4.7 and �nal results are pre-
sented in Section 4.8. Finally, discussions and future works are presented
in Section 4.9.

4.4 Texture Analysis

In order to extract relevant information from the input and reference tex-
tures to create guides, we rely on texture descriptors. Many descriptors
can be considered such as SIFT descriptors, Histogram of Oriented Gra-
dient (HOG), Gabor �lters, Covariance matrices, Autocorrelation features
or Moment features. Lockerman et al. tried several descriptors to com-
pare texture tiles in [LXDR13]. In their experiments, the moment based
feature spaces outperformed autocorrelation features and HOG features.
Later in [LSA∗16], they compared moment based features with Gabor �l-
ters and local region statistics and did not �nd one descriptor to universally
outperform the others. They settled on the moment features are they were
computationally the simplest and fastest. Considering their analysis, we
decided to use the �rst order moment of the texture luminance, and use the
structure tensor [BG87, BvdBL∗06] to describe the textures second order
moments as it is fast to compute and intuitive to manipulate. In practice,
the structure tensor computed on an image patch represents the principal
direction of gradients (i.e. direction of highest gradient variation), and the
gradient quantity in that direction (i.e. gradient compression).

Considering a neighborhoodN around a pixel p in image I, the structure
tensor T of p is computed as:

T(p) =
∑
q∈N

w(‖p− q‖)∇I(q)∇I(q)>, (4.1)

where w is a Gaussian kernel and ∇I(q) represents the image gradients at
pixel q. The �rst eigen vectorO of T gives the direction of highest compres-
sion in N , while the �rst eigen value λ1 gives the compression magnitude
in the direction of O. The second eigen value λ2 gives the compression
magnitude in the direction orthogonal to O. Note that if λ1 ≈ λ2, then
there is no predominant compression direction in N . Furthermore, we can
compute the anisotropy of the gradients inside N as

(
λ1−λ2
λ1+λ2

)
.

Using the structure tensor information, we compute our descriptor as
a 4-dimensional feature vector F de�ned as follows for a neighborhood N
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centered on pixel p:

FN(p) = [L λ1 λ2 O] ,

where L represents the mean luminance over N computed as

L =
∑
q∈N

w(q)L(q)

where w is a Gaussian weight. Since the direction vector O is normalized,
it simply represents an angle.

Note that we decided not to include �rst and second order moments of
the hue in our descriptors, although it could easily be added. We chose to
discard the hue information as we found it to be necessary, on top of the
luminance information, in very few cases. Doing so allowed us to keep our
descriptor compact, and e�cient for most of the textures we encountered.

Examples of our descriptor on several images are shown in Figure 4.7.
We can see that λ1 accurately gives regions of high compression in the im-
ages while O gives the compression direction. λ2 is useful to �nd isotropic
regions (where λ1 ≈ λ2) as in those regions, the direction given by O is
not relevant. These examples also showcase the smoothing of the descrip-
tors introduced by the neighborhood size. This smoothing is relevant when
considering texture images (�rst three rows) as it blends related pixels (i.e.
pixels from the same texture). However in the case of natural images (last
two rows), it tends to smooth image silhouettes, which can introduce arte-
facts around those silhouettes as it blends pixels from di�erent textures
around the silhouette.

Descriptors �ltering

In order to prevent the smoothing of image silhouettes due to the descriptor
window on natural images, we use the multiscale gradient descent scheme
presented in Chapter 2, followed by a bilateral �ltering [TM98]. We apply
this �ltering on the luminance and structure tensor, before computing the
structure tensor eigen vectors and values.

The multiscale gradient descent propagates structure tensors from ho-
mogeneous regions, where their values are accurate, to regions around image
silhouettes, where the structure tensor values are skewed by the silhouette.
This gradient descent is guided by the structure tensor variance computed
as:

VN(p) = ‖ 1

W

∑
q∈N

(TN(q)− νννN)(TN(q)− νννN)>w(p,q)‖, (4.2)
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input L λ1 λ2 O

Figure 4.7: Descriptor values for various texture images. O's direc-
tional patterns are obtained by applying a line integral convolution [SH95]
on a noise texture in the direction of O. In these examples, N = 30 × 30
and the images resolution is 512 × 512. Except for the �rst image, λ1 and
λ2 were multiplied by 6 for better visualization.
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where TN(p) is the structure tensor of pixel p, computed over the neigh-
borhood N , and νννN is the weighted average of the structure tensors over
the neighborhood N .

The multiscale gradient descent is done by computing the structure
tensors, their variance and applying a gradient descent along their variance
at increasing scales (i.e. increasing sizes of N). We apply this on the whole
structure tensor simultaneously by summing together the variances of V to
get the variance of the structure tensor. The pseudo-code of the multiscale
gradient descent is given in Figure 2.5.

The e�ect of this multiscale gradient descent on the last image of Fig-
ure 4.7 is shown in the second row of Figure 4.8. We can observe that
silhouettes are much better preserved, however undesired edges may also
appear in homogeneous regions due to local minima of the structure ten-
sors variance. In order to smooth out those edges, we apply a bilateral
�ltering on the multiscale gradient result, guided by the input image lumi-
nance. This �ltering will smooth out edges in regions of similar luminance
(homogeneous regions), while preserving silhouettes with higher contrast.
The e�ect of this �ltering is presented in the third row of Figure 4.8. The
advantages and drawbacks of this approach were presented in Chapter 2.

4.5 Texture Synthesis

In order to perform texture transfer, we �rst need a texture synthesis al-
gorithm. Many algorithms exist as detailed in Section 4.2. We chose to
start from the algorithm of [DSB∗12] because of its speed and �exibil-
ity [DBP∗15, KNL∗15]. This algorithm takes as input a reference, or ex-
emplar, and outputs a result of arbitrary dimension, locally similar to the
reference. This algorithm is multiscale and starts by initializing the result
with a juxtaposition of random patches from the reference image. From
this it builds a Gaussian pyramid for the result and reference image and
synthesizes the result from the coarsest to the �nest scale. At each scale,
it improves the current result iteratively by alternating two steps several
times: a search step and a merging step. When the result at one scale is
done, an upsampling step is used to get the initial result of the next scale.
Each step of the algorithm is detailed below. The �nal result of the �nest
scale is the synthesis result. The pseudo-code of our texture synthesis algo-
rithm is provided in Figure 4.9, while an overview of the synthesis process is
shown in Figure 4.10. In this example, we simply synthesize a result of the
same size as the reference image which has a resolution of 512× 512. The
image pyramids are computed with 10 scales and a constant ratio between



90
CHAPTER 4. TEXTURE TRANSFER BASED ON TEXTURE

ANALYSIS
D
es
cr
ip
to
r

w
/
M
G
D

w
/
M
G
D

&
B
F

L λ1 λ2 O

Figure 4.8: Descriptor �ltering. MGD stands for Multiscale Gradient
Descent, BF for Bilateral Filtering. In this example, rmax = 30 for the
multiscale gradient descent, and the bilateral �ltering is applied with a
spatial sigma of 6, and an intensity sigma of 0.2.

successive scales computed so that the smallest scale has a resolution of
32 × 32. We used a patch size of 10 × 10, 3 patch match iterations, and a
number of synthesis iterations decreasing linearly at each scale from 25 at
the coarsest scale, to 2 at the �nest scale.

Search The search step is done using the Patch Match algorithm [BSGF10].
This algorithm takes as input two images A and B and outputs a nearest-
neighbor �eld (NNF) which is a function f : A 7→ R2. This function gives for
every patch coordinates a (location of patch centers) in A the coordinates
b of the nearest patch in B according to a distance function D between
patches. This can be seen as a patch-based optimization problem with the
following energy function:

E(A,B) =
∑
a∈A

minb∈B(D(a,b)). (4.3)
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Texture synthesis

Input: reference image B
Output: synthesis result R

1: Initialize R with random patches from B
2: Compute Gaussian pyramids for B and R with snb scales
3: for s = snb − 1 to 0 do

4: if s < snb − 1 then
5: NNFs = upsample(NNFs+1)
6: Rs = merging(NNFs)
7: end if

8: for i = 0 to nbiterations do

9: NNFs = search(Rs, Bs)
10: Rs = merging(NNFs)
11: end for

12: end for

Figure 4.9: Texture synthesis algorithm.

In our texture synthesis context, A is the input image and B the refer-
ence. To compute the NNF f , the algorithm �rst initializes f with random
b values sampled uniformly in B, then iterates two steps until convergence:
a propagation step and a random search step.

The propagation step goal is to propagate good matches between neigh-
boring pixels, based on the assumption that neighboring pixels in A will
often have neighboring nearest neighbors in B. Considering a pixel a
in A with a current nearest neighbor f(a) = b, the propagation step
consists in looking at the candidates b′ = f(a − ∆p) + ∆p where ∆p ∈
{(0, 1), (1, 0), (−1, 0), (0,−1)}. For each of these candidates b′, ifD(a,b′) <
D(a,b), then b′ replaces b as the nearest neighbor of a in B. This propa-
gation step allows to quickly spread good correspondences between neigh-
boring pixels in A, but will end up in a local minimum if used alone.

The random search step allows to avoid falling in a local minimum by
sampling the reference B from an exponential distribution. Considering a
pixel a in A with a current nearest neighbor f(a) = b, the random search
step will look at candidates b′ = b + mαiRi, where Ri is a random value
in [−1, 1] × [−1, 1], m is the maximum image dimension, and α is a ratio
between window sizes, usually set to α = 1/2. The index i is increased from
i = 0, 1, 2, ..., n until the search radius mαi is below 1 pixel. The pseudo-
code of the Patch Match algorithm is given in Figure 4.11.
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Figure 4.10: Texture synthesis algorithm. See text for details.
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Patch Match

Input: input image A and reference image B
Output: nearest neighbor �eld f

1: Initialize f with random coordinates of B
2: for i = 0 to nbiterations do
3: for every pixel a of A do

4: f(a) = Propagation(f , a)
5: f(a) = RandomSearch(f , a)
6: end for

7: end for

Propagation

Input: current NNF f and pixel a
Output: updated NNF f ′

1: for ∆p ∈ {(0, 1), (1, 0), (−1, 0), (0,−1)} do
2: if D(a, f(a−∆p) + ∆p) < D(a, f(a)) then
3: f ′(a) = f(a−∆p) + ∆p

4: end if

5: end for

RandomSearch

Input: current NNF f and pixel a
Output: updated NNF f ′

1: i = 0
2: while mαi > 1 do
3: if D(a, f(a) +mαiRi) < D(a, f(a)) then
4: f ′(a) = f(a) +mαiRi

5: end if

6: i = i+ 1
7: end while

Figure 4.11: Patch Match algorithm.

We use a distance D combining two terms: the �rst one is the Euclidean
distance between the patches colors in the CIELab color space, the second
one is an occurrence term as in [KNL∗15]. The �rst term allows to �nd
patches that have similar color distributions. The second term enforces a
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(a) Reference (b) λocc = 0 (c) λocc = 0.01 (d) λocc = 0.1

Figure 4.12: In�uence of the occurrence term. Without occurrence
(b), the reference (a) is only partially sampled. The purple area especially
is over-sampled and reproduced several time in the result. When the occur-
rence is added (c) more areas of the reference are used and the red region
for example appears in the result. Increasing the occurrence weight (d)
samples more and more of the reference.

uniform sampling of the reference image to avoid oversampling reference
patches that are local minima in the distance space. Mathematically, the
distance between two patches centered on pixels a and b in A and B is
computed as follows:

D(a,b) = λcol
∑
x∈P

‖A(a + x)−B(b + x)‖2 + λocc
∑
x∈P

Ω(b + x)

h2ωbest

(4.4)

where P represents the patch coordinates in [−h/2, h/2]× [−h/2, h/2] with
h as the patch height and width. λcol and λocc control the in�uence of each
term in the distance computation. Ω(b) refers to the number of occurrence
of pixel b, i.e. the number of pixel in A that have b as the nearest neighbor
in B, and ωbest represents the occurrence value for a uniformly sampled
reference, de�ned as

ωbest =
|A|
|B|

h2, (4.5)

where |A| and |B| represent the resolutions of the input and reference re-
spectively. The in�uence of the occurrence on a synthesis result is presented
in Figure 4.12. In this example the purple region of the reference is a local
distance minimum and is over-sampled without occurrence. Increasing the
in�uence term weight allows to sample the reference more uniformly and
limit the amount of pattern repetitions in the result.

Merging From the search step, we have the NNF between the current
result and the reference image. Since the NNF was computed using image
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patches of size h × h, every pixel a in the current result A have h × h
candidates in the reference image B, one from each patch P overlapping a.
The original Image Melding algorithm simply averages those candidates to
get the �nal color of pixel a in the new result R:

R(a) =
∑
x∈P

B(NNF(a− x) + x)

h2
. (4.6)

Since the mean is strongly impacted by outliers we weight each candidate
by the inverse of its patch distance computed during the search. Further-
more, we apply an additional weight based on a Gaussian fall-o� function
so that candidates closer to the center of their patch will have more weight,
similarly to [KEBK05]. Our �nal mean is computed as follows:

R(a) =
1

W

∑
x∈P

w(‖x‖)B(NNF(a− x) + x)

D(a− x,NNF(a− x))
, (4.7)

with

W =
∑
x∈P

w(‖x‖)
D(a− x,NNF(a− x))

. (4.8)

Upsampling To get from a scale to the next �ner one, we need to up-
sample the current scale result. In this case, directly upsampling the result
image is not ideal as it would not re-introduce the �ne scale details missing
from the coarse scales. To solve this, as in [WSI07], the �nal NNF is upsam-
pled instead, before updating the patch distances and merging the higher
resolution patches directly to re-introduce �ne details from the higher scale.

4.6 Guided Texture Synthesis

For the texture transfer application, the synthesized result should not only
resemble the reference, but also follow the variations of an input texture.
This input texture variations are described by guidance images, also called
guides or feature channels [ELS08,DBP∗15,KNL∗15]. Guides are computed
on the input and reference image and used by the texture synthesis algo-
rithm at the search step to �nd corresponding patches between the current
result and the reference. More speci�cally, the input and reference guides
di�erences are added in the patch distance computation (Equation 4.4).
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Texture guides

We use the descriptors presented in Section 4.4 to automatically compute
the guides for the input and reference images. These descriptors provide
guides representing the texture local luminance, compression and direction.
We describe the integration and e�ect of each of these guides below.

Luminance guides The luminance guides L are simply added to the
patch distance D of Equation 4.4 as the Euclidean distance between the
patches luminance values:

D′(a,b) = D(a,b) + λlum
∑
x∈P

‖LA(a + x)− LB(b + x)‖2 (4.9)

where λlum controls the luminance guides in�uence.
The e�ect of the luminance guides is shown in Figure 4.13 where the

input luminance is better preserved with high values of λlum, but the refer-
ence texture is badly preserved. The extreme case of only using the guides,
Figure 4.13 (b), highlights the importance of the color term in the patch
distance to preserve the small scale variations of the reference.

Compression guides The texture compression guides C combine the
eigen values of the structure tensor, C(a) = (λ1(a), λ2(a)). Once again
they are added to the patch distance D as the Euclidean distance between
the patches compression values:

D′′(a,b) = D(a,b) + λcomp

∑
x∈P

‖CA(a + x)−CB(b + x)‖2 (4.10)

where λcomp controls the compression guides in�uence.
The e�ect of the compression guides is shown in Figure 4.14 where the

perspective from the input is restored in the result with the addition of the
texture compression guides.

Direction guides The texture direction guides O contain the �rst eigen
vector of the structure tensor, O(a) = (Ox(a), Oy(a)). Since this eigen
vector is normalized, the direction distance is added to the patch distance
as follows:

D′′′(a,b) = D(a,b) + λdir
∑
x∈P

1− |OA(a + x) ·OB(b + x)| (4.11)

where λdir controls the direction guides in�uence.



4.6. GUIDED TEXTURE SYNTHESIS 97

Input Reference (a) λlum = 0 (b) λcol = 0

λlum = 0.01λcol λlum = 0.1λcol λlum = 0.2λcol λlum = 0.3λcol

Figure 4.13: In�uence of the luminance guides. On the top row, with
the color distance only (a), the result luminance is not constrained. With
the luminance guides only (b), the reference texture is badly preserved. On
the second row, the combination of both (with λcol = 1) allows to preserve
the reference texture while following the input luminance. The higher λlum,
the closer the result luminance is to the input luminance. In those examples,
λocc = 0.1.

The e�ect of the direction guides is shown in Figure 4.15. In this exam-
ple, the direction guides are used to sample only patches in the reference
that have the same direction as the input. The result with a high value of
λdir brings the result direction closer to the input direction, even though
very few patches in the reference are perfectly oriented in the same direction
as the input.

Those guides allow to accurately sample the reference in order to pre-
serve the luminance, texture compression and direction of the input. How-
ever, as showcased in the direction guide example, Figure 4.15, sometimes
the reference contains only few patches of similar textural properties as the
input. In those cases, a solution is to deform exemplar patches by rotating
and scaling them and adjusting their luminance in order to better match
input patches.
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Input Reference (a) λcomp = 0 (b) λcol = 0

λcomp = 0.01λcol λcomp = 0.1λcol λcomp = 0.2λcol λcomp = 0.3λcol

Figure 4.14: In�uence of the texture compression guides. On the
top row, without guides (a) the result loses the input perspective. With
the guides only (b), the reference texture is badly preserved. On the second
row, the combination of both (with λcol = 1) allows to preserve the reference
texture while following the input compression. In those examples, λocc =
0.1.

Exemplar deformation

In order to extend the range of possible patches from the exemplar, search
amongst di�erent scales and rotations is often used [BSGF10, DSB∗12,
DBP∗15]. To simulate the rotation and scaling of patches, these meth-
ods simply use more exemplar images corresponding to rotated and scaled
version of the original exemplar, then search in all those exemplars with the
Patch Match algorithm. While this is simple, it has two main drawbacks.
First, the search time is increased due to the increase in the search space
size. Second, it only allows pre-de�ned rotations and scaling of patches.
Consequently, increasing the number of possible rotations or scaling in-
creases the number of exemplars to explore during the search. To alleviate
this issue, we propose to use the descriptor information, more speci�cally
the texture compression and direction guides to automatically align candi-
date patches with the input patch during the search. This allows to compute
a speci�c orientation and scaling for each patch, while only searching the
original exemplar. Moreover, we can also use the luminance guides informa-
tion to adjust the contrast of the reference patches before matching. The
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Input Reference (a) λdir = 0 (b) λcol = 0

λdir = 0.1λcol λdir = 0.2λcol λdir = 0.5λcol λdir = 1λcol

Figure 4.15: In�uence of the texture direction guides. On the top
row, without guides (a) the result loses the input scratches direction. With
the guides only (b), the reference texture is badly preserved. On the second
row, the combination of both (with λcol = 1) allows to preserve the reference
texture while getting closer to the input direction. In those examples, λocc =
0 since we do not intend to sample the whole reference, but rather only the
patches with good direction.

details of each alignment is given below.

Luminance alignment Consider two pixels a in the input image A and
b in the exemplar image B whose local luminance means are given by
LA(a) and LB(b) respectively. We simply bring the mean luminance of the
reference patch L(b) to the mean luminance of the input patch L(a) by
updating the reference patch luminance values Bl(b) before computing the
color distance:

B′l(b) = Bl(b)− (L(b)− L(a)). (4.12)

The luminance di�erence L(b) − L(a) of the best patch is stored in the
NNF in order to apply it again on the patch in the merging step. An
example of luminance alignment compared to the luminance guides is given
in Figure 4.16. In this example, the input has a greater luminance range
than the reference, making the luminance guides oversample the region
of high luminance of the reference. Using the luminance alignment, we are
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(a) Input & Ref. (b) luminance guides (c) luminance alignment

Figure 4.16: Luminance alignment. Since the reference luminance range
is lower than the input (a), the luminance guides (b) cannot reproduce the
input luminance and over-sample the regions of high luminance of the ref-
erence. Luminance alignment (c) allows to change the contrast of reference
patches in order to better follow the luminance variations of the input.

able to better follow the input luminance while sampling the reference more
evenly, reducing the amount of repetitions in the result.

Anisotropic scale alignment Consider two pixels a in the input image
A and b in the exemplar image B whose compressions are given by λλλA1,2(a)
and λλλB1,2(b) respectively. We �rst normalize each compression guide by
dividing it by its maximum value in order to bring the input and reference
compressions in similar ranges. Then we compute the anisotropic scaling S
to apply to the patch as the ratio between the input and reference patches
compressions:

S =
λλλ(a)

λλλ(b)
. (4.13)

To avoid divergences when compressions vary to much, we clamp this ra-
tio to keep it in the interval [Smin,Smax]. Typically, we use Smin = (0.5, 0.5)
and Smax = (2, 2) to avoid excessive distortions of the reference patches.
The scaling S of the best matching patch is stored in the NNF in order
to apply the same scaling on the exemplar before the merging step. An
example of scale alignment compared to the compression guides is given in
Figure 4.17. We can see in this example that the compression guides fail
to reproduce the scale variation of the input with the single scale of the
reference. Scale alignment allows to deform the reference patches to better
follow the input scale variations.



4.6. GUIDED TEXTURE SYNTHESIS 101

(a) Input & Ref. (b) compression guides (c) scale alignment

Figure 4.17: Anisotropic scale alignment. Since the reference (a) has
a single scale in it, the compression guides (b) cannot reproduce the scale
change of the input. Scale alignment (c) allows to deform the reference
patches in order to follow the compression variations of the input.

Rotation alignment Consider two pixels a in the input image A and
b in the exemplar image B whose directions are given by OA(a) and
OB(b) respectively. From the direction O, we derive the rotation angle
Θ = atan(Ox/Oy). We then apply a rotation on the exemplar, centered on
b, of angle:

Θdi� = δΠ + Θ(a)−Θ(b) (4.14)

where δ ∈ {0, 1} allows to choose between the two opposite orientations
corresponding to the same direction. In practice, we compare the input
patches with both candidates (δ = 0 and δ = 1). Afterwards, we store the
rotation Θdi� of the best matching patch in the NNF in order to apply the
same rotation on the exemplar before the merging step. An example of
result with this rotation alignment is presented in Figure 4.18. This exam-
ple shows that rotation alignment of patches before comparison allows to
more evenly sample the exemplar, avoiding repetitions and better matching
the input direction. Adding the luminance guides allows to get a resulting
texture preserving the input texture characteristics.

These alignment strategies are useful to simulate reference variations
when the original reference contains less variations than the input. However,
the deformation of the reference patches also distort the reference texture,
which can deteriorate the results. To avoid needless deformations of the
reference patches, we favor using the guides when the input and reference
present similar textural variations, and align the reference patches when
the reference has less textural variations than the input. This is currently
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(a) Input (b) direction (c) rotation (d) rotation align.
& Reference guides alignment & lum. guides

Figure 4.18: Rotation alignment. Direction guides (b) sample only the
few well-oriented patches of the reference, introducing many repetitions.
Rotation alignment (c) allows to more evenly sample the exemplar by align-
ing reference patches with the input direction before comparison. Adding
the luminance guide (d), we get a result that preserves well the input texture
variations.

done manually by choosing which guide and alignment to use. We plan
to do it automatically in future work by comparing the range of textural
variations in the input and reference images. We can also combine guides
for a feature, and alignment on another to better use the reference texture.
An example of this combination is shown in Figure 4.18 (d) where we used
the luminance guides since the input and reference have similar luminance
variations, and rotation alignment since they do not have similar direction
variations.

4.7 Image Compositing

In order to replace a textured region in an image, an alpha mask delimiting
this region is needed. This mask is de�ned by the user and can be created
manually, or through the use of strokes and texture descriptors as described
in Chapter 3. This mask also provides a silhouette information that can be
used as a guide, and can be updated during the synthesis for better results
with speci�c textures as described below.
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Input Reference Result
with mask with mask

Figure 4.19: Synthesis with mask guides. The mask guides ensure that
the silhouettes of the result are synthesized with corresponding silhouettes
of the reference region. In those examples, λcol = 1, λocc = 0.01 and
λmask = 1.

Mask guides

The mask guides M are added to the patch distance D of Equation 4.4 as
the Euclidean distance between the patches mask values:

D′′′′(a,b) = D(a,b) + λmask

∑
x∈P

‖MA(a + x)−MB(b + x)‖2 (4.15)

where λmask controls the mask guides in�uence.
An example of synthesis using the mask guides is presented in Fig-

ure 4.19 where the patterns and collar of the reference pull are transferred
to the input thanks to the silhouette information.

Mask expansion

In the example of Figure 4.19, the objects masks are fairly simple and
constant through the synthesis because the synthesized texture should not
change the object silhouette. Changing the bark of the input tree should
keep the tree silhouette mostly unchanged. However, in cases where the
reference texture present several micro-patterns with semantic signi�cance,
leaves in a foliage texture for example, those patterns may alter the sil-
houette (i.e. the mask) of the input. When not taken into account during
the synthesis, i.e. when the input mask is left unchanged, the clamping
of those patterns lead to very unnatural results, as seen in Figure 4.21
without the mask expansion. To solve this, previous methods usually
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rely on a detailed reference mask which is used to synthesize the result
mask [LFA∗15, DBP∗15]. Since creating this detailed mask is not always
fast or simple, we propose to compute it automatically from the coarse
input mask and the synthesis result.

In order to create a re�ned result mask, we �rst dilate the input mask
MA with morphological dilatation to get an new input mask M ′

A. We then
synthesize the texture inside this expanded mask in order to get texture
information outside of the original object silhouettes. Using the synthesis
result, we expand MA by iteratively adding to the mask pixels whose color
is close to their neighbors color. The color distance Dcol between two pixels
is computed as the Euclidean distance in the Lab color space and we use
a threshold τc under which pixels are added to the mask. To remove noise
from the result texture patterns, we also apply a bilateral �lter on the
synthesized texture before computing the mask expansion. The pseudo-
code of this expansion is given in Figure 4.20, and an example of result is
shown in Figure 4.21. We can see in this example that expanding the input
mask to follow the synthesized foliage produce a much better result than
keeping the input mask. Furthermore, the complex result mask is computed
automatically from the coarse input mask.

Mask expansion

1: Input: synthesis result R, input mask MA

2: Output: expanded mask MR

3: Initialize MR with the input mask MA

4: for i = 0 to nbiterations do
5: for every pixel p /∈MR do

6: if a neighbor q of p is in MR and

7: Dcol(p,q) < τc then
8: Add p to MR

9: end if

10: end for

11: end for

Figure 4.20: Mask expansion algorithm.
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Input Mask Reference w/o expansion w/ expansion

Figure 4.21: Mask expansion from the synthesis result. We automat-
ically expand the simple input mask in order to alter the result silhouette
according to the reference micro-structures.

4.8 Results

Implementation & performances

With input images of resolution 512 × 512, we set the texture synthesis
parameters as follows for most of our results:

• Image pyramids. We use image pyramids with 10 scales, the lowest
scale resolution is set to 32×32 and the intermediate scale resolutions
are computed to have a constant ratio between scales.

• Number of synthesis iterations per scale. We use a number of
iterations linearly decreasing from 12, at the coarsest scale, to 1, at
the �nest scale. Since the algorithm slowly converges through each
scale, less and less iterations are needed per scale.

• Number of Patch Match iterations. We use only 3 Patch Match
iterations since the algorithm converges quickly and is used at every
synthesis iteration.

• Patch size. We use a patch size of 10 × 10 in all results unless
speci�ed otherwise. This large patch size allows to better capture
texture patterns, while the multiscale approach keeps the synthesis
relatively fast.

• Guide weights. In every result, we keep λcol = 1 and adjust the
weight of the guides and occurrence through their respective λ values.

Our algorithm is fully implemented on the GPU. The propagation of
the Patch Match algorithm is done in parallel using an adaptation of the
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jump �ood scheme of [RT06], as in [BSFG09]. With the above mentioned
parameters, we synthesize a 512 × 512 result in approximately 40 seconds
on a GeForce GTX 670 graphic card.

Results and discussion

This section presents results for texture transfer between textures in Fig-
ure 4.22, between input images and reference textures in Figure 4.23, and
between images in Figure 4.24. Everytime a mask is used, λmask = 1. These
results show that di�erent guides and/or alignments can be used, depend-
ing on the desired result. Luminance alignment allows to preserve the input
texture luminance in the second and �rst row of Figure 4.23 and 4.24 re-
spectively. Rotation alignment allows to preserve the scratches direction in
the �rst row of Figure 4.22, the water splashes direction in the �rst row of
Figure 4.23, and the bark direction in the second row of Figure 4.24.

Scale alignment needs a special attention as linking the compression in-
formation to the perceived image scale is not always straightforward. The
equation 4.13 links coarse scales to low compression, and �ne scale to high
compression. However this correspondence may not accurately re�ect the
perceived scales in an image. For example, when considering perspective
images, as the input of the second row of Figure 4.22, the far part of the
texture contains less compression because several far texture patterns are
blurred inside each pixel. In this case, those low compressions do not rep-
resent coarser scales, but actually extremely �ne scales whose details are
blurred. To account for this e�ect in perspective images, we inverse the
scale extracted from the scale alignment in Equation 4.13. The result of
this is shown in the second row of Figure 4.22 where the reference patches
are stretched in the foreground where the compression is high, and com-
pressed in the background where the compression is low, leading to a better
perspective reproduction. To better illustrate this phenomenon, we show
the compression of a synthetic example with an ever increasing scale in Fig-
ure 4.25. As we can see in this example, at the coarser scales (foreground),
scale increments are matched with an increasing compression. However a
limit is reached at the red circle where the scale increase starts bringing
several gradients inside a single pixel. At this point, the compression stops
increasing and decreases back to zero as the scale goes to in�nity. In this
type of example, additional information is needed to recognize that the
increase and decrease of compression actually represent a monotonously
varying image scale.

Our approach is similar to [LJWF12] as we also use texture descriptors
to guide texture synthesis. However their guides are computed with stan-
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Input Reference Result

Figure 4.22: Transfers between textures. First row: rotation alignment.
Second row: scale alignment.

dard texture descriptors, introducing blurriness and halos in their result
due to the descriptor window of analysis, as discussed in Chapter 2. Our
descriptor after edge-aware descriptor �ltering allows to get sharper guides
around texture transitions, as shown in Figure 4.26.

We use a similar texture synthesis algorithm as [DBP∗15] including guid-
ance channels. However the guides used in [DBP∗15] have to be entirely
provided by the user. In comparison, we automatically compute guides
representing texture variations and only need coarse alpha masks to be
provided by the user. Since their synthesis algorithm di�ers from ours as it
focuses more on interpolation between di�erent reference regions, we could
combine their synthesis algorithm with our guides to reduce their number
of user inputs.

Moreover, most of existing texture synthesis methods need additional
reference images to integrate exemplar deformation. Each additional ref-
erence represents a speci�c deformation, a speci�c scaling or rotation for
example. Our patch alignment strategy based on our texture description
allows us to automatically choose the optimal anisotropic scaling, rotation
and luminance change for an exemplar patch to �t the corresponding input
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Input Reference Result

Figure 4.23: Transfers between image and texture. First row: rotation
alignment. Second row: luminance alignment with λocc = 0.1.

patch.

4.9 Conclusion & Limitations

In this chapter, we proposed to use texture descriptors to characterize tex-
ture variations and from these, guide a texture synthesis algorithm to trans-
fer the variations of the input texture to a reference texture. These guides
represent the texture local luminance, compression and direction. They are
computed using the luminance and structure tensor, followed by our edge-
aware descriptor �ltering presented in Chapter 2. We use these guides in
two ways. When the input and reference textures have similar texture vari-
ations, we use those guides to restrict the patch selection in the reference
to patches of similar texture variations as the input. When the input has a
larger range of texture variations than the reference, we use those guides to
deform the reference patches to better match the input. We also proposed a
simple method to adapt a coarse alpha mask to a complex silhouette during
the texture synthesis process in order to better preserve micro-structures.
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Input Reference Result

Figure 4.24: Transfers between images. First row: luminance alignment
with λocc = 0.1. Second row: rotation alignment with λocc = 0.01.

Input Compression Inversion highlighted

Figure 4.25: Limitation of scale description with compression. This
synthetic example has an increasing scale from the foreground to the back-
ground. The compression increases with the scale up to a point where
an inversion occurs and the compression starts decreasing. This zone of
compression inversion is highlighted by the red circle.
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(a) Input (b) [LJWF12] (c) Our result

Figure 4.26: Guide extraction comparison. The light guide extracted
by [LJWF12] (b) is blurry because of the window of analysis. Our luminance
guide (c) preserves the sharp transitions of the input thanks to the edge-
aware descriptor �ltering step.

Our approach su�ers from the following drawbacks:

• By using our edge-aware �ltering, our descriptors inherit the draw-
backs of this processing, discussed in Section 2.4.

• Our texture variations estimation from descriptor variations is based
on the hypothesis that the texture is isotropic and uniform. Textures
that do not satisfy this hypothesis may not be accurately described
by our texture description.

• Our texture variations estimation is limited to luminance, compres-
sion and direction. This is e�cient to represent simple variations of
the textured object shape and environment, but may not accurately
describe complex shape or environment variations. An example of
such a failure case is shown in Figure 4.27 where the complex shape
of the sheet is not well captured by our descriptors.

• Our mask expansion approach is simply based on color di�erences.
This can be problematic when the texture micro-structures are over-
lapping or when only some part of the micro-structures should be
expanded (the leaves but not the ground in between them for exam-
ple). Semantic information would be helpful in those cases.

Despite those limitations, our algorithm is able to e�ciently transfer
textures between natural images in various cases. This algorithm could be
extended to apply style transfer between images, based on the hypothesis
that the style can be transferred through texture changes. On the other
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Input Reference Result

Figure 4.27: Failure case. In this case, even with luminance, scale and
rotation alignments, we fail to match the complex shape deformation of the
input sheet in the result.

hand, it could also be combined with the color transfer approach presented
in Chapter 3 in order to apply appearance transfer, as in [SL16]. We dis-
cuss these extensions, along with possible extensions to video inputs, and
conclude this manuscript in the following chapter.





Chapter 5

Conclusion & Perspectives

In this thesis, we tackled the problem of appearance transfer based on tex-
tural properties. First, we showed how to adapt texture descriptors to the
image manipulation problem by making them preserve image edges and
texture transitions. We then used covariance matrices with our descriptor
�ltering in order to apply local texture based color transfer and colorization.
Finally, we used luminance and structure tensors with the same �ltering in
order to characterize texture variations for texture transfer. In this chapter,
we discuss possible future work directions. We will describe �rst how our
current transfer algorithms can be extended to deal with video inputs, then
give an intuition of how to use them for style and appearance transfers.
Finally, we will discuss deep learning alternatives that had a lot of success
in the recent years.

5.1 Extension to videos

Adapting our transfer algorithms to deal with video inputs raises interest-
ing challenges, mainly problems of temporal coherency. Depending on the
algorithm, di�erent solutions are possible, described below.

Color transfer and colorization with video inputs

To treat videos with our color transfer and colorization algorithm, several
con�gurations can be envisioned:

• Video input and image reference. In this case, the reference
colors will be transferred to every frame of the input. Color inconsis-
tencies may appear as the input descriptor changes: a region of the

113
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reference can be matched with di�erent regions of the input in succes-
sive frames. In order to enforce the color consistency of the resulting
video, the method of [BTS∗15] could be used. Their method takes as
input a series of frames with temporal inconsistencies (i.e. �ickering)
and makes them temporally consistent. Their main idea is to use the
input video, before processing, to infer the temporal regularity, then
use it as a guide to stabilize the processed and temporally inconsistent
video.

• Video input and reference. In the simple case of videos with the
same number of frames, frames can be transferred independently from
the reference video to the input. If the number of frames di�ers from
the input to the reference, then we need to determine which reference
frame should be used to colorize which input frame. Depending on
the application, only a subset of frames from the longest video could
be used, or frames could be merged with di�erence weights to better
preserve the whole color information of the longest video. This would
produce a video of the same length as the shortest video between the
input and reference. On the other hand, additional frames could be
extrapolated from the shortest video to produce a result of the same
length as the longest input. Once again, the method of [BTS∗15]
should be a useful tool to improve color consistency in the resulting
video.

• Image input and video reference. The idea in this con�gura-
tion would be to create a video sequence from the input image by
introducing temporal color variations, similarly to [SPDF13]. Each
frame of the reference is then transferred onto the input and the re-
sulting images concatenated into a video sequence. Color consistency
in the result could be enforced by distinguishing regions in the input
�rst, then ensuring that color variations in each regions are consistent
along the resulting video. The consistency criteria would depend on
the application but could be for example that a region color should
not change abruptly from one frame to another.

Texture transfer with video inputs

Similarly to the color transfer algorithm, several con�gurations can be en-
visioned for the texture transfer algorithm with video inputs:

• Video input and image reference. This con�guration is simi-
lar to the �ow-guided synthesis of [KEBK05] where a user-provided
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�ow is used to guide the synthesis process. In this case, additional
constraints should be added during the synthesis to ensure that con-
secutive frames are similar, preserving temporal coherency. To apply
this approach with a video input, the problem becomes what �ow
should be extracted from the video and how. The optical �ow is an
obvious �rst answer with various existing methods to extract it from
videos [SRB14]. Extracting a texture �ow by analyzing texture de-
scriptors at di�erent frames could also be an interesting approach to
explore. To solve this con�guration, inspiration could be taken from
physical simulation texturing approaches [BSM∗06,KAK∗07,GDP16].

• Video input and reference. This con�guration resembles the Lazy-
Fluids approach of [JFA∗15]. This problem is similar to the previous
con�guration except that the synthesis algorithm should now use a
di�erent exemplar at each frame, but the similarity to the previous
frame constraint remains.

• Image input and video reference. If we consider that only the
reference movement should be transferred to the input, this con�gu-
ration comes close to the still image animation technique of [CGZ∗05].
However in this case, we are interested in introducing a reference tex-
ture motion into the input image and not just stochastic motions.
To do so, a possibility would be to extract a �ow from the reference
video and synthesize the animated result from the reference �ow and
the input texture (as in the �rst con�guration above). If the refer-
ence movement and texture should be transferred, then the synthesis
should be done with the reference �ow and the reference texture. This
should come close to copy-pasting the animated reference into the in-
put, except that care should be taken at the borders of the synthesized
region.

5.2 Appearance and style transfers

As mentioned in Chapter 1, appearance and style transfers are other com-
mon image manipulation techniques. From our frameworks for color trans-
fer and texture transfer, we can envision how to extend them for these
applications.



116 CHAPTER 5. CONCLUSION & PERSPECTIVES

Input Reference Result

Figure 5.1: Arti�cial appearance transfer test. The texture of the dirt
road in the reference is synthesized on the input road, while color transfer
is applied on the rest of the input image.

Appearance transfer

Appearance transfer, de�ned as a combination of texture and color transfer
as in [OVB∗15, SL16], could be done with a combination of our color and
texture transfers. If we place ourselves in a similar context as [SL16], we
could start from a pair of input and reference images. Then, from texture
descriptors computed with our �ltering on the input and reference, �nd
which regions of the input have no similar regions in the reference and
mark those as regions to re-synthesize. Color could be transferred between
similar regions of the input and reference, while unmatched regions of the
reference are used as exemplar for the input regions to re-synthesized. An
example of result created with user-provided masks, combining our color
and texture transfer framework, is shown in Figure 5.1. In this example, we
synthesized dirt on the input road, while applying color transfer on the rest
of the image. Textural information could be used to automatically compute
the masks.

Style transfer

Style transfer methods usually try to reproduce the �ne-scale textures of
the reference, introduced by the medium used (brush strokes for example),
while preserving the input image structure [FSDH16]. As such, our texture
algorithm could be used for style transfer, using guides to de�ne the input
structure to preserve, and letting the synthesis reproduce the �ne details
of the reference. We show a test of this approach in Figure 5.2. In this
example, we used the luminance guide to try and preserve the input struc-
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Input Reference Result

Figure 5.2: Style transfer test with our texture transfer algorithm.

The luminance guide is used to try to preserve the input structure, while the
texture synthesis reproduces the reference textural details. In this example,
λcol = 1, λlum = 100 and λocc = 1. Reference image: L'été, champ de
coquelicots by Claude Monet.

ture. While the structure is mostly preserved, details like the fence are lost.
Moreover, synthesized textures are fairly repetitive. A straightforward solu-
tion could be to increase the occurrence weight, λocc in Section 4.5, however
this introduces unwanted parts of the reference image in the result, such as
sky parts on the road. The di�culty in this problem is that not all regions
of the reference should be equally used, but rather only those that corre-
spond to an input region. However, inside corresponding regions, we would
like a uniform sampling of the reference in order to preserve the texture's
complexity. Basically, we would need a local occurrence tracking rather
than a global one. Additionally, adaptive patch size could also be a useful
addition, as in [FSDH16].

Concurrently to our work, Neural art [GEB15a], a style transfer algo-
rithm based on neural networks, produced impressive results and showed
that deep learning approaches can be successful at solving image transfer
problems.

5.3 Deep learning alternatives

In recent years, following the success of neural networks approaches in
computer vision applications such as image detection and classi�cation,
neural networks are also gaining popularity in computer graphics applica-
tions such as automatic colorization [ZIE16, ISSI16], stroke-based coloriza-
tion [EIKM16], photo adjustment [YZW∗16], texture synthesis [GEB15b],



118 CHAPTER 5. CONCLUSION & PERSPECTIVES

style transfer [GEB15a] or material recognition [BUSB15].
Neural networks were introduced as early as 1943 [MP43]. However be-

cause of their complexity and reliance on large datasets, they were not
widely used until the last decades where the increase in computational
power and online databases made them viable alternatives for many com-
puter vision and graphics tasks. Today, their use is made even easier with
the availability of pre-trained networks in various frameworks such as Ca�e 1

or Torch 2. Moreover, online crowd-sourcing tools such as Amazon Mechan-
ical Turk 3 allow to create and annotate very large datasets in a reasonable
time. For an insight into current deep learning methods and neural net-
works, we refer the reader to [LBH15].

In the rest of this section, we brie�y present convolutional neural net-
works which are mainly used in image processing, before discussing their
applications in image appearance transfer.

Convolutional neural networks

For sound, image and video processing, a speci�c type of neural network
called Convolutional Neural Network (CNN, or ConvNet) is extremely ef-
fective. These networks process data in the form of multiple arrays, which
is the case of many natural signals: sounds or speeches are 1D arrays, im-
ages and audio spectrograms are 2D arrays, while video sequences are 3D
arrays. The architecture of a CNN is composed of two main stages. The
�rst stage consists in several alternating convolution and pooling layers,
while the second stage consists in additional convolutional, fully-connected
layers. An illustration of this architecture is given in Figure 5.3. The role
of each layer is the following:

• Convolutional layers. A convolutional layer is composed of several
feature maps which contain pixels (or units) connected to a patch
of the feature maps in the previous layer. The value of each pixel
is computed as the weighted sum of the pixel values of the previous
layer patch. The set of weight used in this operation is called a �lter
bank. Every pixel in a feature map use the same �lter bank, but
di�erent feature maps in the same layer use di�erent �lter banks.
The weights in these �lter banks are automatically computed by the
network during the training process. The result of this weighted sum

1http://caffe.berkeleyvision.org/
2http://torch.ch/
3http://www.mturk.com
4http://www.wildml.com/2015/11/understanding-convolutional-neural-networks-for-nlp/

http://caffe.berkeleyvision.org/
http://torch.ch/
http://www.mturk.com
http://www.wildml.com/2015/11/understanding-convolutional-neural-networks-for-nlp/
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Figure 5.3: Convolutional neural network architecture. A convolu-
tional neural network �rst alternates convolution and pooling layers, before
using a fully connected stage to make the output prediction. Image from 4.

is then passed into a non-linear function. Typically, a ReLU (Recti�ed
Linear Unit) function which simply replaces negative values by zero is
used, but other non-linear function such as tanh or sigmoid functions
can be used. The goal of this non-linear function is to introduce non-
linearity in the network, allowing it to represent complex non-linear
models. Without this non-linearity step, since the convolution is a
linear operation, the sum of the convolutions in the network would be
equivalent to a single convolution on the input image.

The design of this layer is based on the observation that in natural
data such as images, neighboring values are often highly correlated
and create patterns. However, local statistics in images are usually
independent of the location, meaning that those patterns could appear
anywhere in the image. By analyzing local patches of the previous
layer feature maps, each feature map is searching the whole image for
a speci�c pattern since the �lter bank is the same for all pixels of the
feature map. On the other side, di�erent feature maps of the same
layer have di�erent �lter banks and therefore are looking for di�erent
patterns.

• Pooling layers. The pooling layer merge feature maps patches into
a single value, usually by averaging the patch values or taking the
maximum value of the patch. The role of this layer is to reduce the
dimension of the feature map representation and therefore introduce
an invariance to small translations and distortions of the image pat-
terns.

• Fully-connected layers. In the �rst stage of the network, each
feature map is only connected to the corresponding feature map of
the previous layer. In the last fully-connected layers, each feature
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map is connected to every feature map of the previous layer, allowing
to merge the feature maps information to compute the output.

These networks were successfully used recently for style transfer between
images by taking advantage of their multiscale representation of the image
content.

CNN for appearance transfer

When CNNs are trained for object recognition, they create a representation
of the objects of the image that is increasingly explicit along the network
layers. As such, high level layers of the network will contain mostly infor-
mation about the content of the image. This content information can be
a good basis to coarsely represent the structure of the image, as shown in
Figure 5.4 from [GEB15a]. In their approach, they combine the network
content representation with their style representation, also extracted from
the network as correlation between feature maps of a layer. An example of
result from their approach is provided in Figure 5.5.

If we go back to our four image components: re�ectance, shading, struc-
ture and texture, we can see that their approach is able to extract structure
and texture information from a pre-trained network. Similarly, it might
be possible to extract re�ectance and shading information from a similar
network.

Another approach could be to create a large dataset, annotating each
part of the images with the re�ectance, shading, structure and texture in-
formation, then train a CNN on this dataset to make it able to decompose
images into those four components. An interesting observation is that since
both structure/texture and re�ectance/shading decompositions have been
done with CNNs [GEB15a,BUSB15], an attractive option would be to some-
how fuse those approaches in a single algorithm.

At a higher level, we could theoretically train CNNs to learn every ap-
pearance transfer type presented in this manuscript, provided we have a
working algorithm, or many users, to create a large enough dataset of input
and result images. This can be a tedious process but has already been done
for colorization [ZIE16, ISSI16] which is easier since any color image can
be seen as a colorization result. From these networks, deep reinforcement
learning methods [GAS16] may allow to build an arti�cial intelligence ca-
pable of applying various appearance transfer methods, or combining them
on an input image in order to better reproduce the desired appearance of
the reference.
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Figure 5.4: Content and style extraction from a CNN. The network
layers directly represent image content, while the style is extracted from
the correlations between a layer feature maps. Image from [GEB15a].

Figure 5.5: Style transfer with a neural algorithm. The content of
the input image is combined with the style of the reference image. Images
from [GEB15a].
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While deep learning approaches are attractive for many industrial appli-
cations due to their e�ciency, their opacity remains a problem in research.
Because of the complexity of the representation in each layer of the net-
work, especially high level layers, it is close to impossible to explicit what
features the network actually learned from the dataset. This is problematic
because it prevents human from verifying what criteria the network used to
compute its output, making it impossible to know if the network actually
learned what we expected it to learn. This also make the prediction of the
network e�ciency at tasks other than those it was trained for extremely
hard. Once again, deep reinforcement learning research [GAS16] aims to
make a trained network knowledge explicit for human understanding, how-
ever this is still ongoing research and the problem remains open.

On the other hand, explicit methods, while limited in complexity, can
usually be explained in intuitive ways as they are the result of human learn-
ing and understanding. While this learning can be long and complicated
for complex problems, the resulting methods are transparent which make
them easier to adapt to di�erent applications. Even more, new algorithms
can intuitively be created by combining parts of di�erent explicit methods.
This is much more complex with neural networks where isolating a layer or
feature of the network and understanding its role can be di�cult, especially
for high-level layers and features. For now, it is much easier to learn from
an explicit method than from a neural network, which is why we focused
on the former in this work.
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Image Sources

Image sources are given in this section for every �gure of this manuscript.
For �gures with several images, sources are given for images from left to
right, top to bottom.

Figure 1.1: https://4.bp.blogspot.com/-ysumqH8rUDo/VbezIHAMNQI/
AAAAAAABuc0/Nu56xd3zbfs/s0/HDR_USS_Midway_uhd.jpg, http://www.ipnoze.
com/wordpress/wp-content/uploads/2016/03/films-effets-speciaux-avant-apres-13.

jpg, http://www.fonds-decran.org/wp-content/uploads/2016/03/Trees-Lava-Digital-Art.
jpg.

Figure 1.2: Input from Thomas Hurtut, transfer references from http:

//freebigpictures.com.
Figure 1.3: Top row from [BBS14], bottom row from [CLKL14]. Fig-

ure 1.5: https://pluralsight-res.cloudinary.com/image/upload/w_

1280/pluralsight-static/course-images/dramatic-image-relighting-photoshop-2084-v1.

jpg.
Figure 1.6: [RAGS01] .
Figure 1.7: [GCR∗12].
Figure 1.8: [FSDH16].
Figure 1.9: [LJWF12].
Figure 1.10: [SL16].
Figure 1.11: Left image from Benoit Arbelot, right image from http://

www.recettes-de-cuisines.com/wp-content/plugins/wp-o-matic/cache/

0b025_stone_floor_texture_C050599.JPG.
Figure 1.12: http://www.recettes-de-cuisines.com/wp-content/

plugins/wp-o-matic/cache/0b025_stone_floor_texture_C050599.JPG.
Figure 1.13: http://www.recettes-de-cuisines.com/wp-content/

plugins/wp-o-matic/cache/0b025_stone_floor_texture_C050599.JPG.

Figure 2.1: http://nyfalls.com/dev/wp-content/uploads/2013/04/
Fixing-Foliage.jpg.
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Figure 2.2: http://nyfalls.com/dev/wp-content/uploads/2013/04/
Fixing-Foliage.jpg.

Figure 2.3: Input from http://freebigpictures.com, reference from
Thomas Hurtut.

Figure 2.7: http://freebigpictures.com.

Figure 3.1: Top row input from http://www.mee.tcd.ie/~sigmedia/

pmwiki/uploads/Research.ColourGrading/traget_plain.jpg, reference
from https://www.scss.tcd.ie/~mgrogan/eusipco/TargetPalette/scotland_

house.jpg, bottom row input and reference from Thomas Hurtut.
Figure 3.2: [HLMCB15].
Figure 3.3: Top row input and reference from [GCR∗12], bottom row

from [GCR∗12].
Figure 3.4: http://freebigpictures.com.
Figure 3.5: http://freebigpictures.com.
Figure 3.6: Top and bottom inputs from Thomas Hurtut, top reference

from Benoit Arbelot, bottom reference from http://freebigpictures.

com.
Figure 3.8: Inputs and references from http://people.irisa.fr/Hristina.

Hristova/publications/2015_EXPRESSIVE/indexResults.html.
Figure 3.9: http://images.fondecranhd.net/waterfalls/esaaaxfilq2.

jpg, http://restotel.net/wp-content/uploads/bigone2.jpg, http://
st8.diveboard.com/1070/35372_8994a2b95e33c45c6e6e221f16272ce7_large.

jpeg, http://www.waouo.com/wp-content/uploads/2011/10/lionfondecranhd.
jpg, rest from Benoit Arbelot.

Figure 3.10: Inputs and references from [GCR∗12].
Figure 3.11: http://wallpapercave.com/wp/UqcubN9.jpg, http://

scharlette.s.c.pic.centerblog.net/9.jpg, https://www.dayoutwiththekids.
co.uk/media/8295/32623-windsor-castle-windsor-01.jpg?mode=crop&

quality=75&width=1600, https://sites.google.com/site/imagecolorization/,
http://www.hdfondos.eu/pictures/2014/1009/1/mountain-road-landscape-hd-widescreen-wallpaper-58283.

jpg, https://wallbox.ru/wallpapers/main/201311/7ea20e83c41b7c6.
jpg, http://iwallpapers.free.fr/upload/2012/01/18/20120118181137-95247e33.
jpg, https://c1.staticflickr.com/4/3192/2607654738_d21634344e_b.
jpg.

Figure 3.12: Thomas Hurtut.
Figure 3.13: http://freebigpictures.com and Benoit Arbelot.
Figure 3.15: Benoit Arbelot.
Figure 3.16: Benoit Arbelot, Ref 2. from Thomas Hurtut.
Figure 3.17: Input from Benoit Arbelot, reference from http://freebigpictures.

com.
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Figure 3.18: http://freebigpictures.com and https://www.ayoye.

com/images/10-photos-magnifiques-de-lautomne. Figure 3.19: Input
and ref 2. from http://freebigpictures.com, ref 1. from https://www.

ayoye.com/images/10-photos-magnifiques-de-lautomne.
Figure 3.20: Thomas Hurtut.

Figure 4.1: unknown, http://blog.khamsin.org/public/textures/
feuillage001.png, http://russian.fansshare.com/gallery/photos/11284809/
tiled-grass-texture-by-svelle-grass/?displaying, http://blog.khamsin.
org/public/textures/gravillon002.png.

Figure 4.2: http://img08.deviantart.net/9bac/i/2011/198/e/d/stock_
__green_grass_shadow_1_by_jocarra-d3ysflu.jpg, unknown, http://
www.chiffonweddingdress.com/wp-content/uploads/2016/10/silk-pongee2.

jpg.
Figure 4.3: http://www.golfllnnews.com/wp-content/uploads/2012/

05/DSCF3136.jpg, https://krapooarboricole.files.wordpress.com/2010/
06/chene-marinier-3.jpg.

Figure 4.4: [DBP∗15].
Figure 4.5: http://www.mrl.nyu.edu/projects/image-analogies/freud.

html.
Figure 4.7: unknown, http://www.designals.net/wp-content/uploads/

2012/12/texturas-metales-24.jpg, https://jcsatanas.fr/wp-content/
uploads/2015/06/fond-ecran-ocean-ipad-11.jpg, http://thumbs4.ebaystatic.
com/d/l225/m/mYlSF_DHBg4FVfg4SZRw9ZA.jpg, Thomas Hurtut.

Figure 4.10: [KNL∗15].
Figure 4.12: http://jcsatanas.fr/wp-content/uploads/2014/09/fond-ecran-180915-ipad-4.

jpg.
Figure 4.13: http://img08.deviantart.net/9bac/i/2011/198/e/d/

stock___green_grass_shadow_1_by_jocarra-d3ysflu.jpg, https://jcsatanas.
fr/wp-content/uploads/2015/06/fond-ecran-ocean-ipad-11.jpg.

Figure 4.14: http://threecell.com/blog/wp-content/uploads/2014/
04/grass-texture.jpg, unknown.

Figure 4.15: unknown, http://www.designals.net/wp-content/uploads/
2012/12/texturas-metales-24.jpg.

Figure 4.16: http://img08.deviantart.net/9bac/i/2011/198/e/d/

stock___green_grass_shadow_1_by_jocarra-d3ysflu.jpg, http://threecell.
com/blog/wp-content/uploads/2014/04/grass-texture.jpg.

Figure 4.17: unknown, http://previews.123rf.com/images/liubomirt/
liubomirt0910/liubomirt091000030/5721461-Seamless-wallpaper-with-white-plastic-foam-grid-structured-texture-Stock-Photo.

jpg.
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Figure 4.18: unknown, http://www.designals.net/wp-content/uploads/
2012/12/texturas-metales-24.jpg.

Figure 4.19: https://dansleboudoirdekate.files.wordpress.com/

2016/10/pull-rouge-comptoir-irlandais.png?w=840, http://img.over-blog-kiwi.
com/0/58/51/96/201311/ob_f05b6d14bc8c59a3f043bf594364389a_0000001.

jpg.
Figure 4.21: http://blog.khamsin.org/public/textures/feuillage001.

png .
Figure 4.22: http://www.designals.net/wp-content/uploads/2012/

12/texturas-metales-24.jpg, http://previews.123rf.com/images/liubomirt/
liubomirt0910/liubomirt091000030/5721461-Seamless-wallpaper-with-white-plastic-foam-grid-structured-texture-Stock-Photo.

jpg, http://threecell.com/blog/wp-content/uploads/2014/04/grass-texture.
jpg, http://blog.khamsin.org/public/textures/gravillon002.png.

Figure 4.23: Benoit Arbelot, http://www.texturex.com/Ground-Textures/
beach+texture+ground+sand+dune+perspective+photo.jpg.php, http:
//thumbs4.ebaystatic.com/d/l225/m/mYlSF_DHBg4FVfg4SZRw9ZA.jpg, http:
//textureplanet.net/wp-content/uploads/2012/11/Green_Leaves_Texture_

-_4928_x_3264-160x90.jpg.
Figure 4.24: , http://textureplanet.net/wp-content/uploads/2012/

11/Green_Leaves_Texture_-_4928_x_3264-160x90.jpg, http://www.golfllnnews.
com/wp-content/uploads/2012/05/DSCF3136.jpg, https://krapooarboricole.
files.wordpress.com/2010/06/chene-marinier-3.jpg.

Figure 4.25: unknown.
Figure 4.26: [LJWF12].
Figure 4.27: http://www.chiffonweddingdress.com/wp-content/uploads/

2016/10/silk-pongee2.jpg, http://previews.123rf.com/images/liubomirt/
liubomirt0910/liubomirt091000030/5721461-Seamless-wallpaper-with-white-plastic-foam-grid-structured-texture-Stock-Photo.

jpg.

Figure 5.1: Benoit Arbelot.
Figure 5.2: http://freebigpictures.com and https://c1.staticflickr.

com/5/4072/4323547056_881a2c2cc3_b.jpg.
Figure 5.3: http://www.wildml.com/2015/11/understanding-convolutional-neural-networks-for-nlp/.
Figure 5.4: [GEB15a].
Figure 5.5: [GEB15a].

http://www.designals.net/wp-content/uploads/2012/12/texturas-metales-24.jpg
http://www.designals.net/wp-content/uploads/2012/12/texturas-metales-24.jpg
https://dansleboudoirdekate.files.wordpress.com/2016/10/pull-rouge-comptoir-irlandais.png?w=840
https://dansleboudoirdekate.files.wordpress.com/2016/10/pull-rouge-comptoir-irlandais.png?w=840
http://img.over-blog-kiwi.com/0/58/51/96/201311/ob_f05b6d14bc8c59a3f043bf594364389a_0000001.jpg
http://img.over-blog-kiwi.com/0/58/51/96/201311/ob_f05b6d14bc8c59a3f043bf594364389a_0000001.jpg
http://img.over-blog-kiwi.com/0/58/51/96/201311/ob_f05b6d14bc8c59a3f043bf594364389a_0000001.jpg
http://blog.khamsin.org/public/textures/feuillage001.png
http://blog.khamsin.org/public/textures/feuillage001.png
http://www.designals.net/wp-content/uploads/2012/12/texturas-metales-24.jpg
http://www.designals.net/wp-content/uploads/2012/12/texturas-metales-24.jpg
http://previews.123rf.com/images/liubomirt/liubomirt0910/liubomirt091000030/5721461-Seamless-wallpaper-with-white-plastic-foam-grid-structured-texture-Stock-Photo.jpg
http://previews.123rf.com/images/liubomirt/liubomirt0910/liubomirt091000030/5721461-Seamless-wallpaper-with-white-plastic-foam-grid-structured-texture-Stock-Photo.jpg
http://previews.123rf.com/images/liubomirt/liubomirt0910/liubomirt091000030/5721461-Seamless-wallpaper-with-white-plastic-foam-grid-structured-texture-Stock-Photo.jpg
http://threecell.com/blog/wp-content/uploads/2014/04/grass-texture.jpg
http://threecell.com/blog/wp-content/uploads/2014/04/grass-texture.jpg
http://blog.khamsin.org/public/textures/gravillon002.png
http://www.texturex.com/Ground-Textures/beach+texture+ground+sand+dune+perspective+photo.jpg.php
http://www.texturex.com/Ground-Textures/beach+texture+ground+sand+dune+perspective+photo.jpg.php
http://thumbs4.ebaystatic.com/d/l225/m/mYlSF_DHBg4FVfg4SZRw9ZA.jpg
http://thumbs4.ebaystatic.com/d/l225/m/mYlSF_DHBg4FVfg4SZRw9ZA.jpg
http://textureplanet.net/wp-content/uploads/2012/11/Green_Leaves_Texture_-_4928_x_3264-160x90.jpg
http://textureplanet.net/wp-content/uploads/2012/11/Green_Leaves_Texture_-_4928_x_3264-160x90.jpg
http://textureplanet.net/wp-content/uploads/2012/11/Green_Leaves_Texture_-_4928_x_3264-160x90.jpg
http://textureplanet.net/wp-content/uploads/2012/11/Green_Leaves_Texture_-_4928_x_3264-160x90.jpg
http://textureplanet.net/wp-content/uploads/2012/11/Green_Leaves_Texture_-_4928_x_3264-160x90.jpg
http://www.golfllnnews.com/wp-content/uploads/2012/05/DSCF3136.jpg
http://www.golfllnnews.com/wp-content/uploads/2012/05/DSCF3136.jpg
https://krapooarboricole.files.wordpress.com/2010/06/chene-marinier-3.jpg
https://krapooarboricole.files.wordpress.com/2010/06/chene-marinier-3.jpg
http://www.chiffonweddingdress.com/wp-content/uploads/2016/10/silk-pongee2.jpg
http://www.chiffonweddingdress.com/wp-content/uploads/2016/10/silk-pongee2.jpg
http://previews.123rf.com/images/liubomirt/liubomirt0910/liubomirt091000030/5721461-Seamless-wallpaper-with-white-plastic-foam-grid-structured-texture-Stock-Photo.jpg
http://previews.123rf.com/images/liubomirt/liubomirt0910/liubomirt091000030/5721461-Seamless-wallpaper-with-white-plastic-foam-grid-structured-texture-Stock-Photo.jpg
http://previews.123rf.com/images/liubomirt/liubomirt0910/liubomirt091000030/5721461-Seamless-wallpaper-with-white-plastic-foam-grid-structured-texture-Stock-Photo.jpg
http://freebigpictures.com
https://c1.staticflickr.com/5/4072/4323547056_881a2c2cc3_b.jpg
https://c1.staticflickr.com/5/4072/4323547056_881a2c2cc3_b.jpg
http://www.wildml.com/2015/11/understanding-convolutional-neural-networks-for-nlp/

	Contents
	List of Figures
	Introduction
	Definitions
	Image-space appearance manipulation
	Image-space appearance transfer methods
	Structures and textures analysis
	Contributions and overview

	Multiscale Gradient Descent for Edge-Aware Texture Descriptor Filtering
	Difficulties of an Accurate Texture Description Around Image Edges and Texture Transitions
	Existing Edge-Aware Filtering Techniques
	Multiscale Gradient Descent Scheme
	Discussion & Limitations

	Texture-Based Color Transfer and Colorization
	Color Transfer and Colorization Challenges
	Related Works
	Covariance Matrices and Sigma Sets
	Similarity Maps
	Local Color Transfer and Colorization
	Results and Comparisons
	Stroke-Based Local Transfer
	Discussion and Limitations

	Texture Transfer based on Texture Analysis
	Texture Transfer Challenges
	Related Works
	Our Texture Transfer Framework
	Texture Analysis
	Texture Synthesis
	Guided Texture Synthesis
	Image Compositing
	Results
	Conclusion & Limitations

	Conclusion & Perspectives
	Extension to videos
	Appearance and style transfers
	Deep learning alternatives

	Bibliography
	Image Sources

