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Abstract

In this thesis, we propose a parallel computing model, called cellular matriz, to provide
answers to problematic issues of parallel computation when applied to Euclidean graph
matching problems. These NP-hard optimization problems involve data distributed in
the plane and elastic structures represented by graphs that must match the data. They
include problems known under various names, such as geometric kmeans, elastic net,
topographic mapping, and elastic image matching. The Euclidean traveling salesman
problem (TSP), the median cycle problem, and the image matching problem are also

examples that can be modeled by graph matching.

The contribution presented is divided into three parts. In the first part, we present
the cellular matrix model that partitions data and defines the level of granularity of
parallel computation. We present a generic loop for parallel computations, and this
loop models the projection between graphs and their matching. In the second part, we
apply the parallel computing model to k-means algorithms in the plane extended with
topology. The proposed algorithms are applied to the TSP, structured mesh generation,
and image segmentation following the concept of superpixel. The approach is called
superpizel adaptive segmentation map (SPASM). In the third part, we propose a parallel
local search algorithm, called distributed local search (DLS). The solution results from the
many local operations, including local evaluation, neighborhood search, and structured
move, performed on the distributed data in the plane. The algorithm is applied to

Euclidean graph matching problems including stereo matching and optical flow.






Résumé

Dans cette these, nous proposons un modele de calcul parallele, appelé matrice
cellulaire, pour apporter des réponses aux problématiques de calcul parallele appliqué
a la résolution de problemes d’appariement de graphes euclidiens. Ces problemes
d’optimisation NP-difficiles font intervenir des données réparties dans le plan et des
structures élastiques représentées par des graphes qui doivent s’apparier aux données.
Ils recouvrent des probléemes connus sous des appellations diverses telles que geometric
k-means, elastic net, topographic mapping, elastic image matching. Ils permettent de
modéliser par exemple le probleme du voyageur de commerce euclidien, le probleme du

cycle médian, ainsi que des problemes de mise en correspondance d’images.

La contribution présentée est divisée en trois parties. Dans la premieére partie, nous
présentons le modele de matrice cellulaire qui partitionne les données et définit le niveau
de granularité du calcul parallele. Nous présentons une boucle générique de calcul
parallele qui modélise le principe des projections de graphes et de leur appariement. Dans
la deuxieme partie, nous appliquons le modele de calcul parallele aux algorithmes de k-
means avec topologie dans le plan. Les algorithmes proposés sont appliqués au voyageur
de commerce, a la génération de maillage structuré et a la segmentation d’image suivant
le concept de superpixel. L’approche est nommée superpizel adaptive segmentation map
(SPASM). Dans la troisieme partie, nous proposons un algorithme de recherche locale
parallele, appelé distributed local search (DLS). La solution du probléme résulte des
opérations locales sur les structures et les données réparties dans le plan, incluant des
évaluations, des recherches de voisinage, et des mouvements structurés. L’algorithme
est appliqué a des problemes d’appariement de graphe tels que le stéréo-matching et le

probleme de flot optique.
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Chapter 1

Introduction

1.1 Context

Most of the parallel implementation models for metaheuristic optimization algorithms
are based on centralized control on different levels. The most common case is the so called
master-slave model. A typical example is the well-known genetic algorithm (GA), where
a population of candidate solutions to an optimization problem is evolved toward better
solutions using techniques inspired by natural evolution, such as inheritance, mutation,
selection, and crossover. In the master-slave parallel implementation model of GA, a
master process manages the population of solutions, handing out solutions to a number of
slave processes. To evolve to a new generation, the master process iteratively collects the
results after the evaluation of slave processes and applies some global operations such as
selection. In this case, the master process plays a central role while the slave processes act
as co-processors to accelerate computation. As a result, the algorithm could not perform
its function if the master process is suppressed. On the contrary, when all processes play
the same role with no specific central process, the approach is called decentralized. We
aim to design a conceptual model without central controller, called cellular matriz model,
to deal with the problematic issues of decentralized control when applied to metaheuristic
algorithm implementations. Two models with different control patterns are illustrated
in Figure 1.1, where (a) is a master-slave model based on centralized control, and (b) is a
decentralized model that we attempt to build. In the figure, the master-slave model has
a centralized processor which plays the role of master process and iteratively operates
during the whole algorithm. In the cellular decomposition model, there is no centralized
processor, each distributed processor doing the same work during the whole algorithm.
This property of decentralized control is an abstract characteristic of algorithm with

the potential to build decentralized hardware execution platform that could present
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robust behaviors while faced to injuries in the system. Certainly, since we are dealing
with GPU (graphics processing unit) implementations, there will remain the CPU-GPU
relationship, where CPU (central processing unit) is the central controller. Nevertheless,
this does not preclude further exploitation of this property of decentralized control. In
our work, we will try to reduce the effect of the central controller on very basic tasks
as much as possible, meanwhile to augment the part of the parallel work as much as

possible, following the ideal decentralized model as closely as possible.

In the literature exist attempts for designing decentralized models for parallel meta-
heuristic implementations, such as cellular genetic algorithms [MS89, Tom99] for
example, where processes are distributed on a grid, each process embedding one solution
of the optimization problem. Parallel models of this type are based upon data duplication
of each solution. It follows that the problem size allowed is limited by the memory size
allocated to one single processor locally. Instead of data duplication, data decomposition
is a way to deal with very large size problems, and our cellular matrix model is built upon
data decomposition. In this case, each process embeds only a part of the input data and
solution. The many processes locally interact in the plane in order to make evolve some
current solution into an improved one. Given a parallel computing system with a fixed
amount of memory, for example a GPU with global memory for all threads (processors),
the relationship between the input problem size and the number of employed processors
is different for the two computation models. Figure 1.2 gives a comparison between data
duplication model and data decomposition model, in terms of the relationship between
the input problem size and the number of employed processors. Here, we assume that the
solution size equals the input problem size. In the data duplication model, the number
of processors is decreasing along with the augment of the input problem size. This is
because in such a model, the problem size allowed is limited by the memory size allocated
to one single processor locally. For example, let us suppose the maximum memory is N
for a given system, then, IV processors can be employed at maximum if the input problem
size is 1; N/2 processors can be employed at maximum if the input problem size is 2;
and only one processor can be employed if the input problem size is N. The reciprocal
relation is depicted by the data duplication curve (blue) in Figure 1.2 where N = 10. By
contrast, in the data decomposition model, the number of employed processors is linearly
increasing along with the augment of the input problem size. Let us suppose the size of
the decomposed sub-problem is 1 for each processor, then, N processors are employed
if the input problem size is N, as depicted by the line (red) of data decomposition in
Figure 1.2. The data decomposition model has the potential to better exploit parallel
computing resources when the input problem size augments. While data decomposition
is not a new way of dealing with parallelism in general, in our proposed cellular matrix

model, we specifically assume a linear association from input data to processors as the
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FiGUrE 1.1: Comparison between a master-slave model based on centralized control
and data duplication, and a cellular decomposition model based on decentralized
control and data decomposition.
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FiGURE 1.2: Comparison between data duplication model and data decomposition
model. Given a parallel computing system with a fixed amount of memory, let us
suppose it is 10 for example, the reciprocal relation between the input problem size
and the number of employed processors, for the data duplication model, is depicted by
the blue curve. Let us suppose the size of the decomposed sub-problem is 1 for each
processor in the data decomposition model, then, the linearly increasing relation
between the input problem size and the number of employed processors is depicted by
the red line.

problem size increases, when dealing with Euclidean optimization problems. This is the
main property that we refer to as “massive parallelism”, and it allows us to address large
size problems. Here, by massive parallelism, we mean the theoretical and ideal possibility

to execute O(N) simultaneous parallel operations, where N is the input problem size.

In this thesis, we propose the cellular matrix model to deal with the problematic issues of
decentralized control and data decomposition when applied to metaheuristic algorithm
implementations and problems. We choose the GPU parallel computing platform to
implement parallel algorithms, based on the cellular matrix model which should benefit
from GPU’s enormous computational power. As an essential member of the high
performance computing (HPC) family, the GPU parallel computing is a natural choice
for accelerating metaheuristic optimization algorithms which are usually time-consuming
because of the hard problems, such as NP-hard problems, that they are aimed to deal
with. In recent years, the performance of graphics hardware has improved rapidly and
GPU vendors have made it easier for developers to harness the computation power of the
GPU. Under the compute unified device architecture (CUDA) programming interface, a
GPU works as a SIMT (single instruction, multiple thread) co-processor of a conventional
CPU. It is based on the concept of kernels which are functions written in C, called from
CUP side, and executed by a given number of CUDA threads on GPU side. These

threads will be launched onto GPU’s streaming multi-processors (SMs) and executed in
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parallel [SK10].

A natural field of applications with GPU processing is image processing, which is a
domain at the origin of GPU development. A lot of image processing and computer
vision problems can be viewed as optimization problems in a more general way, dealing
with brute data distributed in some Euclidean space and system in relation to the
data. More often, these NP-hard optimization problems involve data distributed in the
plane and elastic structures represented by graphs that must match the data. Such
optimization problems, under various names, such as geometric k-means, elastic net,
topographic mapping, and elastic image matching, can be stated in a generic framework
of graph matching [Ben02, ST85, CSS07, CMC'09]. Large classes of applications are
then concerned, including visual correspondence problems, and also problems in the
combinatorial optimization filed such as locations of services, routing problems, and
even the well-known traveling salesman problem (TSP), which all can be modeled as a
matching process between two graphs. In this thesis, we are particularly interested in
moving grids in the plane following the idea of “elastic net” matching [DW87, CHKK12],
which should be applicable to a variety of matching and representational problems.
The two important classes of problems that will be dealt with are k-means problems
and elastic image matching problems. Given a set of points in some space with a
distance metric, and k cluster centers, the standard kmeans problem consists in finding
the locations of cluster centers such that they minimize the sum of square distances
of each data point to its closest cluster center location. We address these problems
by implementation of a well-known topological map algorithm called self-organizing
map (SOM) provided by Kohonen [Koh82]. The visual correspondence problem is to
compute the pairs of pixels from two images that result from the same scene element. Its
two important versions are stereo matching and optical flow, both formulated as elastic
image matching problems. We address these problems by proposing a distributed local
search (DLS) algorithm.

1.2 Objectives and Contributions

The main goal of our work can be summarized as two objectives. The first objective
resides in the design of a generic parallel computation model that can partition data and
define the computational level of granularity. Based on this model, a generic formulation
is to be proposed, by which different Euclidean optimization problems can be formulated
into the common framework of graph matching. The second objective is then related
to applying the model to different optimization algorithms in a massively parallel way,

dealing with various Euclidean optimization problems under the general formulation.
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Because of the Euclidean nature of the problems under consideration, applications based
on the model are supposed to benefit from the use of hierarchically topological data
structure for data storage, search, and optimization operations, in association to parallel

processors.

The contributions of this thesis are overall divided into three parts as follows.

e Firstly, we propose a computation model—cellular matrix model—that allows
systematic association of the grid of processors to the massive data, such as image
pixels, cities, and customers, distributed in the Euclidean plane, under different
topologies of local interactions between processors. Each parallel processor works
without relying on any centralized control, and it carries out simple and local
operations on the topological data structure. Omne important property is the
application of parallel spiral search findings and neighborhood examinations by the
many processors. We assume a linear association from input data to processors and
memory as the problem size increases, when dealing with Euclidean optimization
problems. This property is a precondition of our work that we explicitly state in
order to deal with large size problems in a massively parallel way. We provide
a template parallel loop that encompasses different operations executed in the
plane, allowing us to implement different Euclidean optimization algorithms in
the cellular matrix model. We also propose a Fuclidean grid matching problem
definition that embeds both kmeans and elastic image matching in the plane into
a single and unified formulation of generic problem. This general formulation can

be instantiated in different ways depending on the problems under consideration.

e Secondly, we apply the cellular matrix model to parallel implementations of
k-means based clustering algorithms and the corresponding applications to several
Euclidean grid matching problems. We provide a general energy function for
topological k-means problems in order to highlight the generic components of
the proposed parallel computation framework. We implement the parallel self-
organizing map (SOM) algorithm which is a A-means based clustering algorithm
with topological relationships between cluster centers. We propose a parallel image
segmentation algorithm, called superpizel adaptive segmentation map (SPASM).
It adapts the SOM for parallel execution and superpixel segmentation, using
parallel on-line SOM for a fast density “projection” to deploy the cluster centers
according to the distribution of some specified image attribute, before the k-means
based segmentation by parallel batch SOM. The goal is to produce a perceptually
meaningful representation of a rigid pixel image, where the distribution (density)
of superpixels coincides with the distribution of some specified attribute of the

input image, such as edges, textures, and depths. Besides the SPASM, we also
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apply the parallel SOM algorithm to large size TSPs and the structured meshing
of a disparity map.

e Thirdly, we apply the cellular matrix model to parallel implementations of local
search algorithms. We propose the distributed local search (DLS) algorithm based
on the cellular matrix model. It is a parallel formulation of a local search procedure
in an attempt to follow the spirit of the standard local search metaheuristics.
Starting from its location in the cellular matrix, each processor locally acts
on the data. The solution results from the many local operations, including
local evaluation, neighborhood search, and structured move, performed on the
distributed data in the plane. Mutual exclusion is guaranteed by the cellular
decomposition that allows independent moves. Classical drawbacks to address are
related to cell frontier management and solution diversification. We propose the
strategy of dynamic change of cell frontier, to eliminate conflict operations on cell
frontiers. We design two classes of move operators considering small neighborhood
and large neighborhood respectively, applying them in a similar way to the variable
neighborhood search (VNS), for solution diversification. We formulate a general
energy function to be equivalent to the elastic image matching problems. Example
applications are visual correspondence problems including stereo matching and
optical flow, which are NP-hard energy minimization problems. We apply the DLS

algorithm to the two problems by minimizing corresponding energy functions.

The contributions correspond to the objectives, providing solutions to the main

problems.

1.3 Outline

In Chapter 2, we provide background knowledge. We firstly give basic introductions
to the two optimization algorithms that we will implement with our proposed parallel
computing model, and the corresponding problems they are applied to. Then, we propose
a new classification for parallel metaheuristic implementations based on three main
criteria: control, data, and memory, and we analyze different parallel metaheuristic

implementations.

In Chapter 3, we propose the cellular matrix model. We firstly present a Fuclidean grid
matching problem formulation which corresponds to the class of problems addressed
in this thesis. Then, we detail the design of the cellular matrix model. Moreover, we
provide a set of basic concepts and tools needed for the further developments of parallel

computation in our proposed model.
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Chapter 4 is devoted to k-means based algorithms and their applications. We firstly
provide a general energy function for topological k-means problems. Then, we present
the parallel SOM algorithm as a kmeans based clustering algorithm with topological
relationships between cluster centers. Afterwards, we propose the SPASM algorithm,

which is a combination of parallel on-line SOM and parallel batch SOM algorithms.

Chapter 5 focuses on the experiments on our GPU implementations of the three parallel
SOM applications: TSP, structured meshing, and SPASM. For each application, we
perform experimental analyses and carry out comparative studies between our GPU

parallel SOM approach and other approaches.

Chapter 6 is devoted to local search based algorithms. We propose the DLS algorithm
and apply it to the elastic image matching problems under our generic formulation. We
provide the DLS data structures and the local evaluations both on cell level and on
pixel level. We propose two strategies to eliminate conflict operations on cell frontiers.
We design two classes of move operators considering small neighborhood and large
neighborhood respectively, and we apply different operators in the DLS algorithm,

combining them under VNS framework.

Chapter 7 focuses on the experiments of the DLS algorithm applied to visual corre-
spondence applications. First, we apply DLS to stereo matching and evaluate operators
individually, with different parameter settings. We also evaluate different combinations
of operators, and different initializations. Then, we turn to comparative evaluations with
other energy minimization methods, performing evaluations according to the growing
size of instances. Afterwards, we apply DLS to optical flow with reporting visual results

and ground truth evaluations performed on standard benchmarks.

Chapter 8 concludes this thesis and provides some insights on future work.



Chapter 2

Background

2.1 Introduction

Before unveiling the main work of this thesis, we want to provide some basic concepts
and definitions in this chapter, which are necessary for readers to better understand our

motivations and easily catch our contributions in the latter chapters.

The main objectives of this thesis are designing a generic parallel computation model,
called cellular matriz model, and applying the model to two classes of optimization
algorithms in order to deal with various Euclidean optimization problems under a generic
formulation. The first class of optimization algorithms is based on the self-organizing
map (SOM) algorithm, which is a A-means based clustering algorithm with topological
relationships between cluster centers. In our preliminary work, we applied SOM to the
traveling salesman problem (TSP) [WZC13] and structured mesh generation [WZCT15].
In this thesis, we have implemented this algorithm in our parallel framework and applied
it to large size instances. Therefore, in this background chapter, we firstly introduce the
SOM algorithm that we employ as a heuristic to quickly generate sub-optimal TSP tour

and the structured mesh of a disparity map.

The second class of Fuclidean optimization algorithms we aim to implement in the
cellular matrix model, is based on the local search metaheuristics. We propose the
distributed local search (DLS) algorithm which is a parallel formulation of a local search
procedure in an attempt to follow the spirit of the standard local search metaheuristics.
Applications of different operators for solution diversification are possible in a similar
way to the wariable neighborhood search (VNS) algorithm. In this chapter, after the
introduction of SOM, we then present a brief introduction to local search metaheuristics,

including the standard local search algorithm and the VNS algorithm.
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We apply the DLS algorithm to a class of Euclidean optimization problems: the visual
correspondence problems. These problems including stereo matching and optical flow
were formally studied by Keysers and Unger [KUO03] under the appellation of elastic
image matching problem. In the fourth section of this chapter, we provide some
background knowledge about the problems. We firstly report the definition of elastic
image matching, then, we present the two specific examples of visual correspondence
problems. We formulate them as pixel labeling problems with energy minimization. In
the next chapter, we will propose a generic formulation of grid matching problem which
corresponds to the class of problems addressed in this thesis. The elastic image matching

problem can then be instantiated from the formulation.

In the last part of this chapter, we focus on the investigation of different parallel
metaheuristics. We propose a new classification method to parallel metaheuristic
implementations, followed by a discussion of its importance. Then, we analyze different
parallel metaheuristic implementations, including parallel SOM implementations, paral-
lel local search metaheuristic implementations, and other parallel metaheuristic imple-
mentations, classifying and summarizing them with the proposed classification method.
Our proposed cellular matrix model for parallel SOM and DLS should be interesting to
the research field of parallel metaheuristics: decentralized control introduces potential
for robustness; and data decomposition decides the linear association from input data

to processors and memory needed, as the problem size increases.

2.2  Self-Organizing Map

The first class of Euclidean optimization algorithms we aim to parallelize in this thesis, is
based on the self-organizing map (SOM) [Koh82] algorithm which we treat as a k-means
based clustering algorithm with topological relationships between cluster centers. In this

section, we briefly introduce this algorithm.

The Kohonen’s SOM is a neural network approach dealing with visual patterns moving
and adapting themselves to brute distributed data in space. It is often presented as a
non supervised learning procedure performing a non parametric regression that reflects
topological information of the input data. Meanwhile, it can also be seen as a center
based clustering algorithm with topological relationships between centers. The SOM
algorithm has two versions: the on-line version which consists of a stochastic regression
training procedure, and the batch version which operates on all the data at the same

time. We present these two versions in the following two subsections respectively.
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2.2.1 On-Line SOM Algorithm

The standard SOM is a non directed graph G = (V, E), called neural network, or
topological grid, where each vertex v € V is a neuron, also called cluster center, having
a synaptic weight vector w, = (z,y) € R?. Here, R? is the two-dimensional Euclidean
space, and the neuron network could be a one-dimensional ring or a two-dimensional
regular grid deployed in the plane. Synaptic weight vector corresponds to the vertex
location in the plane. The set of neurons V is provided with the dg induced canonical
metric dg(v,v’) = 1 if and only if (v,v') € E, and with the usual Euclidean distance
d(v,v"). The neural network is deployed on an input data set I consisting of N data

points distributed in the same Euclidean space.

Algorithm 1: On-line SOM training procedure.

1: Randomly generate weight vectors;

2: for iter < 0 to t;q: do

3:  Randomly extract a point p from the data set;
Perform competition to select the winner neuron n* according to p;
Apply learning law to the neurons of a neighborhood of n* with radius o;
Slightly decrease learning rate o and radius o of neighborhood;

end for

The basic incremental-learning SOM algorithm, which we call the on-line SOM, consists
of a sequential training procedure given in Algorithm 1. A fixed amount of ¢, iterations
are applied to the graph (neural network), the vertex (neuron) coordinates of which being
randomly initialized into an area delimiting the data set. Each iteration follows three
basic steps, as indicated by lines 3—5. At each iteration ¢, a point p(t) € R? is randomly
extracted from the data set (extraction step). Then, a competition between neurons
against the input point p(t) is performed to select the winner neuron n* (search step).

Usually, it is the nearest neuron to p(t). Finally, the learning law (triggering step)
wp(t+ 1) = wp(t) + alt) X hy(n®,n) x (p(t) — wy(t)) (2.1)

is applied to n* and to the neurons within a finite neighborhood of n* with radius oy,
in the sense of the topological distance dg, using learning rate «(t) and function profile

h¢. The function profile is given by a Gaussian form
hi(n*,n) = exp(—dg(n*,n)? /o). (2.2)

Here, the learning rate «(t) and radius oy are geometrically decreasing functions of time.

To perform a decreasing run within ¢,,,, iterations, in each iteration ¢, the coefficients
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FIGURE 2.1: A single SOM iteration with one-dimensional neural network. The red
circles represent neurons while the black dots represent input data points. (a) Initial
configuration; (b) & =0.9,0 =4; (c) a =0.9,0 =1; (d) a =0.5,0 = 4.

(a) (b) (c)

FIGURE 2.2: A single SOM iteration with two-dimensional neural network. (a) Initial
configuration; (b) & = 0.5,0 =6; (¢) a = 1,0 = 12.

a(t) and o, are respectively multiplied by

exp(ln(Xfinal/Xinit)/tma:r)a (23)

where x = a or x = 0, Xinit and Xfina being respectively the values in the starting
and the final iteration. Note that a SOM simulation is characterized by the five running
parameters (Qnit; O finals Cinit» O finals tmaz ). Examples of a basic iteration with different
learning rates and neighborhood sizes are shown in Figure 2.1 and Figure 2.2. Figure 2.1
illustrates the SOM with one-dimensional neural network. Starting from the initial state
of Figure 2.1 (a), results of a single SOM iteration with three different parameter settings
are shown in Figure 2.1 (b), (c), and (d), respectively. Similarly, Figure 2.2 illustrates

the SOM with two-dimensional neural network.

In this thesis, we employ the on-line SOM algorithm as a heuristic to quickly generate
sub-optimal solutions. The applications to the Euclidean TSP and structured mesh
generation have been studied in our previous work [WZC13, WZC™15], where we have
used on-line SOM for the tour construction of the TSP, and for the structured mesh
generation of a disparity map. In this thesis, we extend our previous work by much
more experiments especially on large size instances. Now we give brief introductions to

these two basic applications.
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(b) (c)

F1GURE 2.3: Tour construction by on-line SOM using the pr124 instance from
TSPLIB [Rei91].

2.2.1.1 On-Line SOM to Euclidean TSP

A classical and widely studied combinatorial optimization problem is the Euclidean
traveling salesman problem (TSP). From graph theory perspective, the TSP can be
simply defined as a complete weighted graph G = (V, E,d) where V = {1,2,--- /n}isa
set of vertices (cities), F = {(i,7)|(i,j) € V x V'} is a set of edges, and d is a function
assigning a weight (distance) d;; to every edge (7, 7). The objective is to find a minimum
weight cycle in G which visits each vertex exactly once. The Euclidean TSP, or planar
TSP, is the TSP where cities located in Euclidean plane and the distance between two

cities is ordinary Euclidean distance. The problem is NP-complete [Pap77].

When applying on-line SOM to the TSP, we train the SOM neural network according
to cities, expecting that the distribution of neurons in the Euclidean plane coincides
with the distribution of cities in the same plane. Here, the input data set is the set of
cities of TSP; the SOM neural network is a one-dimensional ring of neurons with the
weight vector of each neuron being its correspondingly two-dimensional coordinate in
the Euclidean plane. In order to generate a final admissible tour, each city has to be
mapped to its nearest free neuron (the neuron that has no city assigned to it yet), two
cities being assigned to different neurons. Then, the application consists of applying
iterations to a ring structure with a fixed number of neurons according to the TSP size.
After the on-line SOM training procedure, the ring transforms into a possible solution

for TSP along which a determined tour of cities can be obtained.

To illustrate the on-line SOM behavior, an example of a T'SP tour construction on the
pr124 instance from TSPLIB [Rei91] is given in Figure 2.3, showing different steps of a
long simulation run. The ring network dispatches its vertices/neurons (small red circles)
among cities (black dots). At the beginning starting from a scratch, which in the example
shown in Figure 2.3 (a) is a ring with randomly generated vertex coordinates into the
rectangular area containing cities, the local moves are performed with a considerable

intensity in order to let the ring deploy toward cities. Then after 100 iterations as shown
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in Figure 2.3 (b), the intensity of the moves slightly decreases in order to progressively
freeze the vertices near cities (Figure 2.3 (b)—(c)). After 10000 iterations, the ring has
almost completely been mapped onto cities, as shown in Figure 2.3 (c). As a final step,
each city just has to be assigned or mapped to its nearest vertex in the ring in order to

generate a final tour ordering.

2.2.1.2 On-Line SOM to Structured Meshing

A structured mesh in the plane is generally a grid of vertices deformed by some
coordinate transformation. In this thesis, the application to structured mesh generation
is presented as the solution of a clustering optimization problem in the plane. The goal
is to homogeneously divide a density distribution, the disparity map in our application,
between many triangles of the structured hexagonal mesh. The definition needs to
consider both the hexagonal grid (the mesh) and the underlying density distribution (the
disparity map). The target adaptive hexagonal mesh is illustrated in the left part of
Figure 2.4. It is defined as a set of hexagonal cells, each one containing six subdivided
triangles. These basic honeycomb cells are the units used to evaluate the amount of the
underlying pixels they cover in the disparity map. The right part of Figure 2.4 shows
such a hexagonal cell and its covering pixels from the disparity map. In this example,
the total value covered, called the weight of the honeycomb cell, is the summation of

the underlying pixel values (W}, = 62).

Let W}, be the weight of a single honeycomb cell. Note that this weight can be computed
by using a standard pixel coloring algorithm. Let W be the average weight of the K

honeycomb cells
21 Wi
W==2—. 2.4

We define the optimization problem as the minimization of the average percentage

deviation of each individual honeycomb cell weight to the average honeycomb cell weight

> Wk —W|

o X 100, (2.5)

% cost =

Hence, the structured mesh generation problem consists in minimizing this criterion
while preserving regularity of hexagonal topology. The problem is NP-hard [ZWC*13,
WZC*15).

The application of on-line SOM to the structured mesh generation with stereo disparity
map, consists of applying the training procedure to a regular mesh (the two-dimensional
neural network), according to a density distribution represented by the disparity map.

The size of the SOM neural network is lower than and in relation to the size of the
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hexagonal grid cell (W, =62)

/
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hexagonal grid of 8x7 neurons
disparity map of 15x10 pixels

FIGURE 2.4: Hexagonal structured mesh with honeycomb cells and triangular
subdivision (left part). Disparity map covered with a single honeycomb cell with
weight Wy, = 62 (right part).

(a) (b)

FIGURE 2.5: A structured meshing example: (a) input disparity map, (b) meshing
result viewed in 2D space, (¢) meshing result viewed in 3D space.

disparity map in such a way that the mesh constitutes a compressed representation of
the disparity map, with a parameterized compression rate. At the extraction step of
each iteration, a pixel is randomly extracted from the disparity map according to a
roulette wheel mechanism [WZC*15] depending on the density distribution (disparity
values). Then, the mesh deformation must respect the density distribution and topology.
This means that high disparity values, which correspond to objects close to the camera,
are represented by higher densities of neural network vertices and that the structured
network reflects the spatial topology or distances in 2D and 3D space. Proximity of grid
vertices reflects proximity in Fuclidean space. The surface reconstruction in 3D space
obtained by using the adapted mesh can be seen as a compressed representation of the
3D surface, such that objects close to the camera have higher resolution and their details

are more finely represented.

Figure 2.5 presents a structured meshing example. The tsukuba disparity map from
the Middlebury stereo datasets [SS03, Mid15b] is the input as shown in Figure 2.5 (a).

Figure 2.5 (b) and (c) are the meshing results viewed from 2D and 3D space respectively.
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In the disparity map, brighter regions are nearer to the camera view point, such as the
lamp, while in the meshing result, the adapted grid presents higher density in such

regions, with respect of the topology of the scene.

2.2.2 Batch SOM Algorithm

Algorithm 2: Batch SOM training procedure.
1: Randomly generate weight vectors;
2: for iter < 0 to t;qe do
3: fori<+0to N do

4: For the " point p;, perform competition to select the winner neuron n;
(1 =1,2,...,, K) according to p;;

5: Put p; into the list U; which denotes the union of all the points closest to
neuron n;;

6: end for

7. for j+ 0to K do

8: For the j** neuron n;, compute the mean value of all the points in Uj;, as the
new weight vector for n;;

9: Apply learning law to the neurons of a neighborhood of n; with radius o,

toward the new target weight vector;
10: end for
11:  Slightly decrease learning rate o and radius o of neighborhood;
12: end for

The incremental-learning on-line SOM is a stochastic algorithm which updates the values
of weight vectors sequentially iteration by iteration. Its deterministic batch equivalent,
the batch SOM, uses all the input data points at each step. The batch SOM algorithm is
illustrated in Algorithm 2. Instead of only one point being randomly extracted, at each
iteration ¢ of batch SOM, all points of the input data set are taken into account, each
of them being associated to its closest cluster center. This procedure corresponds to
lines 3—6, where N is the number of points in the input data set, and K is the number
of cluster centers. The set U; is the list of points associated to cluster center n;. At
the triggering step, as illustrated by lines 7—10, each cluster center firstly computes the
mean weight of all its closest points, as the new target weight, and then the following

learning law

>iv1pilt)

walt+1) = wa(t) + a(t) X hu(n",n) x (==L

— wn(t)) (2.6)

is applied to each considered cluster center n* and its neighboring cluster centers. Here,
m is the number of points associated to n*, while learning rate «(t¢) and function profile

hi(n*,n) are defined in the same way as in the on-line SOM algorithm.
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2.2.3 Topological K-means

The k-means problem is a standard well-known clustering problem in density distribution
estimation, data analysis, and data compression. Given a set of points in some space
with a distance metric, and k cluster centers, the problem consists in finding the locations
of cluster centers such that they minimize the sum of square distances of each data point

to its closest cluster center location.

In this thesis, we view SOM as a k-means based clustering algorithm with topological
relationships between cluster centers. In this case, the neurons in the SOM neural
network act as k cluster centers, and the SOM learning process acts as the clustering
process, during which the topological relationships between neurons are preserved
through the topological gird of neural network. Especially, if we set ajnit = o pina = 1
and oinit = 0 finat = 0, then the batch SOM algorithm turns into the standard Ameans

clustering algorithm.

2.3 Local Search Metaheuristics

The second class of Euclidean optimization algorithms we aim to parallelize in this
thesis, is based on the local search metaheuristics. In this section, we firstly introduce
the standard local search algorithm and then present the variable neighborhood search

which is a metaheuristic algorithm using local search as basic operations.

2.3.1 Standard Local Search Algorithm

In some literature, local search is also referred as hill climbing, descent, iterative
improvement, general single-solution based metaheuristics and so on. As illustrated
in Algorithm 3, local search starts at a given initial solution. At each iteration, the
heuristic replaces the current solution by a neighbor solution that improves the fitness
function. The search stops when all candidate neighbors are worse than the current
solution, meaning a local optimum is reached. For a large neighborhood, the candidate
solutions may be a subset of the neighborhood. The main objective of this restricted

neighborhood strategy is to speed up the search.

Variants of local search may be distinguished according to the order in which the
neighboring solutions are searched. If the neighborhood is evaluated in a random
manner, the algorithm is called stochastic local search. On the contrary, if the

neighborhood is evaluated in a fully deterministic order, the algorithm is called
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Algorithm 3: Template local search pseudo-code

Input: S € solution, operator, Fyiimess

begin

Initialize(S);

improvement Found < true;

while improvementFound do
improvementFound < false;

S" < GenerateNeighbor(S, operator);

if Fritness(S’) is better than Fipness(S) then
L S« S

improvementFound < true;

return S;

deterministic local search. With different selection strategies applied, local search

algorithms can be divided into two categories:

e Best improvement local search (steepest descent). In each local search
iteration, the best neighbor (i.e., neighbor that improves the most the fitness
function) is selected. The exploration of the neighborhood is exhaustive, and
all possible moves are tried for a solution to select the best neighboring solution.

This type of exploration may be time-consuming for large neighborhoods.

o First improvement local search. In each local search iteration, the first
improving neighbor that is better than the current solution is selected to replace the
current solution. This strategy involves a partial evaluation of the neighborhood.
In the worst case (i.e., when no improvement is found), a complete evaluation of

the neighborhood is performed.

The best improvement local search (BILS) is deterministic while the first improvement
local search (FILS) could be either stochastic or deterministic. According to [Tal09], in
practice on many applications, it has been observed that FILS leads to the same quality

of solutions as BILS while using a smaller computational time.

2.3.2 Variable Neighborhood Search

Local search proceeds from an initial solution by a sequence of local changes, improving
each time the value of the objective function until a local optimum is found. In
order to avoid being trapped in local optima with poor values [OL96, Ree93], variable
neighborhood search (VNS) [Mla95, MH97, BLS13] applies a strategy that consists in the

exploration of dynamically changing neighborhoods for a given solution. VNS works on
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a set of neighborhood operators: operatory, operators, ..., operator,,.,. Each operator
explores a corresponding neighborhood structure. Therefore, maz operators define max

neighborhood structures.

As illustrated in Algorithm 4, the main cycle of VNS consists of three steps: shaking
(line 6), local search (line 7), and move (line 9). In the shaking step, operator, randomly
generates a neighbor solution S’ in the nth neighborhood of the current solution S. Then,
S’ is used as the initial solution of a local search procedure, to generate the solution S”.
Note that the local search can use any neighborhood structure and is not restricted to
the set of VNS. At the end of the local search process, if S” is better than S, then S”
replaces S and the cycle starts again with n = 1. Otherwise, the algorithm moves to

the next neighborhood n 4+ 1 and a new shaking phase starts using operator,41.

Algorithm 4: Variable neighborhood search

Input: S € solution, operatory, operators, . .., operatormqaz, Fitness
begin
Initialize(S);
while the stop condition is not satisfied do
n <+ 1;
while n < max do
Shaking: S' + GenerateRandomNeighbor (S, operator;,);
S” « LocalSearch(S");
if Fitness(S”) is better than Friess(S) then
S+ S
L n < 1;
else
L n<n-+1;

return S,

A local optimum within some neighborhood is not necessarily a local optimum within
another. That is why change of neighborhoods/operators can also be performed during
the local search itself. In some cases, the use of many neighborhoods in the local search is
crucial [HMO1]. This local search variant is called variable neighborhood descent (VND),
as illustrated in Algorithm 5. In the step of “Exploration of neighborhood” in line 8,
operatory, select the best neighbor solution S’ in the nth neighborhood of the current
solution S. Globally, VND can be viewed as a generic framework [Tal09, BLS13] that
allows us to deal with solution diversification and extends the power of simple local

search.
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Algorithm 5: Variable neighborhood descent

Input: S € solution, operatory, operators, . .., operatormaz, Fritness
begin
Initialize(S);
improvement Found < true;
while improvementFound do
improvementFound < false;
n <+ 1;
while n < maz do
Ezploration of neighborhood: S’ +— GenerateBestNeighbor (S, operatory,);
if Fritness(S') is better than Fiipess(S) then
S« S
n 4 1;
improvementFound < true;

else
Ln(—n%—l;

return S;

2.4 Elastic Image Matching

In this thesis, we propose a parallel local search algorithm, called distributed local
search (DLS), based on the cellular matrix model. We apply the DLS algorithm to
a class of Euclidean optimization problems: the visual correspondence problems. These
problems including stereo matching and optical flow were formally studied by Keysers
and Unger [KUO03] under the appellation of elastic image matching problem. In this
section, we firstly report the definition of elastic image matching. Then, we present the
two specific examples of visual correspondence problems, after which we formulate them

as pixel labeling problems and transfer them into energy minimization problems.

We now introduce the formal definition of elastic image matching. Without loss of
generality, let the pair of graphs be given as regular two-dimensional grids with W x H
vertices. In both girds, each vertex has a coordinate in the Euclidean plane and a value
from a finite alphabet V = {1,...,v}. The grids represent images while the vertices
represent pixels with gray or color values within V. We define two distance functions.
The first one is d, : V x V — N, and it acts on vertex values measuring the match
differences in gray or color values; the second one is dg : Z X Z — N, and it acts on
displacement differences measuring the distortion introduced by the matching. Note
that Z stands for the set of all integers. For these distance functions, we assume that
they are monotonous functions that are computable in polynomial time. For example,

one can use the Euclidean distance, i.e. dy(vi,v2) = fi(||lv1 — v2||) and dy(2) = f2(]|2]|)
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with fi, fo monotonously increasing. Let W = {1,....W}, and H = {1,..., H}, the

elastic image matching problem is defined as follows.

Input: The pair (A, B) of two grids of size W x H.
Solution: A mapping function f: W x H — W x H, from A to B.

Measure:

¢(A,B,f)= Y du(Ay, Bpuy)
(4,)EWXH

Y A+ (L0) = () +(L0) (g

(i.5)€{l,..W—1}xH

(1,5)eWx{1,..,.H-1}

Goal:

f= —argmin ¢(A,B,f). (2.8)

fEWXH-WXH

In other words, the problem is to find the mapping from A onto B that minimizes the
distance between the mapped vertex values together with a weighted measure for the
distortion introduced by the mapping. It is proven to be NP-complete [KUO03], by means
of a reduction from 3-SAT. The grid matching problem that we propose in Chapter 3 is

an extension of this problem embeddings also k-means type problems.

2.4.1 Visual Correspondence

While the elastic image matching is as a specific case, the more general graph matching
problems are numerous [HC03, KTP00, LL00, TKP01, BvdM87]. They are considered
as complex problems in pattern recognition and computer vision. In the field of
image processing, important versions are stereo matching and optical flow problems,
which are called visual correspondence problems and studied in this thesis. The visual
correspondence problem is to compute the pairs of pixels from two images that result
from the same scene element. Normally in such problems, two pixels—e.g. one from the
first image and the other one from the second image—that belong to the same scene
element are called homologous pixels. For every pixel in the first image, if its homologous
pixel is confined to the same epipolar line (with the same y coordinate) in the second
image, then the problem is the stereo matching problem; if its homologous pixel can

locate in any position in the second image, then the problem is the optical flow problem.

In the computer vision domain, the visual correspondence problem is often presented
as an energy minimization problem [Vek99, BVZ01, BK04, Bar89]. Stereo matching

and optical flow problems are generally formalized in a similar way as a pixel labeling
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problem [FH06, TF03, SZS*08, HRB"13, LYMD13] which assigns to every pixel in the
first image a label indicating its displacement in the second image. Then, an energy
function is defined based on the labeling that represents the matching solution, and the
labeling which gives the lowest energy is viewed as the best matching solution. We give
the definition of the pixel labeling problem and its general form of energy function in

the following two subsections respectively.

2.4.2 Pixel Labeling

Many vision problems can be formulated as labeling problems. This formulation is
convenient because it gives a common notation for diverse problems. In this thesis, we

will use the same formal definition as in [Vek99] when necessary.

To specify a labeling problem we need a set of sites and a set of labels. Sites represent
image locations on which we want to estimate some quantity, and labels represent the
quantity to be estimated. Let

P={1,2,..,n} (2.9)

be a set of n sites. P can represent pixels, edges, image segments, or other image
features. Let
L=A{l,la, ... I} (2.10)

be a set of k labels. Labels represent intensities, disparities, or any other quantity
to be estimated. For all the visual correspondence problems studied in this thesis, P
represents image pixels and labels represent disparities for the stereo matching problem
and spatial moves in the optical flow problem. For this reason we call P the set of
pixels. Normally P has some natural structure in the plane. For example, pixels in an
image are arranged in a two dimensional array, and each pixel which is not at the border
has top, bottom, left, and right neighboring pixels. When solving a labeling problem,
one frequently needs to define some relationships between sites, and measure similarity
between labels, therefore a natural ordering both on the set of sites and the set of labels
is helpful. In this thesis, the neighborhood structure of pixels is defined as a graph, with

different regular topologies.

The labeling problem is to assign a label from the label set £ to each site in the set of
sites P that minimizes an energy function. Thus, a labeling is a mapping from P to L.

We denote a labeling by
f={fi.foy s fu} (2.11)

The set of all labelings £" is denoted by F.
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When specialized to the visual correspondence problems, the labeling problem and the
elastic image matching problem are interchangeable. Let P in the labeling problem
represent the grid A in the elastic image matching problem, where sites (pixels) in P
one-to-one correspond to vertices (pixels) in A. Since the labels in the labeling problem
represent disparities, we can view the label of a pixel as the displacement from this pixel
in A to its homologous pixel in the target image B. Then, a labeling f in the labeling
problem is equivalent to a mapping f"* in the elastic image matching problem. For a
give pixel (7, ) in A, the matched position f™(i,7) in B equals (i, j) + f(li7j), where f(li’j)
represents the label of pixel (i,7) in P. Note that the label f(li’j) is a one-dimensional
disparity value in the stereo matching application, whereas a two-dimensional motion

vector in the optical flow application.

2.4.3 General Form of Energy Function

The labeling problem is to assign a labeling from P to £ that minimizes an energy
function which expresses both the constraints of data and prior knowledge of the

problem. Normally the general form of such energy function is defined as

E(f) = Edata(f) +A- Esmooth(f)' (212)

The first term FEgu,(f), called data energy, encodes the constraints of the data and
penalizes solutions (labelings) that are inconsistent with the observed data. The
second term Egpo0tn(f), called smoothness energy, encodes the constraints provided
by prior knowledge. The design of the prior constraint is tricky, and it is frequently
hard to formalize the prior constraint concisely and consistently for all problems,
because its particular form depends on the particular problem in hand. A popular
choice of prior which can be easily formalized expresses smoothness constraints on the
labelings enforcing spatial coherence. The smoothness assumption is one of the oldest in
vision [MP76, HS81, Vek99]. In this thesis, we refer to the prior energy as the smoothness
energy and denote it by Egpootn(f). The constant A controls the relative importance of
data and smoothness energy. One of the reasons why this framework is so popular is
that it can be justified in terms of maximum a posteriori estimation of a Markov random
field (MRF) [Bes86, GG84].
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2.4.3.1 Data Energy

The data energy has the form

Edata(f) = Z Dp(fp) (213)

peEP

Here, D,(f,) measures how much assigning label f, to pixel p disagrees with the data.
When applied to the visual correspondence problems, the label f,, corresponds to vector
(u,v) which defines the displacement in z (horizontal) and y (vertical) directions'. Then,
Dy (fp) stands for the matching cost that expresses how well a pixel p in the first image

I matches the corresponding pixel in the second image I’ shifted by vector f,.

Some very simple matching cost examples include:
1. absolute difference (AD)

Dy(fp) = IIp — Iép+fp)”1 5 (2.14)
2. Euclidean difference
Dy(fp) = lp — IEp+fp)||2 5 (2.15)
3. squared difference (SD)
2
Dy(fp) = [lIp — IEp+fp)||2 ; (2.16)

where [, is the intensity value of pixel p in the first image I, whereas IE is the

p+1p)
intensity value of the corresponding pixel (p + f,) in the second image I’. Here, the
intensity value of a pixel could be a single-channel gray value or a three-channel color
value. In order to increase robustness, some more complex matching cost usually adds

the gradient value into consideration, such as
Dy(fy) = (1=a)- Ty — Iy 140 (IVady = VoI lyy ) |+ 1V, 2y = VIl 1), (2:17)

where V, and V, are the intensity gradients in x and y direction, respectively, while o

balances the intensity and gradient terms.

2.4.3.2 Smoothness Energy

To formalize the smoothness energy, we need to model how pixels interact with each

other. Usually, we use the standard 4-connected neighborhood system, where each pixel

1For the stereo matching application, the displacement in the z direction corresponds to the disparity
d (u = d) and there is no shift in the y direction (v = 0).
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has the top, bottom, left, and right pixel as its neighbors. Then, the smoothness energy
is the sum of spatially varying horizontal and vertical nearest neighbor smoothness costs,
Vog(fps fq), where if p = (4, j) and ¢ = (s,t), then |i — s| +|j —t| = 1. If we let N denote

the set of all such neighboring pixel pairs, the smoothness energy is

Esmooth(f) = Z V}M](fp? fq) (218)
{p.ateN

where the notation {p, ¢} stands for an unordered set, that is, the sum is over unordered
pairs of neighboring pixels. V,, (fp, fy) is a neighbor interaction function [Vek99] which
gives penalties to neighboring pixels p and ¢ if they have different labels. The form
of V,, 4, determines the type of smoothness prior. Thus, the smoothness energy Fgmooth
is just the sum of neighbor interaction functions for all neighbor pairs. It assigns the
labelings which are not smooth a high cost by counting all penalties between neighbor
pairs having different labels. Three possible forms of V), ; could be:

1. everywhere smooth prior

Voa(fps fa) = upg - 1fp = Jall (2.19)
2. piecewise constant prior
Vopa(fps fa) = tupg - 0 (2.20)
s |1 i

0 otherwise.
3. piecewise smooth prior

Vool fu) = upg - 1fp = foll il fp = foll < C, (2.21)

Upg - C otherwise.
D,q

where u, , is a weight that varies depending on contextual information, whereas C' is
some constant which sets the bound on the magnitude of V}, ;. In all the three cases, V,, 4
is the product of a spatially varying per-pairing weight and a nondecreasing function of
the label difference. More details about how to choose the smoothness term are discussed
in [Vek99].

2.5 Classification of Parallel Metaheuristic Implementa-

tions

One of the main works of this thesis lies in designing a conceptual model for parallel

and distributed implementations of different optimization algorithms. Here, in this
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section, we firstly give a review on parallel computing, especially focusing on the
parallelization strategies applied to metaheuristics. Then, we propose a taxonomy
for parallel implementation models of metaheuristics, with which we analyze existing
models of the two classes of algorithms that we deal with in the thesis: SOM and local
search. Models of other metaheuristic algorithms such as genetic algorithm and ant
colony optimization are also discussed based on the proposed taxonomy, after which a

summary classification for models of different metaheuristics is given.

Generally, parallel computing speeds up computation by dividing the work load among
a certain amount of processors. In the parallel computing community, two main sources

of parallelism which are well accepted are data parallelism and task parallelism.

e Data Parallelism refers to the execution of the same operation or instruction
on multiple large data subsets at the same time [FLOO]. In a multiprocessor
system executing a single set of instructions, which is called single-instruction
stream-multiple-data stream (SIMD) according the Flynn’s taxonomy [Fly72], data
parallelism is achieved when each processor performs the same operation on
different pieces of distributed data. In these scenarios, the same operation is
performed concurrently (that is, in parallel) on elements in a source collection or
array. The source collection is usually partitioned so that multiple processors can

operate on different segments concurrently.

e Task Parallelism, also called control parallelism, or function parallelism, or
operation parallelism, refers to the concurrent execution of different tasks allocated
to different processors, possibly working on the “same” data and exchanging
information [CT10]. Task parallelism focuses on distributing tasks, which represent
asynchronous operations, across different parallel processors so that independent
tasks run concurrently. In the general case of task parallelism, each processor
executes a different process on the same or different data, and different execution

processors communicate with one another as they work.

Parallel computations based on these two parallelisms are particularly efficient when
algorithms manipulate data structures that are strongly regular, such as matrices in
matrix multiplications. Algorithms operating on irregular data structures or on data
with strong dependencies among the different operations remain difficult to parallelize
efficiently and to characterize comprehensively, using only data parallelism or task
parallelism. Metaheuristics generally belong to this category, and parallelizing them
offers opportunities to find new ways to use parallel and distributed computational

systems and to design parallel algorithms [CT03].
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Crainic and Toulouse [CT03, CT10] have proposed a classification specific to the
parallelization strategies applied to metaheuristics. In their classification, three
dimensions are considered which respectively indicate (1) how the global problem-solving
problem is controlled, (2) how information is exchanged among processes, and (3) the
variety of methods involved in the search for solutions. Specific classifications applied to
some particular metaheuristic algorithms are also found in the literature. For example,
Luong et al. [VLMT13] have studied various algorithmic issues to design efficient parallel
local search metaheuristics, and they have summarized three major parallel models for
local search metaheuristics: solution-level parallel model, iteration-level parallel model,
and algorithmic-level parallel model. Classifications for parallel strategies of other specific
metaheuristic algorithms also exist, such as the works by Tomassini [Tom99, AT02] and
Alba [AT02] for parallel and distributed evolutionary algorithms (EAs), and the work
by Pedemonte et al. [PNC11] for parallel ant colony optimization (ACO) algorithms.
However, we did not find a classification that clearly distinguishes the possibility for
“massive parallelism” for optimization. We think that this property relies to adequate
association of processors to the data, in such a way to define precisely the relation to
the problem size. This can be achieved by distinguishing between data decomposition
parallelism and data duplication parallelism, as in our proposed classification in the

following subsection.

2.5.1 A Taxonomy Based on Three Factors

In our opinion, the traditional dual data/task classification for general parallel comput-
ing looks not sufficiently precise when dealing with the various parallel metaheuristics
specifically dedicated to the implementation level. One important point that should
be emphasized concerns the allocation of processors and memory according to the
problem size. We think that this point specific to optimization should be alighted
in the taxonomies of parallel and distributed metaheuristic implementations, since it
determines the maximum size of the input that should be solved with the system and

how the performance should grow according to the amount of physical cores and memory.

Taking the above considerations into account, we propose a new classification criterion
as shown in Figure 2.6. We now have three criteria. They are based on the three
factors that every parallel implementation model of metaheuristic optimization needs
to consider: control, data, and memory. Note that though two terms of our taxonomy
are literally similar to the traditional parallelism classification, they stand for different

considerations.
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Control
A

— decentralized

I— centralized
. » Data
distributed duplication decomposition
shared
Memory

FIGURE 2.6: A taxonomy based on control, data, and memory, for parallel and
distributed implementation models.

— Control. This term is about algorithmic organization and its corresponding
execution pattern on parallel processors. Some parallel implementation models are
based on centralized control on different levels, such as the classic master-slave model
as shown in Figure 1.1 (a), where the master process plays a central role. In our
classification, we call this kind of implementation model “control centralized”. The
opposite implementation model should be in a completely distributed control pattern,
without depending on any central control, as the cellular model shown in Figure 1.1 (b).
Thus, the robustness can be guaranteed because the computation can continue even
when some computing units fall down. We call this kind of implementation model

“control decentralized”.

— Data. This term denotes the input data with size N of the problem to be solved, and
the representation of the solution. The size of the solution could generally be O(NV) since
it is in relation to the input problem size. However, the size might depend on optimizing
operations and the implementation choices of designers. Some algorithms perform
metaheuristic exploration and exploitation within a set of solutions (population),
handling each solution in parallel, and then selecting the best-so-far solution iteratively.
Implementation models of this kind are built upon “data duplication”. Alternatively,
other algorithms generate every part of the whole solution separately in parallel. The
final solution can then be obtained by combining together partial results from all
the processors. Hence, implementation models of this kind are founded on “data
decomposition”. A linear relationship of processors to the problem size makes these
models able to handle larger scale problems with limited physical memory, than the

models which follow “data duplication” pattern.

— Memory. This term concerns concrete implementations of memory access in parallel
computing platforms. Two commonly used categories are “global memory” (also called
“shared memory” in parallel computing community) and “distributed memory”, and we

adopt them in our classification. Normally, if the considered algorithm is implemented
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in global memory systems, such as GPU platforms, then it usually has to deal with the
problem of memory access contention, especially if global memory access is through a
single path such as a bus. Cache memory alleviates the problem but it does not solve
it. On the other hand, distributed memory means that each processors only manages
its local memory and the communication is by message passing as in the peer-to-peer
communication scheme. The information exchange among different processors is via
message passing mechanism. As a result, the communication bottleneck of distributed
memory computing systems usually becomes the main obstacle to high performance of
the “distributed memory” implementation models. Note that GPU implementations
are in the “global memory” category, even if the process behaviors only concern local

memory accesses.

It should be clarified that our taxonomy is not only for the parallelization strategies of
metaheuristic algorithms, but also for their concrete implementations which are related
to the employed platforms, owing to the memory term. By classifying the concrete
implementation models of metaheuristic algorithms according to our taxonomy, the
employment of processors and memory according to the problem size can be predicted,
and the possible performance bottlenecks could also be forecast. For example, most of
the implementations under master-slave model are based on “control centralized, data
duplication”, as shown in Figure 1.1 (a). Given a parallel computing system with a
fixed amount of memory, the reciprocal relation between the input problem size and
the number of employed processors could be predicted as shown in Figure 1.2, if the
implementation is in “data duplication” model. By contrast, the linearly increasing
relation between the input problem size and the number of employed processors is implied
if the implementation is in “data decomposition” model. If an implementation is done
in global memory computing systems, for example on GPU computing platforms, then
a lot of attention should be paid on the global memory access efficiency and contention.
Implementations under coarse-grained models, where the ratio of computation to
communication is high, are more adapted to distributed memory computing systems,
such as clusters. This is the case of cellular genetic algorithm [Tom99] implementation

model that is based on “distributed memory, data duplication, control decentralized”.

2.5.2 Parallel Self-Organizing Map Implementations

The first class of algorithms we aim to parallelize in this thesis, is based on the
SOM algorithm which we view as a kmeans based heuristic for different Euclidean
optimization problems. We continue a collective work started during the PhD work
of Naiyu Zhang [Zhal3]. Between the neural network and the input data, we add a

uniform two-dimensional cellular matrix with linear relationship to input size, as a level
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of decomposition of the plane and the input data. Its role is to memorize the neurons in
a distributed fashion and authorize many parallel closest point searches in the plane by a
spiral search algorithm [BWY80, CK09], and then many training procedures in parallel.
Our contribution is to propose a unified view of such methods in the context of grid
matching, and produce specific GPU implementations that are effective for large size
problem instances, into a generic GPU kernel framework in different topologies. More

details of our proposed cellular matrix model are provided in Chapter 3.

In the literature, other methods for computing SOM on GPU have been pro-
posed [MSH™12, YKNT12]. These methods accelerate SOM process by parallelizing the
inner steps at each basic iteration, firstly, to find out the winner neuron in parallel,
secondly, to move the winner neuron and its neighbors in parallel. Consequently,
these kinds of implementation models fall into the “control centralized” category. By
contrast, our cellular matrix approach should be attributed to the “control decentralized,
data decomposition, global memory” category, in that, firstly, decentralized controlling
guarantees the model’s robustness, secondly, data decomposition eases the burden of
massive memory usage when dealing with large-scale problems, and thirdly, global
memory reduces the communication costs among different processing units and allows
easy implementation on GPU like systems. Because of the very low level of granularity,

applications on distributed memory systems look actually unrealistic.

2.5.3 Parallel Local Search Implementations

The second class of FEuclidean optimization algorithms we aim to parallelize by the
cellular matrix model, is based on the local search metaheuristics. In the literature,
several parallel strategies for local search implementations can be found. Generally,
local search is a metaheuristic which could be viewed as “walks through neighborhoods”.
The walks are performed by iterative procedures that allow moving from one solution to
another, through the solution domains of the problems in hand. Parallelism naturally
arises when dealing with a neighborhood, since each of the solutions belonging to it is
an independent unit. This kind of parallelization, called iteration-level parallel model,
is a low level master-slave model in which evaluation of the neighborhood is made in
parallel [Tal09, VLMT13]. At the beginning of each iteration, the master duplicates
the current solution among parallel computing nodes. Each of them manages a number
of candidates, and the results are returned to the master. This implementation model
obviously follows the “control centralized, data duplication” pattern. In [VLMT13],
Luong et al. have redesigned the above model on GPU platform. Considering a neighbor
as a slight variation of the candidate solution which generates the neighborhood, they

only copy the representation of this candidate solution from CPU to GPU. Then, N?
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threads are employed to carry out the parallel 2-opt moves and evaluations, where N
is the TSP instance size. Each parallel evaluation only deals with the slight variation
based on the candidate solution, with the help of a neighborhood mapping which locates
each thread’s corresponding variation position in the solution representation. The fitness
results generated by parallel threads need to be gathered and selected for a best one,
which will become the new starting solution, called pivot, at the next local search
iteration. The solution representation and the fitness structure are stored in the global
memory of GPU. From the above, it can be concluded that this strategy follows the

“control centralized, data decomposition, global memory” pattern.

Other two major parallel models for local search can be distinguished as solution-level
and algorithmic-level [Tal09, VLMT13]. In the solution-level parallel model, the focus
is on the parallel evaluation of a single solution, and the function can be viewed as
an aggregation of partial functions. Implementations based on this model follow the
“control centralized, data decomposition” pattern. In the algorithmic-level parallel
model, several local search metaheuristics are simultaneously launched for computing
robust solutions. The well-known multistart local search (MLS), in which different local
search algorithms are launched using diverse initial solutions, is an instantiation of this
model [Tal09]. Implementations based on this model follow the “control centralized, data
duplication” pattern. In our opinion, centralized selection procedures among parallel

processors are inevitable, as long as each processor deals with a whole solution.

We think that an interesting implementation model should be fully distributed, where
each processor carries out its own local search based on part of the input data,
considering only a local part of the whole solution. Operations on different processors
should be similar, with no centralized selection procedure, except for final evaluation. A
final solution should be obtained with the partial operations from different processors.
Therefore, this implementation model of local search should follow the “control
decentralized, data decomposition” pattern, as shown in Figure 1.1 (b). Then, in its
“distributed memory” form, it should be able to solve very large challenging problems,
such as the World TSP Challenge, in distributed computing systems with message
passing connection. The World TSP has already been solved by Nguyen et al. [NYYY07]
using master-slave genetic algorithm (GA) and data decomposition. They have applied
an effective implementation of hybrid GA incorporating Lin-Kernighan (LK) heuristic,
to the 1,904,711-city World TSP Challenge. They divided the instance into a number
of smaller sub-instances and then applied GA-LK to these sub-instances. Finally,
they reconnected all the best segments of each sub-instance to form a new best tour
for the World TSP Challenge instance. This example, however, has a high level of
granularity since each processor deals with a significant part of the input data using

GA-LK. As a result, it was implemented in distributed memory systems. Another
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interesting implementation model for local search metaheuristics is reported by Sanchez-
Oro et al. in [SOSR™15], where parallel local search processes are conducted under
the VNS framework, following a divide and conquer strategy. In this implementation,
the solution for the dynamic memory allocation problem is equally partitioned among
the available processors, and the partial local search behaviors performed by different
processors improve different parts of the solution independently of each other, without
relying on any central selection. Hence, this implementation model can be classified
into “control decentralized, data decomposition” category. In this thesis, our proposed
cellular matrix model for local search implementations also follows the same spirit of
“control decentralized, data decomposition” as the implementation model of Sdnchez-
Oro et al. [SOSR'15]. The difference between our work and their approach is that we
systematically consider problem size, whereas such analysis was not developed in their
paper. We implement our model in GPU parallel computing systems, which are “global

memory” systems with GPU global memory.

2.5.4 Parallel Implementations of Other Metaheuristics

With the proposed taxonomy based on three factors, we can also classify and analyze
parallel implementations of other metaheuristics, such as GA and ACO. There are
several possible levels at which GAs can be parallelized: the fitness evaluation level, the
individual level or the population level [Tom99]. Parallelization at the fitness evaluation
level is usually implemented under master-slave model, in which each individual fitness
is evaluated simultaneously on a different processor. This architecture belongs to
the “control centralized, data duplication” category, and it can be implemented on
both shared memory multiprocessors as well as distributed memory machines, ie.
network of workstations. Individual or population-based parallel approaches for GAs
introduce additional terms that should be considered, such as deme, migration and
topology [Kon04]. These approaches are inspired by the observation that natural
population tends to possess a spatial structure. The two important spatial structure
based categories are island model and cellular model. The island model [CHMRS87]
features geographically separated subpopulations of relatively large size. Subpopulations
may exchange information from time to time by allowing some individuals to migrate
from one subpopulation to another according to various patterns. In the cellular
model [MS89], individuals are placed on a large toroidal one or two-dimensional grid, one
individual per grid location. Fitness evaluation is done simultaneously for all individuals,
and selection, reproduction and mating take place locally within a small neighborhood.

From an implementation point of view, these two kinds of models are often adapted to
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distributed memory systems [AK96, FPS03] and accordingly they are classified into the

“control decentralized, data duplication, distributed memory” category.

As early as when Dorigo [Dor92] initially proposed the ant colony optimization (ACO),
he suggested the application of parallel computing techniques to enhance both the ACO
search and its computational efficiency. A comprehensive survey on parallel ACO can
be found in [PNC11]. Among various parallel ACO implementations, the master-slave
model has been quite popular in the research community, mainly due to the fact that
this model is conceptually simple and easy to implement. According to Pedemonte
et al. [PNC11], the master-slave model is further divided into three distinguished
subcategories regarding the “granularity”. The standard implementation of coarse-grain
master-slave ACO assigns one ant to a slave that is executed on an available processor.
The master globally manages the global information (i.e. the pheromone matrix, the
best-so-far solution, etc.), and each slave builds and evaluates a single solution. The
communication between the master and slaves usually follows a synchronous model.
This kind of implementation model follows the “control centralized, data duplication”
pattern. In the medium-grain master-slave model, a domain decomposition of the
problem is applied. The slaves solve each subproblem independently, whereas the master
manages the overall problem information and constructs a complete solution from the
partial solutions reported by the slaves. Furthermore, in the fine-grain master-slave,
the slaves perform minimum granularity tasks, such as processing single components
used to construct solutions, or parallel evaluation of solution elements. These two
kinds of implementation models follow the “control centralized, data decomposition”
pattern and they can be implemented both in shared memory systems and in network
of workstations or clusters, with each computing node having independent memory.
Frequent communications between the master and slaves are usually required in these
models, and this issue is more severe when they are implemented in distributed memory

systems than shared memory systems.

There exist other parallel and distributed ACO implementation models that follow
the “control decentralized” pattern. In the cellular model [PNC11, PC10], a single
colony is structured in small neighborhoods, each one with its own pheromone
matrix. FEach ant is placed in a cell of a toroidal grid, and the trail pheromone
update in each matrix considers only the solutions constructed by the ants in its
neighborhood. In the multicolony model [PNC11, RLO02], several colonies explore the
search space using their own pheromone matrices. The cooperation is achieved by
periodically exchanging information among the colonies. In the parallel independent runs
model [PNC11, Stii98, BOLT09], several sequential ACOs, using identical or different
parameters, are concurrently executed on a set of processors. The executions are

completely independent, without communication among the ACOs, therefore the model
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does not consider cooperation between colonies. The latter two models have distributed
controlling at colony level. These three models above all follow the “data duplication”
pattern and they can be implemented in both shared memory [BOL*(09] and distributed
memory [PC10] systems.

2.5.5 Discussion on Parallel Implementation Models

In Table 2.1 is reported a summary that lists the above mentioned metaheuristic
implementations according to our classification criteria. In the literature, many
metaheuristic models are labeled as “distributed” models because of the conceptual
underlying model over the implementation. These implementations most often belong
to the “control centralized, distributed memory” category while others belong to
the “control decentralized, global memory” category, or many are simply sequential
simulations of a conceptually parallel model. In our opinion, these implementation
models could be called partly distributed, or distributed in a weak sense. For example,
even if the master-slave model is implemented in distributed memory systems with
computing nodes communicating by message transfers, the master process necessarily
deals with specific data structures different from the slave data structures. We think
the implementation model based on “control decentralized, distributed memory” could
be called fully distributed, or distributed in a strong sense. In this case, no component
has special role and it could be carried out on networks of workstations or processors,
communicating by message transfers with strong robustness. This is the case for cellular

GA.

From our point of view, a very significant conceptual implementation model should
follow the “control decentralized, data decomposition” pattern, because of the ability to
solve very large size problems in computing networks. Decentralized control guarantees
the robustness of the model, while data decomposition decides the linear association
from input data to processors and memory needed, as the problem size increases, when
dealing with Euclidean optimization problems. Because of the low level of granularity,
designing algorithms that belong to the “control decentralized, data decomposition,
global memory” category should be a reasonable starting point exploiting the GPU
platform with global memory. This is what we do through the proposed cellular matrix
model in this thesis. On the other hand, executing low-level granularity algorithms based

on data decomposition in distributed memory systems remains an important challenge.
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TABLE 2.1: Classification for implementation models of different metaheuristics
according to our taxonomy with three factors.

control data memory
master-slave GAs centralized duplication distributed
island GAs decentralized duplication distributed
cellular GAs decentralized duplication distributed
coarse-grain master-slave ACO centralized duplication distributed
medium-grain master-slave ACO centralized  decomposition distributed
fine-grain master-slave ACO centralized decomposition distributed
cellular ACO decentralized duplication distributed
multicolony ACO decentralized! duplication  distributed
parallel independent runs ACO decentralized! duplication distributed
iteration-level parallel local search centralized duplication distributed
GPU local search [VLMT13] centralized  decomposition global?
solution-level parallel local search centralized decomposition distributed
algorithmic-level parallel local search centralized duplication distributed
hybrid GA with LK heuristic [NYYY07] centralized  decomposition distributed
parallel VNS [SOSR™15] decentralized  decomposition global?
our cellular matrix model decentralized  decomposition global?

Leolony level. 2GPU platform. 3CPU platform.

2.6 Conclusion

We have reviewed different parallel metaheuristic optimization implementations, accord-
ing to our proposed classification method with three criteria: control, data, and memory.
Parallel implementation models based on data duplication are numerous, and they are
more adapted to standard peer-to-peer multi-processors or networks of workstations,
since the level of granularity allows communications by message passing. Even though
some parallel implementation models based on data decomposition exist, most of them
are in the master-slave model with a central controller that plays an important role
in the algorithm behavior. Some parallel implementation models based on “control
decentralized” also exist, but they are often built upon data duplication of each solution.
In this thesis, we aim to design a conceptual model in the “control decentralized,
data decomposition” pattern. The model, called cellular matrix model, partitions data
distributed in the plane; defines a given level of computation granularity; and allows
generic and systematic association of processors to the massive data deployed in the
plane, under different topologies of local interactions between processors. Each parallel

processor carries out simple and local operations on the topological data structure.

We have introduced two classes of Euclidean optimization algorithms, SOM and local
search metaheuristics, for which we develop parallel implementations. They are the

target algorithms that we will implement in a massively parallel way based on the cellular
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matrix model. In the literature, approaches with data decomposition already exist, for
example the parallel VNS implementation reported by Sanchez-Oro et al. [SOSR™15].
The difference between our work and the existing approaches is that we systematically
consider problem size, whereas such analysis was not developed in other papers.
According to data decomposition paradigm, GPU looks like a good platform suited
to the low level of granularity and the many local interactions that take place, because
all processors (threads) have direct accesses to global memory with high throughput.
Thus, we try to implement models of “control decentralized, data decomposition, global
memory” type in GPU parallel computing systems, even though mainly with local

memory accesses.

We have also presented the background work on visual correspondence problems under
the appellation of elastic image matching problems. We have reported the definition of
elastic image matching; we have given the two specific examples of stereo matching and
optical flow; we have formulated the problems as pixel labeling problems and transfered
them into energy minimization problems. It will be the focus of the following chapters
to propose a unified framework to describe both kmeans problems and elastic image

matching problems, and derive common parallel processing solutions.
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Cellular Matrix Model

3.1 Introduction

This chapter is dedicated to the first contribution of this thesis, the cellular matriz
model that allows systematic association of the grid of processors to the massive
data distributed in the plane, under different topologies of local interactions between
processors. Each parallel processor carries out simple and local operations on the
topological data structure. One important property is the application of parallel spiral
search findings and neighborhood examinations by the many processors. We assume
a linear association from input data to processors and memory as the problem size
increases, when dealing with Euclidean optimization problems. This property is a
precondition of our work that we explicitly state in order to deal with large size problems

in a massively parallel way.

In order to provide a general formulation for the class of problems addressed in this thesis,
we propose a grid matching problem definition that embeds both k-means and elastic
image matching in the Euclidean plane into a single and unified formulation of a generic
problem. This general formulation can be instantiated in different ways depending
on the problems under consideration. For Euclidean optimization problems, the input
data are usually numerical entities distributed onto the plane. Such distribution of
data can either be a grid of pixels for image processing applications or a set of points
representing requests or customers located on the plane for other applications. The
goal of the problem is to find a best matching grid, generally a moving grid, which fits
the input data, according to specific requirements of the problem under consideration.
For example, the matching grid could represent an image in elastic image matching, or

routes of vehicles in routing problems.

37
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The cellular matrix is defined as a hierarchical data structure which is used to partition
data distributed in the plane; to access, search and memorize brute data moving onto the
plane; and to allow different levels of parallel computation granularity. It is also defined
as a set of functions to allow easy manipulation of grid coordinate systems, where the
main tools are coordinate transfer functions provided in relation to some subdivisions
of the plane at different levels of recursive decomposition. We present the principle
of plane and data recursive decomposition with the cellular matrix, which defines a
given level of computation granularity, and allows generic and systematic association of
processors to the data deployed in the plane. We explain the principle of spiral search
and define structures that allow us to access data and perform spiral search findings.
Moreover, we provide a generic loop template algorithm that exemplifies the massively
parallel projections performed in our approaches, concerning a matching grid projected
onto another matching grid, meanwhile allowing us to implement different Euclidean

optimization algorithms in the cellular matrix model.

3.2 Euclidean Grid Matching Problem

We define a Euclidean grid matching problem version that embeds both Ameans and
elastic image matching in the plane into a single and unified formulation of a generic
problem. This general formulation will be instantiated in different ways depending on
the problem under consideration. A grid matching problem involves two Fuclidean
graphs, matching one onto the other. More precisely, only one grid plays the role of the
moving grid, which embeds both variables and some input values of the problem, and
which will match the other grid, being only considered as input. The former moving

grid is called the matcher grid, where as the latter the matched grid.

Let us first define basic notations. A matching grid is a non directed graph G = (V, E),
called the network, where each vertex p € V is a composite vector of R¢ that embeds
a location in the plane p. € R?, color component p. € N3, intensity or density value
pq € R, and other attributes depending on the problem under consideration. Attributes
can be variables of the problem or input values depending on the role played by the
grid: a matched grid with only inputs, or a matcher grid with inputs and variables. The
variable part of the matcher grid at least includes the Euclidean locations of its vertices.
The network (graph) G = (V, E) is always a regular grid in some topology (either one-
dimensional or two-dimensional depending on the problem under consideration) that
represents the elastic structure of the problem, where the edges of the graph represent
topological relationships in data, or links between pixels, or connections of successive

points in a TSP tour. As usual, dg is the induced canonical metric dg(v,v") = 1 if and
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FIGURE 3.1: Grid matching illustration.

only if (v,v’) € E, and d(v,v") stands for the usual Euclidean distance between location

attributes.

To each point z in the plane, c}r/ denotes its closest vertex in set V', for some composite

distance function, including composition with the standard Euclidean norm between

\%4

. is called Voronoi projection of point x into V.

location attributes. Thus, c

The input of the problem is given by two matching grids Gy = (V4, E;) and Gg =
(Va, Es), such that G is the matcher grid and G2 the matched grid. The goal of the
problem is to find the matcher vertex locations in the plane, and its other variable

attributes, such that the following energy function

E(Gl) = ZDm(p’CI‘;//)+>" Z Ds(paQ) (31)

peV {p,q}eEr

is minimized, where (V, V') stands for (V1,V2) or (Va,V}), depending on the direction of
the projection under consideration, while the projection direction itself depends on the
problem under consideration. The first term of the energy function expresses the data
matching interaction with composite distance matching function D,,, and the second
term expresses the smoothness or elastic constraint on the matcher with Dy smoothing

function.
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An illustration of the network components and their interaction matchings in the plane
is given in Figure 3.1. The upper part represents the marcher grid Gy = (Vi, Ey),
with vertices that could be neurons of the SOM network, cluster centers of k-means,
or pixels of elastic image matching. The lower part represents the marched grid
Go = (Va, Ey), with vertices that could be cities of the TSP, or pixels of topological
k-means and elastic image matching. The red part in Figure 3.1 indicates the closest
point projection on both directions: the projection of p; is from the matcher grid G,
to the matched grid Go, corresponding to elastic image matching problems; and the
projection of po is from the matched grid Gy to the matcher grid GGy, corresponding to
topological k-means problems. Based on the projection, the data matching interaction
(red color) D,, is defined accordingly. The smoothness term of elastic interaction D for
neighboring vertices (p and ¢ in the matcher grid Gy), is denoted by blue color. Note
that for projections on both directions, the data and smoothness terms share similar
structures. These natural common structures yield basic parallel processing functions

and components that constitute the cellular matrix framework.

3.3 Cellular Matrix Concept

We define the cellular matriz as a hierarchical data structure which is used (1) to
partition data distributed in the plane, based on some regular topology; (2) to access,
search and memorize brute data moving onto the plane, according to the topology; and
(3) to allow different levels of parallel computation granularity. The cellular matrix is
also defined as a set of functions to allow easy manipulation of grid coordinate systems,
where the main tools are coordinate transfer functions provided in relation to some
subdivisions of the plane at different levels of recursive decomposition. In this section, we
firstly describe the basic hierarchical structure which constitutes the skeleton of cellular
matrix model. Then, we report the possibility for recursive decomposition based on
the basic hierarchical structure. Afterwards, we provide implementations in different

topologies.

3.3.1 Basic Hierarchical Structure in the Plane

The starting points of the cellular decomposition of the plane are three possible
tessellations [Sto97] of the plane with regular polygons of the same type. The three
tessellations are presented in Figure 3.2 (a)—(c). They correspond to dividing a plane
into regular squares, triangles, and hexagons, respectively. The three tessellations will be
the basis for our regular discretization of the plane into the cellular matrix. To be more

specific, the square tessellation will be the basis for the cellular matrix in quad topology
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(a) square tessellation (b) triangular tessellation (¢) honeycomb tessellation

FI1GURE 3.2: Three possible tessellations of a plane with regular polygons.

or rhombus topology; the triangular tessellation and the honeycomb tessellation will
together be the basis for the cellular matrix in hexagonal topology. More details are

given in Subsection 3.3.3.

The cellular matrix consists of three essential levels of discretization of the plane. Each
level is in close relationship to the others, as shown in Figure 3.3 in 3D view and in
Figure 3.4 in 2D view for juxtaposition of the grids. First is the low level grid on the
bottom of the figure where nodes represent pixels or basic input data. Second is the
zoom-out grid (also called base grid) of low level grid. Third is the cell centers grid

called dual grid.

The low level can be viewed as a discretization of the plane according to a given
topologically regular grid. Here, we use hexagonal topology for illustration where each
node has 6 neighbors and where honeycomb cells are easily abstracted. We can state
that a cellular matrix is given by a regular grid dimension W x H, a specific point C that
locates in the center of the grid, and a topology type. From the low level, are computed
two higher-level grids for covering the plane at a higher level of granularity. They are the
zoom-out grid and, what we call, its dualization grid, respectively presented at middle

and top of Figure 3.3 and Figure 3.4.

The zoom-out regular grid is obtained from the low level grid considering a neighborhood
around the center point C' and replicating the new hexagonal cell obtained with the
center and the corner points. The level of the zoom-out map is adjusted with the cell
radius R, in the sense of the topological distance dg. Width and height (WZ x HZ)
are computed such that the covering is guaranteed. Basing upon zoom-out level and
center C', the dualization consists in extracting only the honeycomb cell centers from
the zoom-out grid. The dual grid, in blue color in Figure 3.3 and Figure 3.4, is the usual

geometric dual of the honeycomb tessellation derived from the zoom-out map. This
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FIGURE 3.3: Cellular matrix model with hexagonal topology (3D view).
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FIGURE 3.4: Cellular matrix model with hexagonal topology (2D view).

duality corresponds to the usual Voronoi partition or Delaunay triangulation of data

points.

Based on the basic hierarchical structure in the plane, the cellular matrix framework
is aimed to provide the coordinate transfer functions that allow direct accesses to

input data coordinates at the different grid sub-levels, meanwhile making systematic
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association of processors to the massive data. Since parallel processors are usually
organized into regular 2D grids, we start from the idea of systematic association of
data grids to processor grids. A main principle, is the identification of data grids with
processor grids at a given level of abstraction. Most often in our work, it is the dual
grid which constitutes the processor grid and where parallel computation takes place.
Honeycomb cells are the covering regions associated to the dual grid of processors. The

association is one cell corresponds to one processor.

3.3.2 Possibility for Recursive Decomposition

On the basis of the three basic levels of the cellular matrix, more levels could be
continually introduced, for further recursive decomposition. As shown in Figure 3.5
as 3D representation and in Figure 3.6 as 2D view for grid juxtaposition, we repeat the
process of dualization from the dual grid. First we take “the dual of the dual” to obtain
a zoom-out grid at level R’ = 3R, as shown in green color in Figure 3.6, then again we
take the dual of the green map to generate a new dual level (orange grid) for process
computation according to a higher honeycomb subdivision (the green one). This new
level, obtained within a two step dualization, is called the dual? level since it repeat the

original honeycomb tessellation at a higher zoom-out level, i.e. at level R’ = 3R.

We can repeat the dualization process for recursive decomposition. Eventually, all data
will be included by one single honeycomb cell at some higher level, as illustrated on top
of Figure 3.5. Parallel reduction operations could take place from the lowest level up
to the highest level using adequate coordinate transfer functions. However, we do not
implement recursive decomposition in this thesis. Reductions on sum computation are
done in a classical way with unidimensional reduction. Further works should investigate
recursive decomposition since it relies on quad-trees and spatial reductions that could
allow both parallel data computing, quick data access and memorization in a recursive

way.

3.3.3 Cellular Matrix in Different Topologies

The previous illustrations of cellular matrix model are with hexagonal topology.
As we have seen, hexagonal topology is built upon the triangular tessellation (see
Figure 3.2 (b)) of the low level. This topology allows us to consider honeycomb (hexagon)
cells of the hexagonal neighborhood regular grid. Two other topologies can be derived
from the square tessellation (see Figure 3.2 (a)). They can be quad topology and
rhombus topology, as presented in Figure 3.7. Note that we do not use the honeycomb

tessellation (see Figure 3.2 (c)) for the low level, since the honeycomb tessellation could
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FIGURE 3.5: Recursive decomposition of the plane (3D view).
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FIGURE 3.6: Recursive decomposition of the cellular matrix model (2D view).



Chapter 3. Cellular Matriz Model 45

F1cUrE 3.7: Cellular matrix illustration with different topologies. The left column is
with quad topology; the middle column is with rhombus topology; the right column is
with honeycomb topology. Top row: the abstract cellular level derived from the
regular base map topology. Second row: covering cellular matrix illustration. Third
row: zoom in of second row. The cell radius (R) is set to 10 for each topology.

be derived from the triangular tessellation, by simply making a dualization, as the dual

level in Figure 3.3 and Figure 3.4.

In Figure 3.7, the top row presents the abstract cellular level derived from the regular
base map topology. The two other rows are illustrations of the cellular covering of a
given low level image. In the figure, for each cell, its internal pixels (except for the cell

frontier) are projected to the location of the center of the cell.

We implement the three types of topologies, and most of our cellular matrix applications
use honeycomb cells under the hexagonal topology. Note that brute data can also be
managed by buffered cells. Thus, it is not a strict requirement for a matching grid to

be isomorphic to a low level cellular matrix map. It is a convenient possibility only.
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Cities or moving grids (such as cluster center grid) in the plane can be unstructured
and managed by buffering, whereas images are generally isomorphic to low level grids.
There is no strict selection criterion for different topologies, and the choice should depend
on the application under consideration. For example, the hexagonal topology is more
appropriate for cluster center grid, which plays the role of matcher grid in the structured
meshing application. Actually in most of applications, we did not find great performance

differences using this or that topology for the cellular matrix.

3.3.4 Massive Parallelism Property

The role of the cellular matrix is to memorize data in a distributed fashion and
authorize massively parallel operations. Each cell is responsible for a constant and
small part of the data according to the problem size. While data decomposition is
not a new way of dealing with parallelism in general, here, we specifically assume a
linear association from input data to processors as the problem size increases, when
dealing with Euclidean optimization problems. This is the main property that we
refer to as “massive parallelism”, and it allows us to address large size problems. Here
by massive parallelism, we mean the theoretical and ideal possibility to execute O(N)
simultaneous parallel operations, where N is the problem size. It is worth noting that
uniform distribution corresponds to the most balanced cellular decomposition and hence

corresponds to the equilibrated multi-processor load.

Let us suppose that the input data is with size W x H, and the cellular matrix is with
quad topology, for the sake of easy analysis. Then, the cellular matrix partition (dual
level grid of cells) is with size WD x HD = W/2R x H/2R, where the parameter R is
the radius of cell measured by input data unit. So, R controls the degree of parallelism,
and the cellular matrix is in linear relationship to input size. Each uniformly sized
cell in the cellular matrix is a basic training unit and will be handled by one parallel
processor. This is the level on which massive parallelism takes place. Since the cellular
matrix division is proportional to input size, and the processors correspond one-to-
one to the cells respectively, then, both the memory and processors needed are in linear
relationship to input size. Hence, according to the increase of physical parallel processors
in the future, the approach should be more and more competitive, while at the same

time being able to deal with larger size problems.

Based on the cellular matrix model, each parallel processor can carry out spiral search
for closest point/node finding. More details about the spiral search are given in the next
subsection. A single spiral search process takes O(1) computation time, on average, for

a bounded distribution according to input size [BWY80]. In our implementation of the
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cellular matrix model, the bounded distribution is addressed by using cell buffers (see the
buffered cells in the next subsection) of fixed size independent of N, where N(= W x H)
is input size. Then, one of the main interests of the cellular matrix model is to allow
the execution of approximately N spiral searches in parallel, and thus transforming an
O(N) sequential search algorithm into a parallel algorithm with theoretical constant
time O(1) in the average case for bounded distributions. This is another property that
we refer to as “massive parallelism”, the theoretical possibility to reduce computation

time by factor N, when solving a Euclidean NP-hard optimization problem.

3.4 Spiral Search in Data Grids

For the implementation of closest-point search, we perform the spiral search algorithm
as stated by Bentley [BWY80]. The expected running time of spiral search is O(1) for
multivariate uniform distributions over the data. Depending on the type of cell, and the
level of operation into the cellular matrix, different iterators allow us to operate step
by step on the data, starting from a center point and in a spiral way, independently of
the topology used. In this section, we present notations and symbols for data structures

and detail the spiral search paths into the different topologies.

3.4.1 Cell Data Structures

How the cells are in relation to the grid matching data is a primordial question. Data
structures in relation to the cells are visualized in Figure 3.8. Two types of cells are
necessary. One type is required for nodes memorization when the graph to manage is
distorted or unstructured. Nodes covered by a cell are memorized into a buffer associated
to the cell in sequential order. Such cells are called buffered cells. The second type is
spiral cell. In that case no buffering memorization is required, and accesses are directly
into the matching low level grid associated to the cell. This is only possible if the cell is
at some zoom-out level of the low level map. A transfer of coordinates into the cellular
matrix allows directly accessing the data and performing spiral search, or memorization
in the matching (matcher or matched) low level grid itself. Such cells are called spiral

cells.

With the technique of “cells” and the topological organization of the cellular matrix
model, we can perform an efficient spiral search [BWY80] in optimal expected-time, for
many closet-point problems, including nearest neighbor searching, finding all nearest
neighbors, computing planar minimum spanning trees, and constructing the Voronoi

diagram of a point set. We assume that the point sets are either uniformly distributed
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FIGURE 3.8: Cellular matrix data structures.

or randomly drawn from some “smooth” underlying distribution, and then use the cell

technique to give fast expected-time algorithms for these problems.

3.4.2 Nearest Neighbor Searching

Among many closest-point problems, the nearest neighbor searching, sometimes called
the post office problem, is easiest to state meanwhile can most clearly illustrate the spiral
search algorithm based on our cellular matrix model. It calls for organizing a set .S of n
points in Euclidean k-space, into a data structure such that subsequent queries asking
for the nearest point in S to a new point can be answered quickly. Here, we consider the
problem of nearest neighbor searching in the Euclidean plane, where the points (both
the original n points and the query point) are chosen independently from a uniform
distribution over the unit cell. Through the data partition of the cellular matrix, each
point is exclusively contained by one cell (except for the points locate on cell frontiers).
When a query point comes in, we search the cell in which it would locate. If that cell
is empty, then we start searching the cells surrounding it in a spiral-like pattern until a
point is found. Once we have one point found, we are guaranteed that there is no need
to search any cell that does not intersect the circle centered at the query point and with

the radius equal to the distance between the query point and the found point.

Figure 3.9 shows how the spiral search might proceed in the cellular matrix with quad
topology. For the query point in the middle of the circle, the cell (Cell 0) in which this
query point lies will firstly be searched. If this cell is empty, then the cells surrounding
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FIGURE 3.9: Spiral nearest neighbor search in the cellular matrix model.

it are searched one by one in the spiral sequence as indicated by the red dashed line,
starting from the downside neighbor cell (Cell 1). Once the point in Cell 2 is found, only

cells intersecting the circle must be searched. Each of these cells is marked with an “x”.

The spiral nearest neighbor search is efficient because closest-point problems investigate
local phenomena, and cells capture locality. It has been proven in [BWYS80] that the
expected running time of spiral search is in O(1), independent of the value of n, if n
points are chosen independently from a uniform distribution over the cells. Then given
the fast spiral nearest neighbor search algorithm, one can easily solve the all-nearest-
neighbors problems (which calls for finding the nearest neighbor of each point) in linear
expected time, for point sets drawn from uniform distributions. This is accomplished
by doing n spiral searches, each of expected constant cost. Here, it is important to note
that our cellular matrix model allows the execution of n spiral searches in parallel, and
thus transforming an O(n) sequential search algorithm into a parallel algorithm with
theoretical constant time O(1) in the average case. In our implementation of the cellular
matrix model, the bounded distribution for point sets is addressed by using the buffered

cell whose size is independent of n.

3.4.3 Spiral Search in Different Topologies

In the example of Figure 3.9, the spiral search is performed on the cellular matrix level
through buffered cells. Moreover, the spiral search can also be done on low level data
through spiral cells. Here, the convention should be counter-clockwise order for low level
data search and clockwise order for cellular matrix data search because of the specific
coordinates arrangement when dealing with a dual grid. The searching trajectories
on low level data in different topologies are shown in Figure 3.10, while the searching

trajectories on the cellular matrix level in different topologies are shown in Figure 3.11.
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FIGURE 3.11: Spiral search on cellular matrix.

During the spiral search performed on the low level data through spiral cells, for a given
distance of d in the grid to the center vertex, the number of vertices at this distance
is (d x size), while the number of vertices within this distance (distance d included)
is ((d x (d+1) x size)/2 + 1). As shown in Figure 3.10, size is equal to 8, 4, and 6,
respectively for the cellular matrix with quad topology, rhombus topology, and hexagonal

topology.

3.5 Basic Operations

In the cellular matrix model, data are partitioned by a grid of cells, and each cell contains
one part of the data. The grid of cells allows systematic association to grid of processors,
in such a way that each processor locally acts on the partial data the cell covers, and if
necessary, the data around the cell by extending the search to neighboring cells. Under
this mechanism, several fundamental operations are defined in this section, as building

blocks of different optimization algorithms.
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3.5.1 Generic Parallel Projection Loop

The most basic type of operations to be carried out in the optimization algorithms
studied in this thesis is parallel projection of a grid into another grid, with specific

search and application of some grid moving operation.

Kernel 6: Generic loop template.

// For each cell; of cellular matrix WD x HD, do:
Input: G1, G, cell;, FGet, F'Search, FOperate
begin
FGet.initialize(cell;);
while FGet.next(cell;) do
point < FGet.get(cell;, Gi(or G2));
if point then
closest « F Search.search(cell;, Ga(or Gy), point);
if closest then
L FOperate.operate(cell;, Gy, point, closest);

return Gq;

A generic projection loop is illustrated in Kernel! 6. Three basic functions are used as
parameters of the projection. Such functions are called functors, and they are FGet,
FSearch, and FOperate as template arguments. The functor F'Get allows traversing the
data units (points, pixels, cluster centers, et al.) in the cell and enumerating such data
points one by one. Normally, it is implemented by a specific iterator according to the
specific topology in hand. For the data points, let us say pixels of image, that locate on
cell frontiers, they are considered as inside the cell, and will be enumerated by the FGet
functor. Therefore, these pixels are not only included by one cell. As a result, during
the parallel executions of different threads for different cells, these cell frontier pixels
may be accessed by more than one thread at the same time. Then, conflict operations
will happen if the following operations by the other functors are related to moving the
pixels, such as the situation in the elastic image matching problem. To handle this
issue, we propose two specific strategies for the management of cell frontier access in
Subsection 6.3.4 of Chapter 6, where more details are given. The functor F'Search allows
performing searching into the data, such as spiral search for closest finding, under some
distance metric, and possibly local condition. The functor F'Operate allows carrying

out some specific moves or modifications of variables.

Each cell is supposed to correspond to one processor, and the size of the cellular matrix

(dual level size) is supposed to be the same as the size of the processor grid. However,

'We use the term “Kernel” instead of “Algorithm” in order to indicate that the algorithm is performed
by many processors in parallel. In our GPU CUDA implementations, this corresponds to a kernel function
which is executed by many GPU threads in parallel.
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FIGURE 3.12: Basic projections through cellular matrix model.

under some parallel computing architecture, such as GPU implementation, the size of
the actually launched grid of threads (processors) for parallel execution is sometime
larger than the size of the cellular matrix. Therefore, at the beginning of the generic

loop template, we need to ensure that the thread really encapsulates a valid cell.

For a valid thread, it firstly initializes the F'Get functor by F'Get.initialize as illustrated
in Line 2 of Kernel 6. Basically, this function resets the iterator of FGet. Then, points
(data units) will be extracted inside the cell by the F'Get.get function, until FGet.next
returns false state and the data extraction procedure stops, as illustrated in Line 3.
Note that in Kernel 6, the terms point and closest are all used to denote particular data
units. For different algorithms, the points supposed to be extracted in one loop may be
one randomly chosen point, or a portion of the total points inside the cell, or all the
points inside the cell. For an extracted point, a searching behavior is carried out by the
FSearch.search function, in order to find the closest point to the extracted point. If
the closest point is successfully found, then some specific operations defined by specific
algorithms are performed by the FOperate.operate function, on the extracted point and
the closest point, or even with some other relevant points. For example, these operations
could be affiliating the extract point with its closest point, as in the Voronoi partition
computation (see the next subsection), or moving the closest point and its neighboring

points toward the extracted point, as in the SOM algorithm.
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A vivid graphical illustration of the generic projection is given in Figure 3.12. The gray
arrows represent functors, while the white arrows indicate projection directions. Arrows
denoted with “G;—Gs” indicate the projection from the matcher grid to the matched
gird. On the contrary, arrows denoted with “Go—G1” indicate the projection from the
matched grid to the matcher gird. Normally, the matched grid is a structured graph,
and the spiral cell data structure is needed for the “get” functor to access points. For
the matcher grid, it could be either unstructured graph or structured graph, depending
on the algorithm under consideration. In the case of unstructured graph, the buffered
cell data structure is needed. In the case of structured graph, either the buffered cell
data structure is needed, if the spiral search on the cellular matrix level is performed
on the structured graph which moves and distorts, like in the case of the parallel SOM
algorithm (see Chapter 4); or the spiral cell data structure is needed, if the “get” functor
needs to access points according to the graph structure, like in the case of distributed

local search algorithm (see Chapter 5).

3.5.2 Voronoi Partition Computation

One of the most basic tools one can use in planar geometry is Voronoi partitioning. We
will use it thoroughly in this thesis. A Voronoi diagram is a partitioning of a plane
into regions based on distance to points in a specific subset of the plane. The Voronoi
diagram of a point set in the Euclidean plane is a device that captures many of the
closeness properties necessary for solving closest-point problems. For any point x in a
set S, the Voronoi polygon of x is defined to be the locus of all points that are nearer
x than any other point in S. Notice that the Voronoi polygon of point x is a convex
polygon with the property that any point lying in that polygon has x as its nearest
neighbor. The union of the edges of all the Voronoi polygons in a set forms the Voronoi
diagram of the set. Normally, if the distance is measured by the Euclidean distance
metric, then an edge for a pair of points that are close together is formed by drawing a
line that is equidistant between the two points and perpendicular to the line connecting

them.

It has been proven in [BWYS80] that constructing the Voronoi diagram with spiral search
algorithm takes linear expected-time, under the assumption of point sets drawn from
a bivariate uniform distribution. Here, we only perform Voronoi affectation, meaning
that we will only have to project points from some brute data onto their closest cluster
center of some cluster center grid. The structure of the projection loop instantiation can
be illustrated within Figure 3.13, where the projection direction is from the matched
grid to the matcher grid. It consists in projecting each input data point to its closest

vertex into a cluster center grid. To be more specific, the F'Get functor extracts all
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F1GURE 3.13: Voronoi projection model.

the input data points inside the cell. For each extracted point, the F'Search functor
finds the closest cluster center in the matcher grid by spiral search. Then, the point is
affiliated to this cluster center by the F'Operate functor, which inserts the point into the
corresponding recording list for this cluster center. Since the F'Search functor performs
the spiral search on the cluster center grid that can be a distorted grid, the buffered cell

data structure is needed.

(a) input data (b) Voronoi partition

FIGURE 3.14: An example of Voronoi partition with an image as input data. The
input image size is 384 x 288; the size of cluster center grid is 25 x 21; the cell radius
(R) in the cellular matrix is set to 16.



W g O Ok W N

Chapter 3. Cellular Matrixz Model 55

An example of Voronoi partition is shown in Figure 3.14. In this case, the input data
is a color image as the matched grid, where the points are pixels. After the Voronoi
partition, as shown in Figure 3.14 (b), each pixel is affiliated to its closest cluster center,
with its color value set according to its closest cluster center. Here, the color of a cluster

center is the average color of all its affiliated pixels.

3.5.3 Cell Refresh Kernel

For a given cell in the cellular matrix model, it contains points of the input data or
moving points in the plane. When dealing with moving points in the plane and closest
point findings in cellular matrix buffers, it should be necessary to regularly refresh
the content of the buffered cells. This behavior is implemented by a cell refresh loop
kernel presented by Kernel 7. The functor F'GetDivide uniformly divides the K points
to be inserted among cells of the cellular matrix. For a given point, the function
FSearchFindCell.search(point) finds which cell this point lies in, while the function
FInsert.operate(point, cellj) inserts the point to the designated cell. In practice, it is

sufficient to make the refreshing from time to time depending on the application.

Kernel 7: Cell refresh loop.

// For each cell; of cellular matrix WD x HD, do:
Input: G, FGetDivide, F'SearchFindCell, FInsert
begin
FGetDivide.initialize(cell;);
while F'GetDivide.next(cell;) do
point < FGetDivide.get(cell;, G);
if point then

cellj < FSearchFindCell.search(point);

if cell; is in the cellular matrix then

L FInsert.operate(point, cell;);

return

3.5.4 Random Number Generation Kernel

During stochastic processes, a cell needs random numbers. The random numbers can be
used for random cell activation, operator choices, random neighborhood examinations,
roulette wheel extraction. With respect to the large-scale input instances with huge
cellular matrix and numerous iterations, the random numbers are generated in advance
by a specific kernel. Every time the random numbers are used out, a set of new random

numbers are generated at the beginning of the procedure, or according to a constant
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rate factor, called random number generation rate. The random number generators we
use are from Nvidia CURAND library [NVI12]. It is worth mentioning that alternative
ways to generate random numbers are either to generate them on CPU, then copy them
into GPU, or to generate them on GPU in real-time at each time to be used. Neither is

faster than our method according to our trial tests.

3.6 Conclusion

The role of the cellular matrix is to memorize data in a distributed fashion and
authorize massively parallel operations. Each cell is responsible for a constant and
small part of the data according to the problem size. We specifically assume a linear
association from input data to processors as the problem size increases, when dealing
with Euclidean optimization problems. This is the main property that we refer to as
“massive parallelism”, and it allows to address large size problems. Here, by massive
parallelism, we mean the theoretical and ideal possibility to execute O(N) simultaneous
parallel operations, where N is the problem size. Based on the cellular matrix, we
can perform efficient spiral search with constant time O(1) in average for uniform
distribution. Then, one of the main interests of the cellular matrix model is to allow
the execution of approximately N spiral searches in parallel, and thus transforming an
O(N) sequential search algorithm into a parallel algorithm with theoretical constant
time O(1) in the average case for bounded distributions. This is another property that
we refer to as “massive parallelism”, the theoretical possibility to reduce computation

time by factor NV, when solving a Euclidean NP-hard optimization problem.

We have presented the detailed design of the cellular matrix model which partitions
data, defines the level of computation granularity, and allows generic and systematic
association of processors to the data deployed in the Euclidean plane. We have provided
a set of basic concepts and tools needed for the further developments of parallel
computation in the cellular matrix model. An important tool is our proposed generic
loop template that encompasses the basic working procedures of the parallel algorithms
developed in this thesis. Moreover, we have presented the Voronoi partition computation
as a simple application of the generic loop. In the following chapters, algorithms to be

developed are parallel /~-means and parallel local search.



Chapter 4

Parallel Topological K-means for

Superpixel Image Segmentation

4.1 Introduction

Superpixels have become an essential tool to the vision community. As building blocks
of many vision algorithms, superpixels divide raw image into perceptually meaningful
atomic regions which can be employed to substitute the rigid structure of the pixel
grid [ASST12, RM03, ME(07]. Therefore, these atomic regions should represent or reflect
some local properties with respect to the attributes distributions of the raw image.
However, most of the existing algorithms produce uniformly distributed superpixels, as
it is the case for the state-of-the-art SLIC algorithm [ASS*12] to which we refer in our
comparative study. In this chapter, we propose the superpizel adaptive segmentation map
(SPASM) algorithm, which is a combination of the on-line and batch SOM algorithms
for k-means clustering in composite color space domain. The goal should be to generate
adaptive segmentation map where the distribution/density of superpixels coincides with
the distribution of some specified attribute of the input image, such as edges, textures,

and depths.

Based on the cellular matrix model, this chapter focuses on the designs of parallel
topological k-means algorithms and the corresponding applications to superpixel image
segmentation problems. Firstly, we provide a general energy function for topological
k-means problems in order to highlight the generic components of the proposed parallel
computation framework. Then, we present the parallel self-organizing map (SOM)
algorithm as a k-means based clustering algorithm with topological relationships between
cluster centers. The SOM algorithm has two versions: on-line SOM and batch SOM.

We show how to use the cellular matrix model to implement both of the two versions

o7
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in a parallel fashion. Afterwards, we detail our proposed SPASM algorithm, which is
a combination of the parallel on-line SOM and parallel batch SOM algorithms. The
SPASM algorithm extends the state-of-the-art SLIC algorithm, by using on-line SOM
to deploy the initial cluster center grid, with respect to the density distribution of image
attributes and topological relationship between cluster centers; and by using batch SOM
with a composite space-color-density distance measure for clustering. Differently from
SLIC which performs a restricted nearest point search within a square region, through
the cellular matrix model, we can conduct the true closest point finding in a massively

parallel way, using the efficient spiral search algorithm under different topologies.

4.2 Topological K-means Problem

The kmeans problem and its related &means standard gradient descend algorithm are
well-known and popular clustering algorithms. Here, we are dealing with its extension
according to topological interactions as exemplified by the SOM algorithm. As we have
shown in Section 2.2, the SOM algorithm can be viewed as a k-means based clustering
algorithm with topological relationships between cluster centers. In order to easily
formulate its cellular matrix implementation, we first formulate the problem itself into
our proposed Euclidean grid matching generic problem. The basic parallel computation

structure will naturally follow.

To state k~means in our framework, we propose a general formulation related to standard
k-means, elastic net, and kmedians, that all consider a combination of matching and
smoothing. We define it by instantiating the generic problem of Euclidean grid matching
as follows. Given a matcher grid G; = (V1, E1), where vertices stand for cluster centers,
and a matched grid Gy = (Va, E3), where vertices stand for input data distribution in
some color space domain, the goal of the topological k-means problem is to find the
matcher vertex locations in the plane, and possibly its color attributes, such that the

following energy function

E(G1)=>_ Dm(p.cg)+X- > Di(p.q) (4.1)

peV2 {p,q}€Er

is minimized, with a direction of projection from V5 to Vi. The matching cost D,
can be either the standard Euclidean distance for clustering in the plane or composite
color space distance for segmentation purposes. The smoothness cost Dg, or elastic
constraint, is the Euclidean distance in the plane d(p,q), or the squared Euclidean

distance. According to the direction of projection, follows the natural gradient descent
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type procedure of SOM with the sequence of operations “project into” then “trigger”,

driven by the data distribution.

4.3 Parallel SOM Algorithm in Cellular Matrix
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FIGURE 4.1: Basic projection for k-means based algorithms.

According to the formulation of the topological k-means problem, the data structures and
the direction of operations for parallel k~-means algorithms are illustrated by Figure 4.1.
The input data set is deployed on the low level of matched grid, represented by a regular
image in the figure. The cluster center grid, represented by the SOM neural network,
is deployed in the same plane as the input data, acting as the matcher grid. The
honeycomb cells represent the cellular matrix level of operations. Each cell is a basic
processing unit that handles a basic SOM processing iteration (see Subsection 2.2.1)
with the three steps: the extraction step (get) where input data points are randomly
extracted according to the density distribution; the competition step (search) where
the spiral search is performed for the closest cluster center; and the triggering step

(operate) where the cluster centers are moved toward the extracted data points. Since
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the spiral search on the cellular matrix level is performed on the cluster center grid, the

buffered cell data structure is needed.

4.3.1 Parallel On-Line SOM

We choose the GPU parallel computing platform to implement parallel optimization
algorithms, based on the cellular matrix model which should benefit from GPU’s
enormous computational power. Under the compute unified device architecture (CUDA)
programming interface, a GPU works as a SIMT (single instruction, multiple thread)

co-processor of a conventional CPU. It is based on the concept of kernels which are
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functions written in C, called from CPU, and executed by a given number of CUDA
threads. These threads will be launched onto GPU’s streaming multi-processors (SMs)
and executed in parallel [SK10].

In the parallel on-line SOM implementation based on the cellular matrix model, we
employ CUDA threads, as the parallel processors, to handle cells in parallel; we use
CPU (host code) for flow control and the entire thread synchronization. The data
transfer between the CPU side and the GPU side only occurs at the beginning and the
end of the algorithm. In Figure 4.2 is reported the flowchart of the kernel calls sequence
from the CPU side. The three kernels that are called from the CPU side and executed
on GPU are: the random number generation kernel, the refresh cell kernel, and the
on-line SOM kernel. In CUDA program, a kernel will not be executed until all the
threads for the previous kernel launch finish. Therefore, between separate kernel calls

are synchronization barriers, as indicated by the dashed lines in Figure 4.2.

On the GPU side, random numbers are needed for random cell activation and roulette
wheel extraction. With respect to the large-scale input instances with huge cellular
matrix and numerous iterations, the random numbers are generated in advance by the
random number generation kernel stated in Subsection 3.5.4. This kernel is regularly

called during the algorithm according to the random number generation rate.

For a given cell in the cellular matrix model, it contains the cluster centers that move
in the plane. When dealing with moving cluster centers in the plane and closest point
findings in cellular matrix buffers, it should be necessary to regularly refresh the content
of the buffered cells. This behavior is implemented by the refresh cell kernel, as the
Kernel 7 stated in Subsection 3.5.3.

Now, we only have to detail the on-line SOM kernel. Each GPU thread, that corresponds
to a cell, will have to perform the three steps of the sequential SOM iteration in parallel.
These steps are the extraction step where input data points are randomly extracted
according to the underlying distribution; the competition step where the spiral search is
performed for the closest cluster center; and the triggering step where the cluster centers
are moved toward the data points. We first focus on the random point extraction step
since it is an important step, where the probability for a locally extracted point must
reflect the overall density distribution of the input data. Then, we will turn to a detailed

description of the on-line SOM kernel.

4.3.1.1 Density Point Extraction

In the original sequential version of the on-line SOM (see Section 2.2), input data points

are randomly extracted according to the density distribution in the whole data set. Here
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in the parallel version, each GPU thread corresponds to a cell, and it performs the basic
on-line SOM process based on the data the cell covers. A problem that arises is to allow
many data points extracted in parallel by many threads, at a given parallel iteration, to
reflect the input data density distribution in the whole data set. As a solution to this

problem, we propose a particular cell activation formula

pr; = max{ql,qj,z. T X (4.2)
to choose those cells that will execute or not at the considered iteration. Here, pr; is
the probability that cell; will be activated; ¢; is the quantity of the input data that cell;
contains; and num is the number of cells in the cellular matrix model. Formally, ¢; is
the sum of the density values of the covered vertices. It can be the number of cities that
locate in cell;, for a given TSP; or the sum disparity value of all the pixels that locate
in cell;, for a given disparity map. Anyway, ¢; should reflect the density distribution of
the input data, at the cellular matrix level. The empirically preset parameter § is used
to adjust the degree of activity of cells/threads. As a result, the more data density a
cell has, the higher is the probability of this cell to be activated to carry out the three

steps of SOM execution at each parallel iteration.

At the extraction step, each activated cell performs a local roulette wheel mechanism
in the cell itself, in order to get the extracted random point. The probability of a pixel
choice local to a cell is defined by

pri = Zi%csj ] (4.3)
where Npic is the number of pixels in the cell, and s; is the density value of pixel
i in the cell. The roulette wheel mechanism is depicted in Figure 4.3. A sampling
example by roulette wheel extraction in the structured meshing application is shown
in Figure 4.4, where (b) is a sampling of the disparity map (a), obtained by extracting
10000 points with the roulette wheel mechanism. This sample has been obtained after
removing the background small density (disparity) values from the disparity map, and
after augmenting the contrast in it. Figure 4.4 (c) is the corresponding mesh result

according to the extracted points in the sample.

4.3.1.2 On-Line SOM Kernel

FEach GPU thread performs the basic on-line SOM process independently in parallel,
through the on-line SOM kernel detailed in Kernel 8. It corresponds to an instantiation

of the generic projection loop.
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FIGURE 4.3: Roulette wheel random selection. Each pixel gets a portion of the wheel
according to its density value.

(a) (b) (c)

FIGURE 4.4: A sampling example by roulette wheel extraction in the structured
meshing application: (a) input disparity map, (b) density sampling by roulette wheel
extraction, (c) corresponding mesh result.

The FGetRandom.initialize function is used to set the number of times (m;) that the
function F'GetRandom.get will be executed, i.e. the number of iterations of the loop
defined in lines 3—8. Each time the function F'Get Random.get firstly checks if cell; is
activated for the current extraction step, then, it randomly selects an input data point
(from the matched grid Gg) that locates in cell; if it is activated. For the extracted
point, the spiral search is carried out by the F'SpiralSearch.search function, in order
to find the closest cluster center (in the matcher grid G1). The learning operation in the
triggering step is done by the FTrigger.operate function on the cluster center grid (the
matcher grid G1). The function FGetRandom.next returns false state after m; times

executions of the function F'GetRandom.get.

Note that the learning rate o and radius o are decreased during the external parallel
iterations, as shown at step 8 in Figure 4.2. For a given cell, it extracts at most m; points
in one execution of Kernel 8, performing m; single SOM iterations with same learning
rate  and radius o. Then for the t¢,,,, external parallel iterations, the maximum number

of single SOM iterations is t,qe X WD X HD x m;, with the learning rate o and radius
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Kernel 8: On-line SOM iteration loop.

// For each cell; of cellular matrix WD x HD, do:
Input: Gi, Go, cell;, FGetRandom, FSpiralSearch, FTrigger
begin
FGetRandom.initialize(cell;);
while FGetRandom.next(cell;) do
point < FGetRandom.get(cell;, G2);
if point then

closest < F SpiralSearch.search(cell;, Gy, point);

if closest then

L FTrigger.operate(cell;, G1, point, closest);

return
Sequential on-line SOM Parallel on-line SOM
aoro aoroc
single SOM iterations single SOM iterations
(a) sequential on-line SOM (b) parallel on-line SOM

FIGURE 4.5: Parameter decreasing behaviors of sequential on-line SOM and parallel
on-line SOM.

o decreasing in a stair-stepping way, as illustrated in Figure 4.5 (b), in contrast to the

parameter decreasing behavior of sequential on-line SOM as illustrated in Figure 4.5 (a).

All the cluster center locations are stored in GPU global memory that is accessible to
all the threads. Like all the multi-threaded applications, different threads may try to
modify a same cluster center location at the same time, which causes race conditions. In
order to guarantee a coherent memory update in this situation, we use the CUDA atomic
function which performs a read-modify-write atomic operation without interference from

any other threads [NVI12]. The atomic operation only concerns the triggering step.

4.3.2 Parallel Batch SOM

In Figure 4.6 is reported the flowchart of the kernel calls sequence from the CPU side of
the parallel batch SOM implementation. The difference between on-line SOM and batch
SOM is that for the former the data point arrives on-line, whereas all the data points are

known in advance for the latter. Then, the batch SOM procedure can be decomposed
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/

into two main steps. The first step performs projection to the cluster centers of all the

data points. The second step performs the triggering based on the average cluster center

locations. To instantiate the parallel program, we duplicate the generic loop template

into two parts as detailed in Kernel 9 and Kernel 10.

In Kernel 9, the functor F'Get is used to get one by one all the input data points (from

the matched grid G2) that locate in cell;. For every point, the function

FSpiralSearchCompute Average.search firstly performs the spiral search on the cluster

center gird (the matcher grid G1) to find the closest cluster center, let us say cj. Then,

the function adds the point to the closest point list of ¢; and recomputes the new weight
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Kernel 9: Batch SOM projector loop.

// For each cell; of cellular matrix WD x HD, do:
Input: G1, Go, cell;, FGet, FSpiralSearchComputeAverage
begin
FGet.initialize(cell;);
while FGet.next(cell;) do

point < FGet.get(cell;, G2);

if point then

L F SpiralSearchCompute Average.search(cell;, G1, point);

return

Kernel 10: Batch SOM trigger loop.

// For each cell; of cellular matrix WD x HD, do:
Input: Gy, Go, cell;, FGet, FTrigger
begin
FGet.initialize(cell;);
while FGet.next(cell;) do

neuron < FGet.get(cell;, G1);

if neuron then

L FTrigger.operate(neuron);

return

of ¢; according to the updated list. Thus, the expected weight of each neuron is computed
and recorded in an incremental way during the batch SOM projector loop. Note that
these expected weights are not taken until in the batch SOM trigger loop of Kernel 10,
which is assigned to each cell right after the batch SOM projector loop, at each of the

tmaz external parallel iterations, as illustrated in Figure 4.6.

In Kernel 10, the functor FGet is used to get one by one all the cluster centers
(from the matcher grid G;) that locate in cell;. For every cluster center, the function
FTrigger.operate updates its weight along with the related neighbors, according to
the new weight computed by FSpiralSearchComputeAverage.search in Kernel 9. At
each of the t,,q, external parallel iterations of the parallel batch SOM, the batch SOM
projector loop and the batch SOM trigger loop are executed sequentially, as illustrated
in Figure 4.6.

4.4 Superpixel Adaptive Segmentation Map (SPASM)

As building blocks of many vision algorithms, superpixels divide raw image into

perceptually meaningful atomic regions which can be employed to substitute the
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rigid structure of the pixel grid [ASST12, RM03, ME(07]. Therefore, these atomic
regions should represent or reflect some local properties with respect to the attributes
distributions of the raw image. However, most of the existing algorithms produce
uniformly distributed superpixels. We propose the concept of superpizel adaptive
segmentation map (SPASM), aiming to generate an adaptive segmentation result where
the distribution/density of superpixels coincides with the distribution of some specified
attribute of input image, such as edges, textures, and depths. The corresponding
algorithm, called the SPASM algorithm, is a superpixel segmentation algorithm. By
the word “adaptive” we mean in the final segmentation map of input image, (1) the
distribution (density) of superpixels is adaptive and (2) the size of superpixel is adaptive.
In order to achieve such goal, we add a learning phase for fast density “projection” by
the parallel on-line SOM, before the k&means based segmentation by the parallel batch
SOM. The density projection is very similar to the structured meshing application, but

with various input choices that are not only restricted to the disparity map.

The SPASM could be interesting to vision applications based on superpixel represen-
tation. For example, in the visual correspondence computation tasks that employ
superpixels as basic matching units [ZK07, TWZ08, GG15, KT15, MG15], it should
be beneficial to have more superpixels in the areas with dense edge distribution because
these areas tend to contain various objects and they need to be matched with finer
superpixels for a higher precision. On the contrary, the areas with sparse edge
distribution are more likely to contain single object or background, and hence they

should need fewer superpixels for fast computation.

4.4.1 Two-Phase K-means

The process of the SPASM algorithm is illustrated in Figure 4.7. It consists in applying
the parallel SOM kmeans algorithm in two phases. The first phase consists of the
parallel on-line SOM procedure, similar to the structured meshing, in order for the
cluster centers to reflect the underlying distribution of some image attribute. This first
phase is intended to give a cluster center initialization in order for the parallel batch
SOM to be applied with color space composite distance as a second phase of superpixel
segmentation. The parallel on-line SOM could be viewed as a construction phase where
the cluster centers are further “initialized” from the uniform distribution to our specified
distribution; while the parallel batch SOM could be viewed as an improvement phase
where the k-means clustering is performed based on the specifically deployed cluster

centers.
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During the parallel on-line SOM, as indicated by Step 3 in the flowchart of Figure 4.7,
the Euclidean distance is used, and the cluster centers only change their positions (2D
coordinates) in the plane defined by the input image. Once the parallel on-line SOM
learning is finished, a cluster center projection procedure is carried out, as indicated by
Step 4 in the flowchart, where each cluster center searches its closest non-edge pixel with
spiral search, and copies all attributes (coordinate, color, density value) from the closest
pixel to the cluster center. Note that the direction of this projection is from the cluster
center grid (the matcher grid) to the input image (the matched grid), which is opposite
to the direction of the basic k-means projection as illustrated in Figure 4.1. After the

projection, cluster centers are ready for the next step of parallel batch SOM clustering.

During the parallel batch SOM, as indicated by Step 5 in the flowchart, the distance

measure between two vertices 4, j consists of spatial proximity, color, and density value,
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as defined in

D(i,j) = TSHXSPa(i) _stm(j)” +TCHXrgb(7;) _Xrgb(j)H + Tal| Xden (1) — Xaen(9)]], (4.4)

where X4, X;gp, and Xge, respectively correspond to 2D coordinate, 3D RGB color,
and 1D density value, while 75, 7., and 74 are their corresponding normalized coefficients.
Note that this distance measure is an extension to the SLIC distance measure [ASS™*12]
with a third component of density. Therefore, the SPASM algorithm should have the
same ability of edge/boundary adherence as the SLIC algorithm, meanwhile considering
the density distribution of some attribute for distance computation between points and
cluster centers. At the triggering step of batch SOM, cluster centers update the three
component attributes—2D coordinate, 3D RGB color, and 1D density value—according

to the learning law of Equation 2.6.

After the parallel batch SOM clustering process is finished, the parallel Voronoi
projection procedure is carried out, as indicated by Step 6 in the flowchart, where each
pixel is assigned to its closest cluster center, with spiral search using the distance measure
of Equation 4.4. Then, a SPASM image is obtained where each cluster center forms a
superpixel with the pixels assigned to it. Moreover, we also generate a Voronoi color
image where the color of each pixel is filled by the color of its cluster center according

to the superpixel composite distance.

4.4.2 Implementation in Cellular Matrix Model

An example of the SPASM algorithm in the cellular matrix model is illustrated in
Figure 4.8. The input image Grove2 (640 x 480) [BSL*T11, Mid15a], as shown in (a),
along with the two-dimensional grid of superpixel cluster centers which is deployed in
the Euclidean plane defined by the input image, as shown in (b), are partitioned into
uniformly sized cells with rigid topologies, as shown in (c¢) and (d). Note that in this
example, both the cellular matrix and the grid of cluster centers are with hexagonal
topology. However, they can be other topologies, such as quad and rhombus, in the
cellular matrix model. According to some underlying attribute distribution of input
image, such as the image gradient used in this example and shown in (e), massively
parallel on-line SOM training processes are carried out, to deploy superpixel cluster
centers. In the training result as shown in (f), the distribution of cluster centers reflects
the image gradient distribution, with respect to scene topology. Based on the training
result, the batch SOM is employed for the final superpixel segmentation result as shown

in (g), where the density of generated superpixels reflects the image gradient distribution.



Chapter 4. Parallel Topological K-means for Superpizel Image Segmentation 70

(a) input image (b) initial cluster center grid

(c) cellular matrix covering illustration (d) zoom in of (c)

(g) superpixel segmentation (h) Voronoi image

FIGURE 4.8: An example of the SPASM algorithm in the cellular matrix model. Note
that in (g) the superpixel contours are drawn after a post-processing step applied to
the raw segmentation result where isolated pixels, which belong to very small
superpixels, are forcedly assigned to nearest bigger superpixels, for the sake of a
better visualization; while in (h) the Voronoi image is generated from the raw
segmentation result. The same situation applies to all the other examples
demonstrated in this thesis.
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In the corresponding Voronoi image as shown in (h), regions with higher gradient values

are more finely represented with more superpixels for detail preservation.

Implemented based on the cellular matrix model, the SPASM application, and the
structured meshing application which can be seen as a sub-procedure of the SPASM
application, can benefit from the massive parallelism property of the cellular matrix
model. Given an input image or a disparity map with W x H pixels, a Euclidean plane
is defined. This corresponds to the low level of the cellular matrix model. Normally,
an original image or disparity map can be viewed as a quad® topological grid of input
data points. However, it could be easily transfered into a hexagonal grid by shifting
the horizontal coordinates of pixels in odd lines, as shown in Figure 3.3 and Figure 3.4.
Then, a two-dimensional SOM neural network will be deployed at the zoom-out level,
with the size of WZ x HZ = W/RC x H/RC. The size is in relation to the size of
the input image in such a way that the mesh constitutes a compressed representation
of the input image. The compression rate is 1/RC?. In the SPASM application, the
network is employed by both the on-line SOM learning and the batch SOM clustering,
while each neuron represents a cluster center which will be used to generate a superpixel
at the end of the algorithm. The dual level of the cellular decomposition is with size
WD x HD = W/2R x H/2R, where R is a constant factor to control the degree of
parallelism. Note that in a concrete application, R is not necessarily equals to RC),
which is the default parameter setting as illustrated in Figure 3.3 and Figure 3.4. The
cellular matrix decomposition is in linear relationship to the input disparity map/image
size, in O(W x H).

4.5 Conclusion

In this chapter, we have presented topological k-means problems using our generic
formulation of grid matching, and we have provided the related parallel k-means
procedures, in the cellular matrix model. We have illustrated how the parallel SOM
algorithm, both the on-line version and the batch version, can be implemented by

combination of basic projection functions and functors.

We have proposed the SPASM algorithm, as a superpixel image segmentation algorithm,
which combines the parallel on-line SOM structured mesh generation and the parallel
batch SOM clustering. The aims is to generate the segmentation where the distribution
(density) of superpixels coincides with the distribution of some specified attribute

of input image, such as edges, textures, and depths. Normally, the segmentation

IThe tessellation of input data points at low level is the same in quad cellular matrix model and in
rhombus cellular matrix model.
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result of classical k-means clustering is sensitive to the cluster center initialization
and distribution, and that is the reason we add the parallel on-line SOM to deploy
cluster centers along with the density distribution, before the k-means based batch SOM
clustering. The on-line SOM could be viewed as a construction phase where the cluster
centers are further “initialized” from the uniform distribution to our desired distribution;
while the batch SOM could be viewed as an improvement phase where the k-means
clustering is performed based on the specifically deployed cluster centers. Batch SOM
deals with positioning of cluster centers in homogeneous superpixel regions by using a
specific space-color-density distance, whereas on-line SOM only deals with Fuclidean
distance. These two phases are all necessary: if we remove the on-line SOM, then the
superpixel distribution will be only decided by the strict cluster center initialization, such
as the uniform distribution used in the k-means based SLIC algorithm; if we remove the
batch SOM, then we can only get a rough segmentation result based on the on-line
SOM deployed cluster centers, eliminating the chance of well-segmented results with
good edge/boundary adherence, which are supposed to be obtained by our batch SOM
clustering using the true closest point finding of spiral search in the cellular matrix

model, with the required space-color-density composite distance measure.

Experiments reported in the next chapter will allow us to evaluate the computation gain
of the parallel SOM approach on the three applications: TSP, structured meshing, and
SPASM.



Chapter 5

Experimental Study of Parallel

Topological K-means

5.1 Introduction

This chapter focuses on GPU implementations of the three parallel SOM applications:
TSP, structured meshing, and SPASM. For each application, we perform experimental
analyses and carry out comparative studies between our GPU parallel SOM approach
and other approaches. We evaluate our GPU implementation of the parallel SOM
TSP application, on different large-size TSP instances from different benchmarks,
including the largest TSPLIB [Rei91] instance with 85900 cities and the largest National
TSP’s [nat09] with 71009 cities. We experiment on our GPU implementation of the
structured meshing application and its counterpart CPU implementation, using input
images with different sizes and analyzing the relationship between execution time and
input image size. We test our SPASM algorithm utilizing two kinds of image attributes
as the density distributions for cluster center initialization with the on-line SOM: image
gradient and disparity value. We compare the SPASM algorithm with the state-of-the-
art SLIC algorithm [ASST12], on input images of growing sizes, setting different initial
superpixel sizes. The comparison is carried out between both GPU version and CPU

version for both two algorithms.
The experimental studies are conducted on the following platforms:
e On the CPU side: An Intel Core i5-750 processor running at 2.67 GHz and endowed

with four cores and 4 GBytes memory. It is worth noting that only one single core

executes the SOM process in our implementation.
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e On the GPU side: A Nvidia GeForce GTX 570 Fermi graphics card endowed with
480 CUDA cores (15 streaming multi-processors with 32 CUDA cores each) and
1280 Mbytes memory. The compute capability is 2.0.

5.2 Basic On-Line SOM Applications

For all the experiments of basic on-line SOM applications, the default values of four SOM
parameters are set as follows: (Qnit, final, Ginit; O finat) = (1,0.01,24,1). Note that
parameter values for SOM are standard values: they were adjusted after a preliminary
round of experiments which are not reported in this thesis. Also, note that these
parameter values may change from the default values for various experimental purposes

in our experimentation, and the change will be mentioned when happens.

To speed up the program, during the parallel spiral search of each thread, we introduce
a spiral search range (SSR) parameter to control the search scope. Then, the maximum
number of cells a thread would search equals (SSR x 2+ 1)2. Note that the original

spiral search corresponds to setting SSR infinite.

5.2.1 Large-Size TSP Instances

As the cellular matrix model is designed for large-scale optimization problems, we
evaluate our GPU implementation of the parallel SOM TSP application, on different
large-size TSP instances from different benchmarks. These instances include 33
TSPLIB [Rei91] instances with sizes from 1000 cities to 85900 cities and 19 National
TSP’s [nat09] with sizes from 1621 cities to 71009 cities.

When dealing with the number of iterations to achieve good trade-offs between result
quality and execution time, a first remark is about the ability of the method to, either
act as a construction method, since the ring deploys from random initialization; or act as
an improvement method when the algorithm has reached the asymptotic phase in which
small intensity moves massively adapt the ring to the data. It appears that dissociating
a construction phase with large initial neighborhood from an improvement phase with
small initial neighborhood, yields best performance. We adopt this scheme here. The
only parameter that distinguishes construction phase with improvement phase is the
neighborhood radius parameter o;,;;, which defines the window size around the winner
neuron. Then, the number of parallel iterations must be set accordingly: it should be
small in construction phase, just enough to deploy the network. For the construction

phase, the neighborhood radius o;,;; is proportional to the instance size, being set to
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min{instance_size/10,500}. Thus, local moves are performed with high intensity to let
the solution ring deploy from scratch. The subsequent improvement phase can be seen
as a continuation of the construction phase using a smaller intensity for moves. In that
case, the neighborhood radius parameter o;,;; is set constant to a value of 10 neurons

on each side of the winner neuron.

For the 52 tested TSP instances, the number of iterations is set as follows: 100 iterations
in the construction phase with the neighborhood radius oy, set to

min{instance_size/10,500}, plus 10000 iterations in the improvement phase with oy
set to 10. The SSR parameter is set to 10 and infinite respectively in two implementation
versions, namely “GPU-SOM-1" and “GPU-SOM-2”. Executions with two SSRs will
allow us to explore different trade-offs between execution time and result quality. The
results obtained from 33 TSPLIB instances and 19 National instances are given in
Table A.1, Table A.2, and Table A.3 in Appendix A. In each table, the first column
reports the names of the instances to which their sizes are concatenated. Instances are
ordered by size. The second column reports the optimum tour lengths. Other columns
present results for the different approaches considered. All the results are obtained
over 10 runs. The percentage deviation from the optimum of the mean solution value
over the 10 runs is reported in column “%PDM”. The percentage deviation from the
optimum of the best solution value that was found is reported in column “%PDB”.
The average execution time per run for each instance is reported in column “Sec” in
seconds. The last two rows of the tables report the average results of all instances and
the average results of the instances with the number of cities N >10000. Besides our
two GPU implementations GPU-SOM-1 and GPU-SOM-2, in the last three columns, we
also report the results obtained by the memetic SOM algorithm (CPU implementation)
which is, as claimed in [CK09], the winner of the neural network approaches to the TSP,

with respect to solution quality and/or execution time.

In Figure 5.1 are plotted the results obtained from the 33 large-size TSPLIB instances,
where Figure 5.1 (a) shows “%NPDM” values according to the instances ordered by size,
and Figure 5.1 (b) shows execution time as a function of the instance size. Besides our
two GPU implementation versions of parallel SOM TSP, in Figure 5.1 we also report the
results of another two dominant neural network methods—memetic SOM [CKO09] and
Co-Adaptive Net [CBO3]—for comparison. It is worth noting that these two approaches
are the only neural network approaches that have performed extensive evaluations on
such large size well-known TSP instances. Our GPU SOM implementations run a lot
faster than the CPU memetic SOM and Co-Adaptive Net. In spite of the absolute
execution time results obtained from different implementations on different platforms
(CPU and GPU), we think what is more important is the relationship between execution

time and instance size, as depicted in Figure 5.1 (b). We can note that the execution
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FI1GURE 5.1: Experimental results of 33 TSPLIB instances.

time of our GPU implementation increases very slowly compared to either memetic SOM

or Co-Adaptive Net, when the input instance size augments.

In Figure 5.2 is given an example of TSP tour obtained by our GPU SOM implemen-
tation, using the rw1621 TSP instance from National TSP’s [nat09]. The 1621 cities of
the instance are deployed in a rectangle plane, as shown in Figure 5.2 (a). The plane
is partitioned into 45 x 45 squares by our cellular matrix model with quad topology, as
shown in Figure 5.2 (b) where each green square represents a cell and is handled by a
GPU thread. A TSP tour is obtained along the SOM ring network of vertices/neurons
(small red circles) and edges (black lines) where each city (black dot) is mapped onto

its nearest vertex in the plane.

In Figure 5.3 are depicted the relationships between execution time and result
quality, of different state-of-the-art methods on the 33 large-size TSPLIB instances
in average. Co-Adaptive Net, Memetic SOM, GPU-SOM-1 and GPU-SOM-2 are
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FIGURE 5.2: An example of TSP tour obtained by our GPU SOM implementation,
using the rw1621 TSP instance from National TSP’s [nat09]. Black dots represent
cities; small red circles represent vertices/neurons of the SOM ring network; green
lines define the cellular matrix decomposition on the dual level, where each green
square represents a cell and is handled by a GPU thread.
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FIGURE 5.3: The relationship between execution time and result quality, with 33
TSPLIB instances in average, compared with state-of-the-art operations research
(OR) heuristics.

neural network methods while others are very sophisticated implementations of standard
heuristics such as 2-opt, 3-opt, or Lin-Kernighan (LK) as described in DIMACS TSP
Challenge [JMO07, DIM09]. Certainly, neural networks do not compete with state-of-the-
art powerful heuristics of operations research (OR) for the TSP. To be competitive, the
solution quality produced by our GPU SOM implementation would have to be improved
by a factor ten. In order to further improve result quality, it is worth trying to add other
operators rather than only employ the standard on-line SOM. It can be envisaged to
extend the approach by using evolutionary operators and population based search as in
memetic SOM, or improve SOM learning procedures as in co-adaptive net, or simply mix
the method by using standard neighborhood search operators such as k-opt operator.
In the last case, the algorithm could be configured as a distributed local search (similar

method to our proposed DLS introduced in Chapter 6).

5.2.2 Structured Meshing Results with Different Disparity Maps

We experiment on our GPU implementation of the structured meshing application as
defined in Chapter 2 and its counterpart CPU implementation. Here, the CPU sequential
version of implementation is a simple simulation of the GPU parallel version. In the

CPU implementation, all operations are carried out on the CPU side sequentially.

We firstly perform experiments using six small size disparity maps (Tsukuba, Rocksl,
Aloe, Venus, Teddy, Cones) from the Middlebury datasets [Mid15b], with a smaller
spiral search range (SSR=3). Detailed results are reported in the first set (the first six
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FIGURE 5.4: Structured meshing application. From left to right: Aloe, Cones, Teddy.
From top to bottom: color image, disparity map, density sampling, meshing, 3D
visualization. The used images are from Middlebury datasets [Mid15b].
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rows) of Table A.4 in Appendix A. Note that the number of iterations for CPU version is

! in order

set to its corresponding GPU version value multiplied by cellular matriz size
to make the total SOM operations approximately similar between the two versions, and
to reach similar result qualities. Here, the result quality is measured by the %cost value
defined in Equation 2.5 in Subsection 2.2.1.2, which is the average percentage deviation
of each individual honeycomb cell weight to the average honeycomb cell weight. All the
tests are done on a basis of 10 runs per input image, and the test results are reported
in the right four columns in Table A.4. The execution time of GPU version for all six
tested images is steady and no more than 0.36 seconds. The acceleration factor, which
is the ratio of CPU version’s execution time by GPU, varies from factor 5.84 ( Tsukuba)
to factor 8.33 (Aloe). Experimental results show that GPU version of the structured
mesh generation with small size disparity maps can provide near real-time performance,
with very similar result quality in average, compared with its counterpart sequential
CPU version. We also study the relationship between execution time and input size
of GPU implementation and its counterpart CPU version, by carrying out experiments
with four disparity maps, each at small, medium and large scales, respectively. Inputs,
parameter settings and results of mean values from 10 runs are all reported in the last
three sets of Table A.4 in Appendix A. The average acceleration factors of the three sets
are 5.49, 12.68, and 39.74 respectively, as input size grows, which indicate augmentation

of acceleration factor with input size.

Figure 5.4 displays snapshots of our structured meshing application dealing with Aloe,
Cones, and Teddy benchmarks, respectively. In the first row are the color stereo images
from left view, and in the second row are their corresponding disparity maps. In the
third row are samplings of disparity maps obtained by extracting 10000 points with
the roulette wheel mechanism. This sample has been obtained after removing the
background small density values from the disparity map, and after augmenting the
contrast in it. Then, objects that are close to the camera have higher density values. In
the fourth row are the adaptive 2D mesh results obtained by SOM algorithm with the
disparity maps. In the second row, brighter regions are nearer to the camera view point,
and in the fourth row, the adapted grid presents higher density of network vertices in
such regions, with respect of the topology of the scene. The fifth row shows the surface
reconstruction in 3D space obtained by using the adapted mesh which can be seen as a
compressed representation of the 3D surface, such that objects close to the camera have

higher resolution and their details are more finely represented.

!The cellular matrix size is the number of cells in the cellular matrix model. Note that this setting for
CPU version corresponds to the extreme situation of GPU version where all cells in the cellular matrix
model are activated during each external iteration.
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FIGURE 5.5: An example of higher resolution for closer objects. From left to right:
uniform mesh with high resolution (450 x 375), adapted mesh (75 x 63), uniform mesh
(75 x 63). First row: global scene. Second row: zoom-in on a part of a closest object
of the scene.

Figure 5.5 shows an example of higher resolution for closer objects, where different
visualizations of 3D reconstructions are respectively from high resolution uniform mesh
of original image; adapted mesh of low resolution with a compression rate of 36; and
uniform mesh of low resolution with a compression rate of 36. The zoom-in comparison
illustrates the resolution around a closest object. The adapted mesh presents a higher

resolution for the closest object in the scene than the uniform reduced mesh.

5.3 Experimental Results of SPASM Application

In our experiments of the SPASM application, the parallel on-line SOM parameters
are fixed as (init, O finals Tinits O finals tmaz) = (1,0.01,20,0.5,100), while the parallel
batch SOM parameters are fixed as (Qinit; O finals Tinits O finals tmaz) = (1,0.1,1.5,0.5,5).
Note that parameter values for SOM are standard values: they were adjusted after a
preliminary round of experiments. For the number of iterations, we set a relatively
small value for both the parallel on-line SOM (t,,,=100) and the parallel batch
SOM (tmaz=5), in order for fast computation. Note that both the two processes are
indispensable for SPASM generation: if we remove the on-line SOM (set parallel on-
line SOM t,,4,=0), then the superpixel distribution will only be decided by the strict

cluster center initialization, which in our application is a regular grid with a uniform
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distribution of cluster centers; if we remove the batch SOM (set parallel batch SOM
tmaz=0), then we can only get a rough segmentation result based on the on-line SOM
deployed cluster centers, eliminating the chance of well-segmented results with good
edge/boundary adherence, which are supposed to be obtained by our topological -
means clustering using the true closest point finding of spiral search in the cellular

matrix model, with the required space-color-density composite distance measure.

5.3.1 Different Image Attributes for Cluster Center Initialization

We utilize two kinds of image attributes as the density distributions for cluster center
initialization with the on-line SOM. The first attribute is image gradient. In this case,
before running the algorithm, we initialize an input density map with gradient values.
In the point extraction step, we transfer the gradient g of each pixel into 1/(1 + ¢?)
for the local roulette wheel extraction. The reason is to make edge points (with high
gradient values) less likely to be extracted. Therefore, the image gradient distribution
is preserved on the cellular matrix level, meanwhile inside activated cells, situations
of cluster centers being moved onto edge points (pixels) are reduced. We compute
image gradient through Sobel operator which gives us a fast approximation of the edge
distribution of input image, as shown in Figure 5.6 (a). The activation probability of
each cell is computed according to the sum of gradient values of all the pixels inside the
cell. The second attribute is disparity value that is supposed to be known in advance
for the input image. The disparity map reflects the proximity of objects to the camera

view point, as presented in Figure 5.6 (b).

The other images in the two columns of Figure 5.6 respectively present the cluster center
grids after on-line SOM (c) and (d); superpixel maps after the batch SOM phase (e)
and (f); and the corresponding Voronoi maps (g) and (h) with Voronoi uniform cell
colors identical to their cluster center color components. Note that the Voronoi maps
are generated according to the space-color-density composite distance, as defined in
Equation 4.4. These results can be appreciated visually. As shown in (¢) and (d), in
the adapted grid after on-line SOM learning phase, areas with high image gradient or
disparity value present high density of network vertices (cluster centers). Then, these
areas generate more superpixels after the batch SOM phase, as shown in (e) and (f).
Hence, in the Voronoi superpixel image they have higher resolution and their details are
more finely represented, as the example in the red box of (g) and the example in the
yellow box of (h). The SPASM algorithm’s ability of generating adaptive segmentation
with respect to user-specified density distribution is demonstrated through these two

tests and the comparison of their results.
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(a) image gradient (b) disparity map

(¢) 2D online SOM learning result (d) 2D online SOM learning result

(g) Voronoi image (h) Voronoi image

FIGURE 5.6: Results obtained with image gradient (left column) and disparity map
(right column) as density distribution. Both the cellular matrix and the SOM grid are
in hexagonal topologies. The Teddy benchmark from [SS03] is used. (e) and (g) are
the results from (c); (f) and (h) are the results from (d).
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5.3.2 SPASM vs. SLIC

A comprehensive survey and comparison study of superpixel algorithms can be found
in [ASST12], where a fast algorithm called simple linear iterative clustering (SLIC)
is proposed to adapt k-means clustering to generate superpixels with good adherence
to image edges/boundaries. The SPASM algorithm extends the state-of-the-art SLIC
algorithm, using our adaptive meshing tool to add compression abilities, with respect to
the density distribution of image attributes and the topological relationship of cluster
centers. Differently from SLIC which performs a restricted nearest point search within a
square region, through our cellular matrix model, we can conduct the true closest point
finding in a massively parallel way, using the efficient spiral search algorithm under

different topologies.

We compare the SPASM algorithm with the SLIC algorithm using its publicly available
source code?. The image gradient, as shown in Figure 5.7 (b), is used as density map for
SPASM. We respectively set the cluster center grid as a zoom-out map in the cellular
matrix model, at levels R = 10, 20, 30, which respectively correspond to N/100 = 2266,
N/400 = 566, N/900 = 252 cluster centers (N = 584 x 388 being the input image
size). For SLIC, we set the initial superpixel size accordingly, in order to make the two
algorithms work with same number of initial cluster centers. As shown in Figures 5.7 (c),
(e), and (g), in all cases the SPASM algorithm produces a high density of superpixels in
the edge-dense area (the flower clump) while the background is covered with relatively
coarse superpixels sparsely. On the other hand, as illustrated in Figures 5.7 (d), (f), and
(h), no matter how the initial superpixel size is set, the SLIC algorithm always generates
uniformly distributed cluster centers. This is because the SLIC algorithm is a tailored
k-means approach with no function of distribution learning like the SPASM algorithm.
Therefore, the superpixel resolution of SLIC correlates with the uniform distribution
of initial cluster centers, while SPASM allows finer-resolution regions selected by the
density map attribute, meanwhile obtaining finer segmentation results in such regions,

regardless of the number of initial cluster centers.

To provide a quantification of the segmentation quality in comparison to the SLIC
algorithm, we propose to compute the mean color deviation (MCD) which is the mean

deviation of pixel’s true color to its cluster center’s color, as defined in

N

MOD = =37 (| (0) — Brgp(center (i) ). (5.1)
=1

2hitp: / /ivrl.epfl.ch/research/superpizels
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FIGURE 5.7: Segmentation result comparison between SPASM and SLIC. From the
second row to the last row, for both algorithms, the number of initial cluster centers is
set to 2266, 566, and 252, respectively. The Hydrangea benchmark from [BSLT11] is
used. The image size is 584 x 388.
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where N is the input image size, @4 () is the ground truth 3D RGB color of the ith

pixel, and &,z (center(i)) is the color of the i pixel’s cluster center.

To test the performance with different input image sizes, we use seven input images
of growing sizes and set different initial superpixel sizes (20 x 20, 30 x 30, 40 x 40).
For a good adherence to image edges/boundaries, the distance parameters of SPASM
are fixed as (Tspas Trgb, Tden) = (1/2R.2,1/3,1/100) and the distance parameter (the m
parameter in [ASST12]) of SLIC is set to 20. The iteration number of SLIC is set to the
default value of 10. All results are the mean values of 10 runs. We measure the result
quality with MCD values which are reported in Figure 5.8 (a). Results from SPASM
have smaller MCD values in all the tested cases when compared with results from SLIC.
Also, the MCD values of SPASM results are steadier either with respect to different
input image sizes, or with respect to different initial superpixel sizes. This shows the
“adaptive” ability of our proposed SPASM which produces similar results regardless of

the number of initial cluster centers and the input image size.

In order to compare execution time, we test four versions: the SLIC CPU implementation
(cSLIC) from the raw public source code, the SLIC GPU implementation® (gSLIC)
reported in [RR11], the SPASM CPU implementation (cSPASM) which is a sequential
simulation of parallel SPASM algorithm, and the SPASM GPU implementation
(gSPASM). The initial superpixel size is set to 20 x 20 for the four versions. The
execution time results are reported in Figure 5.8 (b). For small size images (360 x 300
and 450 x 375), the execution time of ¢SLIC, gSLIC, and gSPASM is similar. For other
larger size images, gSPASM clearly runs faster than all the other versions, especially
for the largest image. ¢SPASM runs much slower than others for all images. This is
because the sequential simulation of the iterative on-line SOM is time consuming. gSLIC
runs slower than ¢SLIC for all images. This is because the gSLIC library from the raw
public source code is specifically optimized for high-end GPU cards, with a lot of shared
memory employment, while the platform we have used is a relatively out-dated GPU
card. In average for the seven tested images, the acceleration factor of gSPASM against
cSLIC is 2.44; the acceleration factor of gSPASM against gSLIC is 3.84; the acceleration
factor of gSPASM against ¢cSPASM is 39.59. In spite of the absolute execution time
results of different implementations on different platforms (CPU and GPU), we think
the more important conclusion is that the execution time of gSPASM increases in a

linear way with a very weak increasing coefficient, when the input image size augments.

3https://github.com/carlren/gSLICr
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FIGURE 5.8: Performance comparison between SPASM and SLIC: (a) comparison
between SPASM and SLIC with different input image sizes and different initial
superpixel sizes; (b) execution time results of CPU SLIC (¢SLIC), GPU SLIC
(gSLIC), CPU SPASM (cSPASM), and GPU SPASM (gSPASM), with different input
image sizes. The Cones image from [SS03] is used.
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5.4 Conclusion

In this chapter, we have implemented the cellular matrix model and its parallel
SOM applications on GPU parallel computing platforms with CUDA. We have
performed experiments on standard benchmarks and in comparison with state-of-the-
art approaches. We have evaluated our GPU implementation of the parallel SOM
TSP application, on different large-size TSP instances from different benchmarks. Our
GPU SOM implementations run a lot faster than the CPU memetic SOM and Co-
Adaptive Net, which are two neural network methods in the literature that perform
experimental studies on large size benchmark instances. The execution time of our
GPU implementation increases very slowly compared to either memetic SOM or Co-
Adaptive Net, when the input instance size augments. We have conducted experiments
on our GPU implementation of the structured meshing application and its counterpart
CPU implementation. The execution time of GPU version for all six tested images is
steady and no more than 0.36 seconds. The acceleration factor, which is the ratio of
CPU version’s execution time by GPU, varies from factor 5.84 to 8.33. We have also
studied the relationship between execution time and input size, of GPU implementation
and its counterpart CPU version, by carrying out experiments with four disparity
maps, each at small, medium and large scales, respectively. The average acceleration
factors of the three sets are 5.49, 12.68 and 39.74 respectively, as input size grows,
which indicate augmentation of acceleration factor with input size. We have tested our
SPASM algorithm utilizing two kinds of image attributes as the density distributions
for cluster center initialization with the on-line SOM: image gradient and disparity
value. The SPASM algorithm’s ability of generating adaptive segmentation with respect
to user-specified density distribution has been demonstrated through these two tests
and the comparison of their results. We have compared the SPASM algorithm with
the state-of-the-art SLIC algorithm, on seven input images of growing sizes, setting
different initial superpixel sizes. We have tested both GPU version and CPU version
for both two algorithms. Compared with others, the execution time of GPU SPASM
increases in a linear way with a very weak increasing coefficient, when the input image
size augments. The acceleration factor of GPU SPASM against its CPU sequential
counterpart version is 39.59 in average for the seven tested images. For all the three
applications, our GPU parallel versions always produce substantial acceleration over
their sequential counterparts. An important conclusion is that the execution time of our
GPU implementations for all the three applications increases in a linear way with a very
weak increasing coefficient according to input size. Such a conclusion is encouraging to
solve very large scale problems in an efficient way, under the proposed cellular matrix

model.



Chapter 6

Distributed Local Search for
Elastic Image Matching

6.1 Introduction

Based on the cellular matrix model, this chapter focuses on the design of a parallel local
search algorithm applied to the elastic image matching problem formulated in our grid
matching framework. We propose the distributed local search (DLS) algorithm, which
is a parallel formulation of a local search procedure in an attempt to follow the spirit
of the standard local search metaheuristics. Starting from its location in the cellular
matrix, each processor locally acts on the data. It can execute local evaluation, perform
neighborhood search, and select local improvement moves to execute. Applications of
different operators for solution diversification are possible in a similar way to wvariable
neighborhood search (VNS). Mutual exclusion between threads is guaranteed by the
cellular matrix decomposition that allows independent moves of internal cell pixels. The
solution results from the many operations simultaneously performed on the distributed
data. Classical drawbacks to address are related to cell frontier management and solution

diversification. We propose some responses to these issues.

Firstly, we formulate a general energy function to be equivalent to the elastic image
matching problems. Then, we present the DLS algorithm in detail. We provide the
data structures based on the cellular matrix model, which also partitions the solution
between independent neighborhoods mutually exclusive to each other. We explain the
local evaluation on cell level, in order to guarantee the mutual exclusion for parallel local
evaluations among threads. We propose two strategies to eliminate conflict operations
on cell frontiers, retaining the strategy of “dynamic change of cell frontiers” as the main

solution for frontier management in our proposed DLS framework. Afterwards, we design

89
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two classes of move operators considering small neighborhood and large neighborhood
respectively, and we apply different operators in the DLS algorithm, combining them
under the VNS framework. We present the details of GPU implementations from host
and device sides, describing data transfers, kernel calls, and the main kernel function of
DLS loop.

6.2 Elastic Grid Matching

We instantiate the energy function of our grid matching formulation to be equivalent
to the elastic image matching problems such as the visual correspondence problems
presented in the background of Chapter 2. Here, we call this class of problems the

elastic grid matching problem.

Given two input images with same size and same regular topology, one is a matcher grid
G1 = (V1, Eq) where a vertex is a pixel with a variable location in the plane, while the
other is a matched grid Gy = (Va, Ey) where vertices are pixels located in a regular grid.
The goal of elastic grid matching is to find the matcher vertex locations in the plane, so

that the following energy function

E(G) =Y Dyp—po))+ A > Voglp—p0o,a— ) (6.1)

peEVL {p,q}€Er

is minimized, where pg and qo are the default locations of p and ¢ respectively in a
regular grid; D, and V,, are defined the same way as the energy function defined
in Subsection 2.4.3 in Chapter 2. A label f, in visual correspondence represents a
pixel moving from its regular position into the direction of its homologous pixel, i.e.
fp = p — po. In the following sections, we will directly use the notations of labels as
relative displacements, as usual with such problems. The direction of projection is from
V1 to V2. Given p € Vi, the selected homologous pixel in G35 is the closest point
V2

projection ¢, “ into the regular grid. According to the direction of projection, local

search iterations are in the form of “project into”, “evaluate and select”, then “move”.

6.3 Distributed Local Search (DLS)

It has been proven that elastic image matching is NP-complete [KU03], and finding
the global minimum for the energy function even with the simplest smoothness penalty,
the piecewise constant prior, is NP-hard [BVZ01, Vek99]. Therefore, it is impossible to
rapidly compute the global minimum unless P=NP. In our work, we choose the local

search metaheuristics to deal with the energy minimization problem.
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Based on the cellular matrix model, we propose a parallel local search algorithm, called
distributed local search (DLS), to implement many local search operations on different
parts of the data in a distributed way. It is a parallel formulation of local search
procedures in an attempt to follow the spirit of the standard local search metaheuristics.
Starting from its location in the cellular matrix, each processor locally acts on the data
located in the corresponding cell according to the cellular decomposition, in order to do
local evaluation, perform neighborhood search, and select local improvement moves to
execute. The many processes locally interact in the plane, making evolve some current
solution into an improved one. The solution results from the many independent local

search operations simultaneously performed on the distributed data in the plane.

Normally, a local search algorithm with single operator obtains local minima. In order
to escape from local minima, we design several operators. Applications of different
operators for diversification are possible in a similar way to the VNS. We firstly introduce
the detailed DLS algorithm in the section, then we provide different operators and their

application in the VNS framework, in the following two sections.

Note that the simple and popular winner-takes-all (WTA) approach [Zhal3] corresponds
to a single projection step, and that DLS can be seen as an extension of WTA according
to the energy function used, as well as to the many projection iterations until no

improvement moves are possible.

6.3.1 Data Structures

The data structures and direction of operations for DLS algorithms are illustrated by
Figure 6.1. The input data set is deployed on the low level of both matcher grid and
matched grid, represented as regular images in the figure. The honeycomb cells represent
the cellular matrix level of operations. No buffered cells are necessary, since direct access
to the data is sufficient using spiral cells. Each cell is a basic processor that handles
a basic local search processing iteration with the three steps: neighborhood generation
step (get); neighbor solution evaluation and selecting the best neighbor (search); then
moving the matcher grid toward the selected neighbor solution (operate). The nature
and size of specific moves and neighborhoods will depend on the type of operator used
and the level of the cellular matrix. The higher is the level, the larger is the local
cell /neighborhood.
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FIGURE 6.1: Basic projection for DLS.
6.3.2 Neighborhood Decomposition

In the cellular matrix model, a solution is composed of many sub-solutions from many
cells. Each sub-solution is evolved from an initial sub-solution based on the distributed
data in a cell. By partitioning the data and solution, the neighborhood structure is also

partitioned at the same time.

Taking the pixel labeling problem of stereo matching for example, let us suppose that
there are n pixels in the input image and k candidate labels (possible disparities). Then,
the largest neighborhood structure includes k™ neighbors (solutions) which are all the
possible labelings. After the cellular matrix decomposition, let us suppose that there
are a constant number (C') of pixels in each cell, and there are n/C cells in the cellular
matrix. Then for every cell, the largest neighborhood structure includes k¢ neighbors.
Therefore in DLS, the original exponential exploration in a large neighborhood (O(k™))
is transformed into n/C simultaneously parallel exploration in a smaller neighborhood
(O(k%)). This kind of transformation has no impact on the result quality, since the
local neighborhood move in a cell only contributes locally to the corresponding part
of the energy function, without influence on the energy of the sub-solutions in other
cells. This conclusion holds true as long as we can guarantee that, among the many

local neighborhood moves that are executed in parallel triggering many parallel local
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evaluations on the energy function, there are no neighborhood move conflict caused by
more than one thread moving the same pixel at the same time. This conflict only happens
on pixels that lie on cell frontiers. In the following two subsections, we explain the local
evaluation principle and the strategies we propose to eliminate possible neighborhood

move conflicts on cell frontiers.

6.3.3 Local Evaluation with Mutual Exclusion

The energy function of the problem serves as the fitness function of local search
metaheuristics. Here, we describe the process of local evaluation in order to compute
the energy improvement locally impacted by the pixels moves in a cell. According
to the formulation of the energy function defined in Subsection 2.4.3, the energy is a
summation of all pixel data costs D,(f,) plus a weighted summation of all unordered
pairs of smoothness costs V), 4(fp, fg). Under the cellular matrix decomposition, the

energy for a given cell; is then defined as

Ei(f) =Y Do(f))+ X2 > Vilfi £, (6.2)

peEP; {p.a}eN;

where P; is a subset of P (the set of all pixels in the image) including all the pixels that
locate in the cell;; N is a subset of A (the set of all unordered pairs of neighboring pixels
in the image) including all the unordered pairs of neighboring pixels in the cell;; f* is
the labeling restricted to the cell;; f;; and fé are the labels of pixel p and g respectively.
Then, the global energy function is

n/C

E(f)=>_Ei(f"), (6.3)
=1

where n/C is the number of cells in the cellular matrix model, such that

PP\ JPuje =P,
M JNas Ny = N

Note that in Equation 6.2, the frontier pixels' are counted in f*, P;, and N;. Therefore,

(6.4)

the contributions of frontier pixels can be computed twice by adjacent cells, in the global
energy function of Equation 6.3. This has no impact on the validity of the evaluation.

The global energy change incurred by the move of cell; is given by

AE(f, ') = Ei(f) — Ei(f) (6.5)

"'We refer to frontier pixels as the pixels that locate on the cell frontiers, according to the cellar matrix
partition of the image.
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where f, f' are the labelings before and after the move respectively. Then, a local move
that improves the cell local cost necessarily improves the global energy, as long as the
frontier pixels of this cell are not moved by other threads at the same time. We call this
situation mutual exclusion, and we propose a specific strategy for the mutual exclusion

guarantee, called “dynamic change of cell frontiers” and explained in the next section.

Equation 6.2—Equation 6.5 correspond to the local evaluation on the cell level. A
finer-grained local evaluation could be carried out on the pixel level. Since a single-
pixel move only changes the data cost of this pixel and four pairs of smoothness costs
(suppose this pixel is not on image border), the energy difference introduced by the

move of a single pixel p at the position (z,y) can be computed by

AE(f, f)=Dp(fp) + X Y Voalforfo) = Dp(F)) =X D Viglfpi fa), (6.6)
{p.a}eN, {p.ayeN,

where f,, fz'j are the labels of p before and after the move respectively; Np is a set of four
pairs consisting of p with its upper, lower, left, and right neighboring pixel respectively,

ie.

Ny = {{(z,y), (@.y=1)} {2, 9), (2, y+ D)} {(2,9), @=Ly} {(z,y), (@ +1,9)}}. (6.7)

Then in this case, the mutual exclusion corresponds to the situation that no other thread

is moving either p or its four neighboring pixels while one thread is moving p.

In DLS, if a small move operator is employed, which only moves one pixel at a time,
we could use either pixel-level local evaluation or cell-level local evaluation. But clearly,
the pixel-level local evaluation is faster since it only computes on related pixels while
the cell-level one will compute on all the pixels in the cell. If a large move operator is
employed, which simultaneously moves multiple pixels in a cell, we should choose the
cell-level local evaluation. The designs of small move operators and large move operators

are given in Section 6.4.

6.3.4 Management of Cell Frontier Access

During the parallel operation, the coherence of local evaluation with mutual exclusion
is violated by conflict operations. A conflict operation occurs when a same pixel or two
neighboring pixels is/are being evaluated and moved simultaneously by two threads.
Conflict operations only happen on frontier pixels, which are the pixels on the cell
frontiers according to the cellular matrix partition of the image. This is because in our

data structures, a cell contains its frontier pixels. Therefore, a frontier pixel is included
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by more than one cell, and it might be handled by more than one thread at the same
time. By contrast, a non-frontier pixel is exclusively included by only one cell, hence it

is handled by one thread all the time.

We propose two strategies in order to eliminate the conflict operations in DLS. In the
first strategy, called dynamic change of cell frontiers (DCCF), we limit the move to the
internal pixels of a cell only. Cell frontier pixels remain at fixed locations, and they
are not concerned by local moves so that exclusive access of the thread to its internal
region delimited by the cell, is guaranteed. A problem that arises is how to manage cell
frontier pixels and make them participate in the optimization process. As a solution,
the cellular matrix decomposition is dynamically changeable from the CPU side before
the application of a round of DLS operations. At different moments, the cellular matrix
decomposition slightly shifts on the input image in order to change the cell frontiers and
consequently the fixed pixels. For a given cellular matrix decomposition, cell frontier

pixels are then fixed and not allowed to be moved by current DLS operations.

In DLS, if a small move operator is employed, which only moves one pixel at a time, we
only need the pixel-level local evaluation for fast execution. In this case, even though the
DCCEF strategy still works, we propose another strategy, called synchronized execution,
to guarantee the mutual exclusion on pixel level in a faster way. In this strategy, cell
frontier pixels are not fixed, and the cellular matrix decomposition is constant. DLS
operations for pixels in the same cell are carried out in a deterministic order. Parallel
operations among different cells are highly synchronized, and they are performed on

pixels far away from each other.

We have implemented the two strategies. The synchronous strategy allows for faster
execution with only single pixel moves. The dynamic change strategy allows for more
complex operators in larger neighborhood, moving a set of pixels instead of a single pixel.
This strategy is then retained as the main solution for cell frontier management in our

proposed DLS framework. We now detail the implementations of the two strategies.

6.3.4.1 Dynamic Change of Cell Frontiers (DCCF)

In this strategy, we fix cell frontier pixels and do not allow any DLS move operations on
them. Note that the cell frontier pixels are decided by the cellular matrix decomposition.
Then, if we change the cellular matrix decomposition, the cell frontier pixels change
at the same time: some previously fixed pixels become free to move while some
previously unfixed pixels turn to fixed. After a few times of changing the cellular matrix

decomposition, all pixels can be made participate in the optimization process. The
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Dynamic change of cell frontiers

O non-frontier pixels that can move
@ frontier pixels that are fixed
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FIGURE 6.2: An example of dynamic change of cell frontiers. Red circles represent
pixels. Rectangular partition delimits pixels into different cells of the cellular matrix
decomposition. In (e) different colors mean different times that pixels have
participated in the optimization process after the four DLS operation periods with the
four cellular matrix decompositions of (a)—(d).
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change of the cellular matrix decomposition dynamically happens during the whole DLS

algorithm.

The DCCF can be implemented by simply shifting the cellular matrix decomposition in
the plane. Such an example is illustrated in Figure 6.2. The center position and the cell
radius R together decide the cellular matrix decomposition. In (a), the center position
is the pixel pg denoted by a black circle, and the cell radius R is 3. In this example,
we only analyze the 49 pixels that locate in the center cell according to the cellular
matrix decomposition defined by (a). In (a)—(d), the red pixels are cell frontier pixels
which are fixed, according to the respective cellular matrix decompositions. Compared
with (a), the cellular matrix decomposition in (b) is shifted in the horizontal direction
with the new center position p; which is three-pixel right of pg; the cellular matrix
decomposition in (c) is shifted in the vertical direction with the new center position po
which is three-pixel up of pp; the cellular matrix decomposition in (d) is shifted in the
lower-left-to-upper-right diagonal (secondary diagonal) direction with the new center
position ps which is three-pixel upper-right of pg. So, starting from the cellular matrix
decomposition of (a) and then after a round of the three shifts of (b)—(d), any of the
49 pixels becomes unfixed for at least one time, so as to participate in the optimization
process for at least one time. As indicated in (e), some of the pixels have participated

for two times, while some of the pixels have participated for four times.

In the DCCF strategy, multiple pixels in one cell can be moved together as long as
they are not fixed. Also, pixels at arbitrary positions could be moved at arbitrary
period of the DLS process. These properties increase the various possibilities compared
with the synchronized execution strategy. However, additional costs for storing and
dynamically switching different cellular decompositions are necessary. This method of
cellular matrix changes is retained for our framework since it is more general than the

synchronous strategy.

6.3.4.2 Synchronized Execution

In this strategy, cell frontier pixels are not fixed, and the cellular matrix decomposition is
constant. In every cell, operations are performed one by one on pixels in a deterministic
order. The order is the same for different cells. An example of the synchronized execution
is illustrated in Figure 6.3. The DLS operations in a cell consist of 49 execution steps:
one pixel is dealt with at each step. Starting for the center pixel, operations are carried
out on pixels one by one in a counter-clockwise order until all the 49 steps are finished.
To guarantee that no conflict occurs, execution steps in different cells are synchronized.

Thus, parallel DLS operations among different cells are performed at a same pace. At
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Synchronized execution pattern
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FIGURE 6.3: Synchronized execution pattern. Red circles represent pixels. Numbers
and dash line arrows indicate the order of execution steps. Rectangular partition
delimits pixels into different cells in the cellular matrix decomposition.

a given time, the DLS operations are at the same execution step in all cells, while the
distributed pixels that are being handled in the same step are far way from each other

so that no conflict will ever happen.

The synchronized execution strategy is specially designed for the fast pixel-level local
evaluation with mutual exclusion, when only small move? operators are employed in the
DLS. However, the drawback of this strategy is that it limits the variety of operator
behaviors. For example, if we want to make a move on an arbitrary pixel in a cell
meanwhile make another move on an arbitrary pixel in another cell, or if we want to

3 on some randomly picked pixels in a cell, these situations can not

make large moves
be allowed. Hence, this strategy appears to be too restrictive even if easy to implement
and fast. By contrast, the DCCF strategy can eliminate conflict operations without

sacrificing the diversification of DLS operator behaviors.

6.4 Neighborhood Operators

In this section, we present different neighborhood operators that we design for the
DLS algorithm applied to the elastic grid matching. We use the notations of labeling
problems to present these operators. Move operations in a given neighborhood structure

correspond to changing labels of pixels in the corresponding labeling space. Operators

2A small move operation only moves one pixel at a time.
3A large move operation simultaneously moves multiple pixels in a cell.
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are classified between small moves and large moves. In the first case, only a single pixel
from the cell moves at a time; in the second case, larger sets of pixels from a cell can

simultaneously move.

6.4.1 Small Move Operators

In a move operation, if only one pixel moves meaning that only one pixel’s label is
changed, this kind of move operation is called small move operation. We designed two

small move operators: local move operator and propagation operator.

6.4.1.1 Local Move Operator

A move operation can be viewed as moving the considered pixel around its current
position within the range of a given window. Then, a local move operator applies an
increment/decrement to the current label of the considered pixel. An example of the
neighborhood in the matched grid, where the movement takes place, is presented in
Figure 6.4 (a), where the current label of the moving pixel p (center red circle) is f,.
All the candidate labels within a squared movement window with radius of 2 are listed.
Each candidate label, corresponding to a position in the window, is obtained by adding
an incremental /decremental displacement to the current label. Twenty-four candidate
labels are indicated in Figure 6.4 (a). The center position of the window corresponds to
the position of the considered pixel. Therefore, the local move operations can be viewed
as moving the considered vertex (pixel) in the matcher grid, around its current position

in the plane and within the range of the movement window.

Two parameters of the local move operator are the radius of the movement window
and the scale factor of the movement. The radius defines the movement range of the
operator while scale defines the moving step size. In the example of Figure 6.4 (a),
radius = 2 and scale = 1. Here, scale = 1 means that the movements are based on the
pixel wise precision. A move from f, to f, + (—1,0) means moving the considered pixel
to the left-hand side by one pixel. If we set scale less than 1, for example scale = 1/2,
then the movements are based on the sub-pixel wise precision, and a move from f, to
fp + (—1,0) means moving the considered pixel to the left-hand side by half pixel. In
the example of Figure 6.4 (a), the movement window is a squared window. It could also
be hexagonal window or rhombus window in our implementation, independently of the

particular topology.
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FIGURE 6.4: Two small move operators. Red circles represent pixels. f represents
label. In (a), small squares in the movement window represent positions in the plane.
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6.4.1.2 Propagation Operator

A propagation operator takes the labels of the considered pixel’s neighboring pixels, as
the candidate labels, and it replaces the current label with the best one found in the
propagation window. It “propagates” the good label from the neighboring pixels within
the propagation window, to the considered pixel. An example of propagation window
with radius 1 is presented in Figure 6.4 (b), where the grid represents the matcher
grid, and the current label of the considered pixel p (center red circle) is fp. All the
labels of the 8 neighboring pixels are within a squared propagation window with radius
1. Note that in the propagation operator, the definition of neighboring pixels are not
only restricted to the standard 4-connected neighborhood system (as in the smoothness
energy term), and all the pixels locate in the propagation window are neighboring pixels
of the center considered pixel. The propagation operator can be viewed as moving
the considered vertex (pixel) in the matcher grid, toward the current position (in the
plane) of its neighboring vertex (in the topological grid) in order to be next to the
neighboring vertex in the plane. This operator respects the smoothness constrains in
visual correspondence applications that pixels belonging to the same object tend to move

together.

The radius of the propagation window is the only parameter of the operator. Normally
a radius of 1 which includes 8 neighboring pixels is enough. Note that in our
implementations, the propagation window could also be hexagonal window or rhombus

window.

6.4.2 Large Move Operators

Large move operators consider multiple pixels. We design two groups of large move

operators: random pizels operators and random window operators.

6.4.2.1 Random Pixels Move Operator

A random pizels move operator randomly picks several pixels in the considered cell, and
it assigns a same candidate label to these pixels. An exemplary move of such an operator
from the original labeling as shown in Figure 6.5, is illustrated in Figure 6.6 (a) where five
randomly picked pixels in the black-line circles are the considered pixels, and they are all
assigned with label of 3. The operator can be viewed as moving the considered vertices
(pixels) in the matcher grid together toward a same direction, where each considered
vertex is moved with the same displacement from its original position in the plane before

any movement.
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original

FIGURE 6.5: A labeling example. Vertices represent pixels. Different numbers
represent different labels. Rectangular partition delimits pixels into different cells in
the cellular matrix model. Note that this labeling example is used as the original
labeling in order to explain different large move operators in Figures 6.6 and 6.7.

The only parameter is picked Number which indicates the number of pixels the operator
randomly picks. The value of picked Number should be no larger than the cell size (the

number of pixels in a cell).

6.4.2.2 Random Pixels Jump Operator

A random pizels jump operator picks pixels in the same way as the random pixels
move operator, and it applies a same increment/decrement to the current labels of the
considered pixels. An exemplary move of such an operator from the original labeling
in Figure 6.5, is illustrated in Figure 6.6 (b) where five randomly picked pixels in the
black-line circles are the considered pixels, and their labels are all added by 2. The
operator can be viewed as moving the considered vertices (pixels) in the matcher grid
together toward a same direction, where each considered vertex is moved with the same
displacement from its current position in the plane. The difference between the random
pixels move operator and the random pixels jump operator is that the former operator
moves vertices based on their original positions in the plane before any movement, while
the latter operator moves vertices based on their current positions in the plane. The
only parameter is picked Number which has exactly the same function as in the random

pixels move operator.
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F1GURE 6.6: Example of random pixels operators. Vertices represent pixels. Different
numbers represent different labels. Rectangular partition delimits pixels into different
cells in the cellular matrix model. Note that the move operations by respective
operators, are all based on the original labeling in Figure 6.5.

6.4.2.3 Random Pixels Expansion Operator

A random pizels expansion operator randomly picks two groups of pixels, where pixels
in the same group have the same label. It “expands” the label of one group to the
other, setting the labels of all the pixels in the second group with the same label as
the first group. An exemplary move of such an operator from the original labeling in
Figure 6.5, is illustrated in Figure 6.6 (c). Four randomly picked pixels with label of 1
in the black-line circles, are the first group of considered pixels; two randomly picked
pixels with label of 5 in the black-dash-line circles, are the second group of considered

pixels. In Figure 6.6 (c), the operator expands the label of the first group to the second
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group, setting the labels of the two considered pixels in the second group with label of
1.

The only parameter is max Picked Number which indicates the max number of pixels the
operator is allowed to randomly pick for each group. The value of maxPicked Number
should be no larger than the cell size. Then for a given group, the actual number of
considered pixels need to be picked is determined by randomly choosing a number from 1
to max Picked Number. This operator is inspired by the expansion move in some binary

graph-cut implementations (see next operator).

6.4.2.4 Random Pixels Swap Operator

A random pizels swap operator picks pixels in the same way as the random pixels
expansion operator. It “swaps” the labels of the two groups, setting the labels of all the
pixels in the second group with the label of the first group, meanwhile setting the labels of
all the pixels in the first group with the label of the second group. An exemplary move of
such an operator from the original labeling in Figure 6.5, is illustrated in Figure 6.6 (d).
Four randomly picked pixels with label of 1 in the black-line circles, are the first group
of considered pixels; two randomly picked pixels with label of 5 in the black-dash-line
circles, are the second group of considered pixels. In Figure 6.6 (d), the operator sets
the labels of the two considered pixels in the second group with label of 1, and it sets
the labels of the four considered pixels in the first group with label of 5. The only
parameter is max Picked Number which has exactly the same function as in the random

pixels expansion operator.

The designs of random pixels expansion operator and random pixels swap operator are
inspired by the a-expansion move and the a-B-swap move in [BVZ01, Vek99], where the
authors use these two moves to find local minimum for the labeling problem by binary
graph cuts [FF62, BK04].

6.4.2.5 Random Window Move Operator

A random window move operator picks a fixed-sized window of pixels at a random
position within the considered cell, and it assigns a same candidate label to all the
pixels in this picked window. An exemplary move of such an operator from the original
labeling in Figure 6.5, is illustrated in Figure 6.7 (a) where a square window with radius
of 1 is randomly picked, containing the nine considered pixels denoted by black-line
circles. The operator assigns the labels of the nine considered pixels with label of 2.

The operator can be viewed as moving a window of vertices (pixels) in the matcher grid
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F1GURE 6.7: Example of random window operators. Vertices represent pixels.
Different numbers represent different labels. Rectangular partition delimits pixels into
different cells in the cellular matrix model. Note that the move operations by
respective operators, are all based on the original labeling in Figure 6.5.

together toward a same direction, where each considered vertex is moved with the same

displacement from its original position in the plane before any movement.

The only parameter is pickedWindow Radiu which indicates the radius of the randomly
picked window of considered pixels. In Figure 6.7 (a) pickedWindowRadiu is set to
1. Note that in our implementations the window could also be hexagonal window or

rhombus window.

6.4.2.6 Random Window Jump Operator

A random window jump operator picks pixels in the same way as the random window
move operator, and it applies a same increment/decrement to the current labels of all the
pixels in this picked window. An exemplary move of such an operator from the original
labeling in Figure 6.5, is illustrated in Figure 6.7 (b). The labels of the nine considered
pixels are all added by 2. The operator can be viewed as moving a window of vertices
(pixels) in the matcher grid together toward a same direction, where each considered
vertex is moved with the same displacement from its current position in the plane. The
difference between the random window move operator and the random window jump
operator is similar to the difference between the random pixels move operator and the
random pixels jump operator: the moves of the former are based on original positions
in the plane before any movement, while the moves of the latter are based on current

positions in the plane. The only parameter of the random window jump operator is
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pickedWindow Radiu which has exactly the same function as in the random window

move operator.

6.5 DLS with Multiple Operators Under VNS Framework

We present the main GPU CUDA program that implements our DLS algorithm. The
kernel calling sequence from the CPU side allows applications of different operators in
the spirit of VNS and manages dynamic change of cellular matrix frontiers. According
to our previous experiments, the repartition of tasks between host (CPU) and device
(GPU) is actually the best compromise we found to exploit the GPU CUDA platform

at a reasonable level of computation granularity.

6.5.1 DLS Execution Pattern from Host Side

The flow chart executed from the CPU side is presented in Figure 6.8. The data transfer
between the CPU side and the GPU side only occurs at the beginning and the end of
the algorithm. The two kernels that are called from the CPU side and executed on GPU

are: the random number generation kernel and the DLS kernel.

On the GPU side, random numbers are needed for random move operators. The random
numbers are generated in advance by the random number generation kernel stated in
Subsection 3.5.4. This kernel is regularly called during the algorithm according to the

random number generation rate.

It is the CPU side that controls DLS kernel calls with different operators executed within
the dynamic change of cell frontiers (DCCF) pattern for frontier cells management. With
several neighborhood operators in hand, we use them under the VNS framework in order

to enhance the solution diversification.

6.5.2 DLS Main Kernel

The generic loop template is instantiated with one single DLS operator working,
based on one cellular matrix decomposition, as illustrated in Kernel 11. In the input
parameter list, currentCellular M atrixz indicates which cellular matrix decomposition
is currently used so that the F'Get.initialize function can set corresponding cell
frontier pixels fixed. The FGet.get function picks one pixel or multiple pixels
that are not fixed. Based on the picked pixel/pixels, all the neighbor solutions
G will be sequentially generated by FNeighborhood.get, and then be evaluated by
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FIGURE 6.8: Flowchart of DLS implementation.

FEnergy.Cell Level Evaluation. Cell-level local evaluation is employed in order to allow

multiple pixels to move together.

If the neighbor solution is better, the procedure

replaces the current solutions Gy with G, through F Neighborhood.move. Note that in

our practical implementation, the contribution after the neighborhood move is evaluated

by FEnergy.Cell Level Evaluation, as indicated in Line 8 of Kernel 11, but the energy

before the neighborhood move is not necessarily computed every time. It only needs

to be done at the beginning of the DLS loop and stored as the current energy of the

cell. Then in each execution of Line 8, the new energy after the neighborhood move,

computed by F'Energy.Cell Level Evaluation, is compared with the current energy, and

it replaces the current energy if the new energy is lower.
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Kernel 11: DLS loop in the DCCF pattern.

// For each cell; of cellular matrix WD x HD, do:
Input: Gi, Go, cell;, FGet, F'Neighborhood, F Energy, currentCellular M atriz
begin
FGet.initialize(cell;, currentcellularmatriz); ;
while FGet.next(cell;) do
pizels + FGet.get(cell;, Gy); ;
F Neighborhood.initialize(cell;, pixels); ;
while F Neighborhood.next(cell;) do
G < FNeighborhood.get(cell;, pixels); ;
if FEnergy.Cell Level Evaluation(GY, Ga, cell;) <
FEnergy.Cell Level Evaluation(G1, Ga, cell;) then
L G1 <+ F Neighborhood.move(cell;, pixzels, GY); ;

return; ;

6.6 Conclusion

We have proposed the distributed local search (DLS) algorithm to handle elastic image
matching. The GPU CUDA implementation consists of an instantiation of the main
projection loop on device side, together with a kernel calling sequence on different
operators and cellular matrix decompositions controlled from the CPU side. We have
provided a solution to the problem of frontier pixel access by the use of dynamic changes
of cell frontiers in the cellular matrix decomposition. Evaluations can be performed
locally inside a cell, then guaranteeing a true evaluation of the global energy function.
We have detailed operators in two classes: the first class contains the single pixel move
operators (small neighborhood); the second class contains large move operators (large
neighborhood). We have presented the details of algorithms from host and device sides,
describing data transfers, kernel calls, and the main kernel function of DLS loop. The
next chapter will deal with experimental evaluations of performances on standard elastic

grid matching problems.



Chapter 7

Experimental Study of DLS to

Visual Correspondence

7.1 Introduction

In this chapter, we experiment on the DLS algorithm applied to visual correspondence
applications. First, we apply DLS to stereo matching, since comparative evaluations
on energy minimization is relatively easy due to the many state-of-the-art methods
that are freely available in software form. We evaluate operators individually, with
different parameter settings. We also evaluate different combinations of operators, and
different initializations, under the VNS framework we proposed. Then, we turn to
comparative evaluations with graph-cut methods, belief-propagation methods and others.
Comparative evaluations are performed according to the growing size of instances in
order to evaluate the general evolution tendency of the GPU acceleration factor. All the
analyses are performed on the stereo matching problems. Afterwards, we apply DLS to
optical flow at the end of the chapter, with reporting visual results and ground truth
evaluations performed on standard benchmarks. In that case, will be mentioned the

problem of the correlation between energy minimization and ground truth evaluation.

7.2 Evaluation of Operators

In this section, we test different DLS operators with stereo matching application. We
follow in the footsteps of Boykov et al. [BVZ98], Tappen and Freeman [TF03], and
Szeliski et al. [SZS™T08], using a simple energy function for stereo, applied to benchmark
images from the widely used Middlebury stereo data set [SS03]. The labels are the

109
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disparities, and the data costs are the absolute color differences between corresponding
pixels for each disparity, as defined in Equation 2.14. For the smoothness term in
energy function, we use a truncated linear cost as the piecewise smooth prior defined in
Equation 2.21 where u,, =1, C'= 2, and || - || is the L1 norm. The smoothness weight

parameter A is set to 20.

We use DLS with the dynamic change of cell frontiers (DCCF) pattern. Since the
purpose of the evaluation of operators is to analyze the potentials of different operators in
terms of minimizing the energy function, we set the stop condition of DLS to convergence,
in order to get the most out of operators. To be more specific, we stop the algorithm
after 10 external iterations without lower energy found in any cell (by any thread). Note
that this stop condition may significantly prolong the execution time of the algorithm,
and it is only for the experimental purpose of this section. More often, we should set a
reasonable number of external iterations in order to achieve a good compromise between
energy and execution time, just like what we do during the experiments of the other

sections in this chapter.

Instead of reporting the absolute energy values, we report the percentage deviation
to the best known solution (lowest energy) as the %PDB value. We choose the
best solution from the executions of several state-of-the-art energy minimization
methods! from the literature, including the tree-reweighted message passing (TRW)
[WIWO05, SZS108], graph cuts (GC) [BVZ01, BK04, SZST08|, and belief-propagation
(BP) [Peald, TF03, SZST08]. Then, we compute the %PDB value as %PDB = (DLS

energy — lowest energy) x 100/lowest energy.

7.2.1 DLS with Single Operator

In Figure 7.1, are reported the experimental results of DLS with only one operator, on the
T'sukuba (384 x 288) image benchmark with the maximum number of labels (representing
disparities) set to 16. We test the random window move operator, the random pizels
move operator, and the random pizels expansion swap operator?, respectively. Results
show that for the random pixels move operator, larger picked Number values lead to
faster convergences toward higher energies, while smaller picked Number values lead
to slower convergences toward lower energies. For the random pixels expansion swap
operator, the mazx Picked N umber value has more impact on energy than execution time,

and it produces lowest energy with max Picked Number value set to 75. The random

'For all the tested energy minimization algorithms, we wuse the original codes from
http:/ /vision.middlebury.edu/MRF /code/.

2The random pizels expansion swap operator combines the random pizels expansion operator and the
random pizels swap operator together, selecting the best move of these two operators to act.
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FicUre 7.1: DLS with single operator on the Tsukuba benchmark. The z-axis shows
execution time and the y-axis shows the % PDB value computed according to the
lowest energy found by the TRW approach [WJWO05, SZS*08]. All the results are
mean values over 10 runs. Acronyms: “pwr” stands for pickedWindow Radiu; “pn”
stands for picked Number; “mpn” stands for max Picked Number.

window move operator produces lowest energy with maxPickedNumber value set to
3, among the four pickedWindow Radiu values. Best compromises between energy and

execution time look provided by the random pixels expansion swap operator.

7.2.2 DLS with Combination of Operators

We also test DLS with combination of multiple operators under the proposed VNS
framework as stated in Subsection 6.5. At each external iteration, different operators
are applied to the DLS kernel one by one. The eleven combinations of operators that we
have tested are listed in Figure 7.2 (b), and their experimental results on the Tsukuba

(384 x 288) image benchmark are depicted in Figure 7.2 (a).

In principle, more operators tend to lead to better diversification for solution, hence lead
to lower energies. This is supported by the result of the most complex combination—
“local move + propagation 4+ random window move + random pixels move + random
pixels expansion swap”—which is composed of 5 operators and produces the lowest
energy. Another observation is that the combinations which include the random pixels
expansion swap operator are more likely to find lower energies than other combinations.
We think this is due to the highly stochastic nature of the random pixels expansion
swap operator, where two randomly picked groups of pixels are considered. Also, the

combination of “propagation + random pixels expansion swap” seems like a good choice,
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Ficure 7.2: DLS with different operator combinations, on the Tsukuba benchmark.
The z-axis shows the execution time and the y-axis shows the %P DB value computed
according to the lowest energy found by the TRW approach. All the results are mean
values over 10 runs.



Chapter 7. Ezxperimental Study of DLS to Visual Correspondence 113

12
10 0

m 8 * ]
(o)
Q.
S 6 A

>

= o

o 4 X W
Ll ! - A

2
0 T T T T 1
0 100 200 300 400 500
Execution time (s)
(a) results
symbol init number of operator names
operators

'S 0 2 local move + random pixels expansion swap

| 0 3 local move + propagation + random pixels expansion swap

A 0 5 local move + propagation + random window move + random pixels move

+random pixels expansion swap

& random 2 local move + random pixels expansion swap

O random 3 local move + propagation + random pixels expansion swap

A random 5 local move + propagation + random window move + random pixels move

+random pixels expansion swap

X WTA 2 local move + random pixels expansion swap

X WTA 3 local move + propagation + random pixels expansion swap

+ WTA 5 local move + propagation + random window move + random pixels move

+random pixels expansion swap

(b) combinations of operators

FiGure 7.3: DLS with different solution initializations, on the Tsukuba benchmark.
The z-axis shows the execution time and the y-axis shows the %PDDB value computed
according to the lowest energy found by the TRW approach. All the results are mean
values over 10 runs.
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since it produces relatively lower energy than most of the others, with the shortest
execution time. Therefore, we use this combination of operators for our comparative
experiments between DLS and other state-of-the-art energy minimization methods,

reported in Section 7.4.

7.3 Influence of Solution Initialization

The results obtained by local search metaheuristics are usually sensitive to the initial
state of solution, especially in high-dimensional spaces with non-convex energies (such
as those that arise in vision) due to the huge number of local minima [SZST08]. We
experiment on three different solution initializations: (1) “0 init” where DLS is started
with all labels set to 0; (2) “random init” where DLS is started with each label set to a
random value from 0 to the maximum label value (the largest disparity); (3) “WTA init”
where we assign each pixel the label with the lowest data cost in a winner-take-all round.
Results are reported in Figure 7.3. In each initialization case, we test three combinations
with 2, 3, and 5 operators respectively, as listed in Figure 7.3 (b). According to the
results shown in Figure 7.3 (a), “0 init” takes the least execution time in average, while
“random init” takes the most execution time in average. “W'TA init” produces the lowest
energies in average. In all the following experiments on stereo matching problems, we

will use “WTA init” as the solution initialization.

7.4 Trace Execution of Different Methods

We compare execution traces of different methods, on the stereo matching benchmarks,
in order to better gauge their respective behaviors with respect to energy minimization
as the number of iterations grows. We compare DLS with six other methods®: iterated
conditional modes (ICM) [Bes86] which is an old approach using a deterministic “greedy”
strategy to find a local minimum; sequential tree-reweighted message passing (TRW-S)
[SZS*08] which is an improved version of the original tree-reweighted message passing
algorithm [WJWO05]; Belief-Propagation-S and Belief-Propagation-M [SZS*08] which are
two updated version of the max-product loopy belief propagation (LBP) implementation
of [TF03]; Graph-Cut-swap and Graph-Cut-expansion which are two graph cuts (GC)
based algorithms proposed in [BVZ01] and implemented in [BK04]. For DLS, we use
the operator combination of “propagation + random pixels expansion swap”. We run

DLS for 100 iterations and report both the energy and the execution time after each 10

3For all the tested energy minimization algorithms, we use the original codes from
http:/ /vision.middlebury.edu/MRF /code/.
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FIGURE 7.4: Different energy minimization methods on Tsukuba (384%288) stereo
matching benchmark with large disparity range. The disparity range is set to 64
pixels. Note that the execution time is shown on the z-axis using a log scale. The
lower chart is a zoom-in of the upper chart.

iterations. Other methods have no preset number of iterations and they stop running
after no lower energy can be found. Among these methods, results of ICM are reported
after each 5 iterations, while results of the other methods are reported iteration by
iteration. For each experiment group, the %PDB value is computed according to the

lowest energy found among all the tested algorithms in the current experiment group.

We firstly report the trace execution for a small size benchmark Tsukuba (384 x288)
with a large (relatively large compared with image size) disparity range of 64 pixels.
Results are plotted in Figure 7.4, where the lower chart is a zoom-in of the upper
chart. The lowest energy is obtained by TRW-S. Here, DLS generates a relatively
higher energy compared with other methods (except for ICM) but with %PDB value
less than %5. We then experiment on a large size benchmark Teddy (900x750) with a
small (relatively small compared with image size) disparity range of 64 pixels. Results
are plotted in Figure 7.5. In this case, the lowest energy is obtained by DLS. All the
other methods generate higher energies with %P DB value larger than %2. Afterwards,
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FIGURE 7.5: Different energy minimization methods on half size Teddy (900x750)
stereo matching benchmark with small disparity range. The disparity range is set to
64 pixels. Note that the execution time is shown on the x-axis using a log scale. The
lower chart is a zoom-in of the upper chart.

we experiment on the same Teddy (900x750) benchmark with a large disparity range of
128 pixels. At this time, the Belief-Propagation-S, Belief-Propagation-M, and TRW-S
algorithms fail to run on our station*, due to the large amount of memory needed for the
large disparity range. But we report the results of other methods anyway in Figure 7.6,
where Graph-Cut-expansion generates the lowest energy, and DLS generates a relatively
higher energy compared with the other two graph cuts based methods (Graph-Cut-
expansion and Graph-Cut-swap) but with %P DB value less that %5. From the results,
it seems that DLS can find lower energy within a small disparity range, when compared
with other methods. Meanwhile, when operating on a large disparity range, there is still
a gap between DLS and other state-of-the-art global methods for energy minimization,

such as the graph cuts based algorithms and the belief propagation based algorithms.

In Figure 7.7 and Figure 7.8, are displayed the disparity maps for the two tested

4The detailed information of our experiment platforms is reported in the introduction section of
Chapter 5.
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FIGURE 7.6: Different energy minimization methods on half size Teddy (900x750)
stereo matching benchmark with large disparity range. The disparity range is set to
128 pixels. Note that the execution time is shown on the z-axis using a log scale. The
lower chart is a zoom-in of the upper chart.

Ground Truth

) Graph-Cut-Swap

(f) Graph-Cut-Expansion
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(g) TRW-S

(h) DLS

FIGURE 7.7: Disparity maps for Tsukuba (384x288) benchmark obtained with
different energy minimization methods. The disparity range is set to 64 pixels.

(d) Belief-Propagation-M
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FIGURE 7.8: Disparity maps for half size Teddy (900x750) benchmark obtained with
different energy minimization methods. The disparity range is set to 64 pixels.

benchmarks. Note that during our experiments, we choose the stereo matching
application but only view it as an energy minimization problem, just focusing on
minimizing energies. The disparity maps obtained from all the tested methods are
the raw results after energy minimization, without any additional post-treatments such
as left-right consistency check, occlusion detection, or disparity smoothing, which are all
treatments specific to stereo matching in order to minimize the errors compared with
ground truth disparity maps. Moreover, as pointed out in [SZS'08], the ground truth

solution may not always be strictly related to the lowest energy.

7.5 Acceleration Factors According to Problem Size

In this section, we focus on the performance of DLS when input size augments. We
experiment on the Teddy benchmark with six sizes from the smallest size of 630x525
to the largest size of 1620x1350. We uniformly set the disparity range to 128 pixels,
for all the sizes. We use DLS with the operator combination of “propagation 4+ random
pixels expansion swap”. We denote this DLS implementation as DLS-GPU. We also
test the counterpart CPU sequential version which is denoted by DLScpu. Moreover,
we test ICM, Graph-Cut-swap, and Graph-Cut-expansion. For Belief-Propagation-S,
Belief-Propagation-M, and TRW-S, they fail to run on our station with the image size
of 900x 750 and larger, due to the large amount of memory needed for the disparity range

with 128 pixels. Therefore, we do not consider these three methods in this section.
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FIGURE 7.9: Stereo matching on Teddy benchmarks with different sizes. (b) and (d)
are zoom-in parts of (a) and (c). The plot in (e) illustrates the acceleration factor
computed according to the slowest method (DLScpu), while the plot in (f) illustrates
the acceleration factor computed according to the method (GC-expansion) that gets
the lowest energy. For the stop condition, the ICM method, and the graph cuts based
methods (GC-expansion and GC-swap) run until convergence when no lower energy
can be further found; the DLS methods (DLS-GPU and DLScpu) run for 100

iterations. The disparity range is set to 128 pixels.

The results of different methods are reported in Figure 7.9. The charts in the second

column of the figure correspond to zoom-in of the first column. The results of ICM,

Graph-Cut-swap, and Graph-Cut-expansion are obtained after convergence (no lower

energy can be further found); the results of DLS-GPU and DLScpu are obtained after

100 iterations.

From top to bottom are reported the energy value as %PDB, the

execution time, and the acceleration factor of each method relative to the slowest method

(DLScpu) and the method (GC-expansion) that gets the lowest energy, respectively. For

each method, the acceleration factor in Figure 7.9 (e) is computed by (execution time

of DLScup / execution time); the acceleration factor in Figure 7.9 (f) is computed
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by (execution time of GC-expansion / execution time). The Graph-Cut-expansion
(GC-expansion) method generates the lowest energies. Hence, all %PDB values are
computed based on the lowest energy found by the Graph-Cut-expansion method. The
ICM method runs fastest but generates very high energies with %PDB values in the
range of 60%—70%. DLS-GPU runs a little slower than ICM but generates much lower
energies with more acceptable %PDB values around 6%. An important observation
is that, among all the tested methods, only the DLS-GPU has an acceleration factor
which increases according to the augmentation of input size. This means that further
improvement could be carried on only by the use of multi-processor platform with more
effective cores. Whereas, we think that DLS with the required combination of operators
looks promising in that it generates new intermediate compromises between time and
quality. Recall that some methods have failed to be applied to large size images. Also,
the acceleration factor for graph-cut methods over the DLScpu clearly decreases as the
image size increases. Larger experiments on larger benchmark sets with large size images

should be conducted near in the future.

7.6 Experimental Results on Optical Flow Benchmarks

In this section, we employ DLS for optical flow applications. In this application, the
DLS is applied in the synchronized execution pattern, using only small move operators
for fast computation. However, we use a complex energy function where the data term
is a window based cost aggregation of the matching cost defined by Equation 2.17.
For the smoothness term, we use a linear cost as the piecewise smooth prior and set
the smoothness weight parameter A (see Equation 2.12) to 0.5. We use DLS with
the operator combination of “propagation + local move” under VNS framework. In
order to obtain flow values with sub-pixel precision, we set the scale parameter of local
move operator to 1/8, and access sub-pixel positions in input images through bilinear
interpolation. We start DLS with random initialization where the flow value of each
pixel is a random value within a certain range. For the occlusion detection, we apply a
left-right cross checking procedure and use a weight median filter [HRB*13] to fill invalid
pixels as post-processing. We test our method with the Middlebury data set [BSL*11]
of optical flow®. The visualized flow value results are shown in Figure 7.10. Detailed
evaluations compared with the top 5 optical flow methods in the Middlebury rank (up
to October 2015) are reported in Table 7.1 and Table 7.2. The average execution time
of DLS for the eight tested benchmarks is 3.1 seconds on our GPU platform, compared
with the average execution time of 573.07 seconds from the sequential CPU counterpart

version, with an average acceleration factor of 173.

Shttp://vision.middlebury.edu/flow/data/
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FI1GURE 7.10: DLS optical flow visualization results on Middlebury benchmarks. The
error is average endpoint error evaluated by the Middlebury website.

TABLE 7.1: Middlebury optical flow evaluation results (Part 1).

Average

endpoint Army Mequon Schefflera Wooden
erI;or (Hidden texture) (Hidden texture) (Hidden texture) (Hidden texture)
all disc  untext all disc  untext all disc  untext all disc  untext

NNF-Local [Mid15a]  0.07  0.20 0.05 0.15 0.51 0.12 0.18 0.37 0.14 0.10 0.49 0.06
PMMST [Mid15a] 0.09 0.21 0.07 0.18 0.51 0.16 0.21 0.42 0.17 0.10 0.33 0.08
OFLAF [KLL13] 0.08 0.21 0.06 0.16  0.53 0.12 0.19 0.37 0.14 0.14 0.77 0.07
MDP-Flow2 [XJM12] 0.08 0.21 0.07 0.15 0.48 0.11 0.20 0.40 0.14 0.15 0.80 0.08
NN-field [CJL113] 0.08 0.22 0.05 0.17  0.55 0.13 0.19 0.39 0.15 0.09 0.48 0.05

DLS 0.27 0.68 0.24 1.64 1.75 2.05 1.05 1.49 1.60 0.77  2.00

0.80
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TABLE 7.2: Middlebury optical flow evaluation results (Part 2).

eAn‘(/i?(?ignet Grove Urban Yosemite Teddy
error (Synthetic) (Synthetic) (Synthetic) (Stereo)
all disc  untext all disc  untext all disc  untext all disc  untext

NNF-Local [Mid15a] 0.41 0.61 0.21 0.23 0.66 0.19 0.10 0.12 0.17 0.34 0.80 0.23
PMMST [Mid15a] 0.51 0.74 0.28 0.24 0.65 0.20 0.11 0.12 0.17 0.37 0.74 0.35
OFLAF [KLL13] 0.51 0.78 0.25 0.31 0.76 0.25 0.11 0.12 0.21 0.42 0.78 0.63
MDP-Flow2 [XJM12] 0.63 0.93 0.43 0.26 0.76 0.23 0.11 0.12 0.17 0.38 0.79 0.44
NN-field [CJL+13] 0.41 0.61 0.20 0.52 0.64 0.26 0.13 0.13 0.20 0.35 0.83 0.21
DLS 1.15 1.57 1.07 245  2.68 1.47 0.46 0.32 1.21 2.26 2.86 4.28

It is a well-known fact that the minimum energy level does not necessarily correlate
to the best real-case matching. Here, we only address energy minimization discarding
too much complex post-treatments necessary for the “true” ground truth matching. We
conclude that a gap in quality remains to be covered with DLS applied to optical flow
yet. In order to improve the matching quality in terms of minimizing the errors to
ground truth only, specially designed terms for detecting typical situations in vision,
such as occlusion, slanted surfaces, and the aperture problem, need to be added in the
formulation of energy function. Furthermore, more complex post-treatments for invalid

flow value fixing and smoothing should also be considered.

7.7 Conclusion

We have experimented on the DLS algorithm applied to visual correspondence applica-
tions including stereo matching and optical flow. The main encouraging result is that
the DLS on stereo matching seems to be the only method that provides an increasing
acceleration factor as the instance size augments, for a result of quality about 4%—6%
deviation to the best known energy value. For all the other approaches, the acceleration
factor, against the slowest sequential version of DLS, is decreasing, except for the ICM
method, which however only produces poor result of about 70% deviation to the best
known energy. Graph cuts based algorithms and belief propagation based algorithms are
well-performing approaches concerning quality, however the computation time increases
quickly along with the instance size. That is why we hope for further improvements or
improved accelerations of the DLS approach with the availability of new multi-processor
platforms with more independent cores. Results of optical flow are evaluated according
to ground truth, not the energy value. It should follow that many tricks are certainly
not yet implemented to make energy minimization coincide to ground truth evaluation.
Results on more benchmarks should be carried on, together with better adjustment of

the method to ground truth evaluation and related modified energy functions.
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Conclusions and Future Work

8.1 Conclusions

Parallel implementation models based on data duplication look adapted to standard
peer-to-peer multi-processors or networks of workstations, since the level of granularity
allows communications by message passing. According to the data decomposition
paradigm, GPU platform looks more suited to the low level of granularity and the
many local interactions that take place, because all processors (threads) have direct
accesses to global memory with high throughput. In this thesis, we have tried to
implement models of “data decomposition, control decentralized, global memory” type,
on GPU platforms. Certainly, granularity of the parallel computation depends on many
compromises between the complexity of the treatments and the requirement for non
divergent codes executed on GPU. The CPU side plays a central role in the management
of kernel calls. However, we have paid a particular attention so that most of the
optimization operations are done in paralle]l. The model we have proposed is called
cellular matrix and it partitions data, defines the level of computation granularity, and
allows generic and systematic association of processing units to the data deployed in the
Euclidean plane. Based on the cellular matrix model, we can perform efficient spiral

search with constant time O(1) in average for uniform distribution.

We have provided a generic framework for Euclidean grid matching problems based on
the cellular matrix model. We have presented topological &means problems formulated
in the framework, and the related parallel k-means procedures of the SOM algorithm.
We have proposed the superpizel adaptive segmentation map (SPASM) algorithm, as
a superpixel image segmentation algorithm, which combines the parallel on-line SOM
structured mesh generation and the parallel batch SOM clustering. The SPASM

algorithm can generate segmentation where the distribution/density of superpixels

123
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coincides with the distribution of some specified attribute of input image, such as edges,

textures, and depths.

We have also proposed the distributed local search (DLS) algorithm and applied it to
visual correspondence applications. In this case, the considered pixel labeling problems
can be viewed as Euclidean grid matching problems and formalized under an energy
minimization framework. Then, we have dealt with the problems as combinatorial
optimization problems by minimizing the energy function through the proposed DLS
algorithm. In DLS, classical drawbacks to address are related to cell frontier management
and solution diversification. In order to eliminate the conflicting operations near cell
frontiers, we have proposed two execution patterns for the DLS algorithm: synchronized
execution pattern and dynamic change of cell frontiers pattern. In order to enhance the
solution diversification, we have designed different neighborhood operators including two
small move operators and six large move operators, so that we can jointly use multiple
operators in the DLS algorithm, combing them under a wvariable neighborhood search

(VNS) framework.

We have performed experiments on GPU platform with CUDA implementations.
For all the three k-means applications, our GPU parallel versions always produce
substantial acceleration over their sequential counterparts. We have evaluated our
GPU implementation of the parallel SOM TSP application, on different large-size
TSP instances from different benchmarks. These instances include 33 TSPLIB [Rei91]
instances with sizes from 1000 cities to 85900 cities and 19 National TSP’s [nat09]
with sizes from 1621 cities to 71009 cities. Our GPU SOM implementations run a
lot faster than the CPU memetic SOM and Co-Adaptive Net, which are two neural
network methods in the literature that perform experimental studies on large size
benchmark instances. The execution time of our GPU implementation increases very
slowly compared to either memetic SOM or Co-Adaptive Net, when the input instance

size augments.

We have conducted experiments on our GPU implementation of the structured meshing
application and its counterpart CPU implementation. The execution time of GPU
version for all six tested images is steady and little. The acceleration factor, which is the
ratio of CPU version’s execution time by GPU, varies from factor 5 to 8. We have also
studied the relationship between execution time and input size of GPU implementation
and its counterpart CPU version, by carrying out experiments with four disparity maps
at small, medium and large scales, respectively. The average acceleration factors of the
three sets are 5, 12 and 39 respectively, as input size grows, which indicate augmentation

of acceleration factor with input size.
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We have tested our SPASM algorithm utilizing two kinds of image attributes as the
density distributions for cluster center initialization with the on-line SOM: image
gradient and disparity value. The SPASM algorithm’s ability of generating adaptive
segmentation with respect to user-specified density distribution has been demonstrated
through these two tests and the comparison of their results. We have compared the
SPASM algorithm with the state-of-the-art SLIC algorithm, on seven input images of
growing sizes, setting different initial superpixel sizes. We have tested both GPU version
and CPU version for both two algorithms. Compared with others, the execution time of
GPU SPASM increases in a linear way with a very weak increasing coefficient, when the
input image size augments. The acceleration factor of GPU SPASM against its CPU

sequential counterpart version is 39 in average for the seven tested images.

For DLS applications, we have carried out experiments on standard benchmarks and in
comparison with state-of-the-art energy minimization approaches. Among all the tested
methods, only DLS has an acceleration factor (either against the slowest sequential
version of DLS or against the graph cuts based method that gets the lowest energy)
which is increasing according to the augmentation of input size, for a result of quality
about 4%—6% deviation to the best known energy value. We think that the results
imply the potentiality of the approach to substantially improve its performance in the
future as more physical cores will be available in GPU. We have applied DLS to optical
flow applications and tested eight benchmarks from the Middlebury data set. The
average execution time is about 3 seconds on our GPU platform, compared with the
average execution time of 573 seconds of the CPU sequential counterpart version, with

an average acceleration factor of 173.

8.2 Future Work

Several future works can be considered as extensions of this thesis. The potential of DLS
could be further verified through systematical experiments on large size benchmarks, as
a continuation of this work on the visual correspondence problems. Particularly, we will
concentrate on the optical flow experiments for which a large set of operators have been

designed in the DLS framework.

We expect that the DLS approach could yield a new standard metaheuristic based on
parallel variable neighborhood search. An attention will be paid to the development
of robust and generic software with object orienting programming (OOP) and meta-
programming, following the continuation of the work already done for the cellular matrix

in different topologies, using functors and template codes.
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The cellular matrix model could be further improved by the introduction of dynamic
load balancing properties. It could be possible, for example, to compute adapted cells
by k-means tools for balanced covering of brute data. Also, recursive decomposition for
computation reduction should be addressed by the means of plane decomposition with
recursive grids, in a way similar to quad-tree, in different topologies. This could allow

the use of new compute capability GPUs with recursive kernel calls.

As standard tools for image processing and vision, parallel k-means and elastic matching
approaches could be combined in different ways to address more complex and composite
problems. For example, a possible formulation could be double-matching, using bi-
directional projection with two grids with both variables and inputs. Also, different
sequential steps in image processing could be merged into more integrated sequences
dealing with grids of same nature. For example, one could compute disparity maps at
the same time as generating some compressed representations with superpixels, meshing

or clustering.

Implementations on different platforms such as clusters, and possibly configurable
systems as field-programmable gate array (FPGA), or specific systems as application-
specific integrated circuit (ASIC), and other system on chip (SoC) architectures, could
be envisaged in the future. These applications could allow better matching of the
algorithms and data structures based on our conceptual cellular matrix model, to

hardware architectures in the future.
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Abstract:

In this thesis, we propose a parallel computing model, called cellular matrix, to provide answers to problematic issues of
parallel computation when applied to Euclidean graph matching problems. These NP-hard optimization problems involve
data distributed in the plane and elastic structures represented by graphs that must match the data. They include problems
known under various names, such as geometric k-means, elastic net, topographic mapping, and elastic image matching.
The Euclidean traveling salesman problem (TSP), the median cycle problem, and the image matching problem are also
examples that can be modeled by graph matching.

The contribution presented is divided into three parts. In the first part, we present the cellular matrix model that partitions
data and defines the level of granularity of parallel computation. We present a generic loop for parallel computations, and
this loop models the projection between graphs and their matching. In the second part, we apply the parallel computing
model to k-means algorithms in the plane extended with topology. The proposed algorithms are applied to the TSP, struc-
tured mesh generation, and image segmentation following the concept of superpixel. The approach is called superpixel
adaptive segmentation map (SPASM). In the third part, we propose a parallel local search algorithm, called distributed
local search (DLS). The solution results from the many local operations, including local evaluation, neighborhood search,
and structured move, performed on the distributed data in the plane. The algorithm is applied to Euclidean graph matching
problems including stereo matching and optical flow.

Keywords: cellular matrix, graph matching, k-means, local search, parallel algorithms, graphics processing
unit (GPU)

Résumeé :

Dans cette thése, nous proposons un modele de calcul paralléle, appelé matrice cellulaire, pour apporter des réponses
aux problématiques de calcul parallele appliqué a la résolution de problemes d’appariement de graphes euclidiens. Ces
problemes d’optimisation NP-difficiles font intervenir des données réparties dans le plan et des structures élastiques
représentées par des graphes qui doivent s’apparier aux données. lls recouvrent des problemes connus sous des ap-
pellations diverses telles que geometric k-means, elastic net, topographic mapping, elastic image matching. lls permettent
de modéliser par exemple le probleme du voyageur de commerce euclidien, le probléeme du cycle médian, ainsi que des
problemes de mise en correspondance d'images.

La contribution présentée est divisée en trois parties. Dans la premiere partie, nous présentons le modele de matrice
cellulaire qui partitionne les données et définit le niveau de granularité du calcul paralléle. Nous présentons une boucle
générique de calcul parallele qui modélise le principe des projections de graphes et de leur appariement. Dans la deuxieme
partie, nous appliquons le modele de calcul paralléle aux algorithmes de k-means avec topologie dans le plan. Les
algorithmes proposés sont appliqués au voyageur de commerce, a la génération de maillage structuré et a la segmentation
d’image suivant le concept de superpixel. Lapproche est nommée superpixel adaptive segmentation map (SPASM). Dans
la troisieme partie, nous proposons un algorithme de recherche locale parallele, appelé distributed local search (DLS).
La solution du probléme résulte des opérations locales sur les structures et les données réparties dans le plan, incluant
des évaluations, des recherches de voisinage, et des mouvements structurés. Lalgorithme est appliqué a des problémes
d’appariement de graphe tels que le stéréo-matching et le probleme de flot optique.

Mots-cles : matrice cellulaire, I'appariement de graphes, k-means, recherche locale, algorithmiques par-
alleles, graphics processing unit (GPU)
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