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Inférer des Objets Sémantiques du Web Structuré

Marilena Oita

Résumé

Cette thèse se concentre sur l'extraction et l'analyse des objets du Web, selon
différents points de vue: temporel, structurel, sémantique.

Nous commençons par une étude qui porte sur la compréhension des dif-
férentes stratégies et meilleures pratiques pour inférer les aspects temporels
des pages Web. Pour cette �nalité, on présente plus en détail une approche
qui utilise des statistiques sur les �ux du Web.

Nous continuons par la présentation de deux techniques basées sur des
mots-clés pour l'extraction d'objets, dans le cadre des pages Web générées
dynamiquement par des systèmes de gestion du contenu. Les objets que
nous étudions dans ce contexte correspondent à des articles du Web. Les
mots-clés, acquis automatiquement par une analyseTf� Idf des pages Web
ou extraits en utilisant les �ux Web associés à ces pages, guident le processus
d'identi�cation d'objets, soit au niveau d'une seule page Web (SIGFEED),
soit sur plusieurs pages différentes qui partagent le même modèle (FOREST).

Nous décrivons également un cadre général qui vise à découvrir le mod-
èle sémantique des objets du Web caché. Dans ce contexte, l'objets sont
représentés par des enregistrements de données. Ce cadre utiliseFOR-
EST pour l'identi�cation des enregistrements dans la page et se base sur
l'alignement des instances extraites et des objets mêmes, par rapport à des
similitudes de type représentées avecrdf:typedans un graphe étiqueté. Ce
graphe est ensuite aligné avec une ontologie générique commeYAGO, pour
la découverte des types et leur relations par rapport à l'entité de base qui est
résumé par le formulaire Web.

Mots Clefs: extraction de l'information, recherche d'information, détection de changement,
Web profond, ontologies

Termes: algorithmes, expérimentation
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Cette thèse est redigée en anglais, mais nous fournissons un résumé en français dans
la Partie 4 de ce manuscrit.

iv



Deriving Semantic Objects from the Structured Web

Marilena Oita

ABSTRACT

This thesis focuses on the extraction and analysis of Web data objects,
investigated from different points of view: temporal, structural, semantic.

We �rst survey different strategies and best practices for derivingtemporal
aspects of Web pages, together with a more in-depth study on Web feeds for
this particular purpose, and other statistics.

Next, in the context of dynamically-generated Web pages by content man-
agement systems, we present two keyword-based techniques that perform
article extraction from such pages. Keywords, either automatically acquired
through aTf� Idf analysis, or extracted from Web feeds, guide the process
of object identi�cation, either at the level of a single Web page (SIGFEED),
or across different pages sharing the same template (FOREST).

We �nally present, in the context of the deep Web, a generic framework
that aims at discovering the semantic model of a Web object (here, data
record) by, �rst, usingFORESTfor the extraction of objects, and second,
representing the implicitrdf:typesimilarities between the object attributes
and the entity of the form as relationships that, together with the instances
extracted from the objects, form a labeled graph. This graph is further
aligned to an ontology likeYAGO for the discovery of the unknown types
and relations.

Keywords: Information Extraction, Information Retrieval, Change Detection, Deep Web, On-
tologies

Terms: Algorithms, Experimentation
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This thesis is written in English, excepting for Part 4, where we provide a French
extended abstract.
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PART I. INTRODUCTION Research Context

§ 1. Research Context

Ephemeral Web content The need for fully automatic techniques to index, query, and
process Web pages for the extraction of signi�cant content is growing with the size of
the Web. Ways to control the information explosion and to make sense out of it is an
important axis of research, whose relevance increases with everyone's possibility of
producing information.

In the “communication revolution”, distributing content so that it can have the greatest
impact is one of the main concerns of content producers. On the other hand, �nding the
best information for one's needs by monitoring1 and �ltering publishing sources based
on interests2 is essential for a Web content consumer.

In this context, which underlies a multi-optimization problem, Web feeds have a great
potential.

More and more present on the Web, Web feeds (in either RSS or Atom formats), are
XML-based documents that characterize the dynamic part (“hub”) of a Web site. By
revealing a short summary of each new article which is published on a Web site, Web
feeds help subscribers to keep up with what is the most recent and interesting Web
content for them.

We will show in this thesis their usefulness not only in the identi�cation of relevant
sources of information and monitoring, but also for Web content extraction.

The Structured Web The Web's continuous growth is caused by the multiplication
of sources,but more importantly to the automation of content generation means. Web
content of a particular source (e.g., Web site) is indeed getting more dynamic and dif�cult
to “catch”, but, at the same time, exhibits more structural patterns, a consequence of the
usage of common templates.

However, considering in the analysis various sample Web pages that share the same
structural patterns increases in practice not only the possibility of relevant content precise
identi�cation, but also its semantic annotation. Having the fully automatic means to
exploit the patterns of the Structured Web for the enrichment of the Semantic Web, and
conversely, discover the semantics behind structural pattern similarities, would have a
big impact in the way information is processed on the Web.

The Web's dynamic nature is visible through its content, which is continuously added,
deleted, or changed. Since not all changes are signi�cant ones, a special attention must
be paid to thetype of contentthat is affected by the change in order to avoid wasting
precious time and space processing.

From the semantic point of view, a Web page can include various topically-coherent
parts or, on the contrary, a single subject can spread over various pages of the same Web

1http://www.timeatlas.com/web_sites/general/easily_monitor_web_page_changes
2http://www.timeatlas.com/web_sites/general/how_to_use_rss_in_your_job_search
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Outlining Contributions PART I. INTRODUCTION

site. Despite of the obvious Web page content heterogeneity, current information retrieval
systems still indivisibly operate at the level of a Web page, this latter being considered
the basic information unit. We aim at presenting throughout this thesis the importance of
operating at Web data object level, at least in the analysis stage.

A Web data object represents for us a logical fragment in a single Web page or which
spreads across various pages of the same Web site, that has a well-de�ned structure and
a semantically-coherent topic. We study in this thesis ways to automatically identify data
objects in Web pages and to analyse them depending on their various dimensions, e.g.,
temporal, semantic.

The Semantic Web From the point of view of humans, the Web represents the largest
knowledge base ever built. However, for automated agents such as Web crawlers, the
semantics that humans inherently recognize is not explicit. Semantics has to be then
provided, or directly inferred during the processing. We will develop in this thesis
the vision of a hybrid solution, that has, in our opinion, most chances to adapt to the
complexity of Web topics and their evolution.

The most popular choice in assisting programs for semantics discovery is to provide
them, a priori of any actual analysis on the data, a speci�c domain knowledge, that
is adapted to the data source. Assuming a �xed domain schema, the use of speci�c
ontologies, either manually or semi-automatically built, does not scale in practice to the
size or to the heterogeneity of the Web.

In this thesis, we advocate for the exploration of the rich context created by Web
objects generated by the same sourcein collaborationwith a generic ontology. Towards
this achievement, we propose a generic framework in which the data semantics would
not be given from the beginning, but inferred. Due to the shared properties of objects
(i.e., subject, schema), it could be possible to �rst, discover the type and other attributes
of Web objects that are already canonically described in an existent generic ontology,
and second, infer new semantic infrastructures to be integrated to the ontology.

§ 2. Outlining Contributions

Chapter 1 reviews major approaches for assessing dynamics of Web pages through
extraction or estimation of their temporal properties (e.g., timestamps, frequency of
change). We focus our attention on techniques and systems that have been proposed in
the last ten years and we analyze them to get some insight into the practical solutions and
best available practices. We aim at providing an analytical view of the range of methods
for assessing dynamics of Web pages, distinguishing them into several types, based on
their static or dynamic nature. For dynamic methods relying on comparison of successive
versions of a page, we detail the Web page modeling and the similarity metrics used in
the process.

6



PART I. INTRODUCTION Outlining Contributions

We continue with a more in-depth study on Web feeds, considered as instruments for
Web detection. A Web feed usually includes timestamp metadata for the Web pages to
which it is associated. By monitoring a corpus of Web feeds and continuously crawling
their new items during a speci�c time period, we present some statistics and the resulting
observations on the refreshing strategies of the Web channels that we monitored.

As not all changes that occur in a Web page are relevant, main content identi�cation
happens to be a key point for ef�cient change detection. The intuitions that we get from
the study on Web feeds is that, using the feed's structured metadata, we can infer some
valuable keywords that can be further used for the extraction of interesting content from
associated Web pages.

Chapter 2 presents the main contribution of this thesis related to the identi�cation
and extraction of Web data objects from Web pages. The ideas and practices that we
present in this chapter have been fully implemented and extensively experimented, using
state-of-the-art methods and various baselines.

Web objects issue from data-intensive Web sites. Content management systems
usually generate these data-intensive Web sites, e.g., of blog posts, news items, forum or
dictionary entries, tweets, etc. The simplest vision of a Web object is a �xed-template
structure �lled with variable content. A data object also has the property of being
structurally minimal, while expressing the maximum of informative content. A vast
source of objects is also the deep Web. Here, “hidden” behind Web forms, Web pages are
dynamically-generated during form submission. These pages contain a rather structured
form, presenting data records in response to the user query. The Web pages that populate
the deep Webhave mostly been left unindexed by search engine crawlers due to the
missinga priori knowledge about the type of objects that the Web interface models.

Unsupervised techniques for the extraction of Web objects generally leverage the
structural similarities of Web pages in which objects occur in order to exclude the
template that is common to all (i.e., static layout). This is the case for wrapper induction,
a popular technique in information extraction for record data extraction. However, due
to the sophistication of templates and the rather common practice of including dynamic
components such as scripts and applications, a standard approach in wrapper induction
is not suf�cient on its own to identify the content of interest. Also, we are extending
the type of a data object from standard response records (e.g., products) to Web articles,
where the information is less obviously structured, but follows the same generation
principles.

The techniques that we develop for object identi�cation are keyword-based. Chapter 2
describes �rstSIGFEED, a bottom-up, DOM-based strategy that uses feedmetaclues to
identify, at HTML DOM level, the element that contains the article of interest. The data
sources that we consider forSIGFEEDare Web sites that summarize their new content
through feed items.SIGFEEDextracts the full content of interest from the Web pages

7
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referenced by the items of a feed.
Further in this chapter, we use the intuitions obtained by studying the problem of object

extraction using Web feeds in a more general context. Independently of the existence
of Web feeds, we presentFORESTalgorithm that receives as input various Web pages
that share a similar template and outputs a generic XPath expression that targets the Web
article of each. The hypothesis of having various sample pages available is current in the
literature; this condition is indeed easily achieved through a prior structural clustering of
pages in a Web site.

FOREST, for “Focused Object Retrieval by Exploiting Signi�cant Tag paths”, is a
keyword-based method that performs Web page main content extraction. This algorithm
identi�es, for each of the input Web pages, DOM nodes that are relevant to a bag of
keywords (automatically acquired through aTf-Idf analysis). Due to the structural
similarity of the input pages, location patterns of these nodes overlap. We acquire
then frequently occuringtypesof DOM elements that contain, partially or redundantly,
the information of interesting. As these elements are hierarchically distributed, the
challenge becomes to identify the boundaries of the Web article, knowing that keywords
can pinpoint different regions of a Web page (e.g., comments, related articles, etc.).
We introduce a measure of relevance to rank these element types. The measure of
informativeness takes into account the keyword density of a given DOM element across
different Web pages, but also its frequency of occurence and its level in the DOM. We
improve the results in practice by adding the notion of content “unexpectedness”.

We believe that the ideas and measures presented inFORESTfor object extraction are
also applicable to the deep Web context, although more extensive experiments should be
done in order to thoroughly verify this hypothesis.

Chapter 3 considers the extraction of data objects from the deep Web and their semantic
annotation, while aiming at presenting a novel perspective on deep Web comprehension.

Traditionally, a speci�c domain knowledge has been assumed in order for automatic
agents to understand the content that they have to crawl and submit the form for valid
response pages. However, that approach does not scale: it is dif�cult to imagine how
we could, in a non-preferential way, achieve the extraction of new and meaningful data
without constantly adapting the virtual schema to changes in and across Web sources.
Chapter 3 presents the vision and preliminary results of a framework that achieves the
fully automatic andgenericannotation of data objects.

We have prototyped an application that performs the semantic description of Web
objects obtained through theAmazonadvanced search form. Similar to pages summa-
rized by feed items, pages obtained through from submission present a clear structural
similarity, but in contrast, tend to exhibit the various objects (i.e., response records) in a
list form, possibly on the same response page. We applyFORESTfor record identi�cation
and data extraction in this prototype. Keywords that we had previously acquired through

8
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a classicalTf-Idf analysis come here directly from the userquery terms. An important
observation is that query terms are re�ected in the response records if the form submis-
sion was valid, which creates the perfect conditions forFOREST. This is however only a
small step in the work�ow that we present: next, two other typical steps in information
extraction are accomplished:attribute alignmentfor output schema construction, and
attribute labelingfor the semantic annotation of objects.

An interesting feature of a Web form is that of validating the input terms. Using the
form as an instrument of validating form input-output schema mappings, we distinguish
ourselves from other techniques by the result of this mapping, which mingles data
with schema in a labeled graph. Here, we represent the data values extracted from
objects as literals in a labeled graph. This graph also includes important implicitrdf:type
similarities not only between aligned data values, but also between the the response
objects themselves. Unknown types and relationships are then discovered using an
ontology alignment algorithm on this graph

Outlining the main contributions of this thesis

1. a survey on strategies and best practices for derivingtemporal aspectsof Web
pages, together with a more in depth study on Web feeds for this particular purpose
(Chapter 1);

2. two keyword-based techniques forarticle extractionfrom dynamically-generated
Web pages; keywords, either automatically acquired or extracted from Web feeds,
guide the process of relevant content extraction (Chapter 2);

3. a generic framework in which deep Web form understanding, data object semantics
discovery and ontology enrichment cross-fertilize (Chapter 3).

§ 3. Global Vision

Generally, the aim of our thesis was to add exploitable meaning at �ner-grained levels to
collections of Web content, in order for them to become more expressive and adapted to
user needs. In Figure 0.1, various modules that are discussed throughout this thesis are
put together: the acquisition of Web pages in time using feed streams and identi�cation of
different temporal features using methods de�ned in Chapter 1, main content extraction
using keyword-based techniques presented in Chapter 2, and objects' semantics discovery
following the vision plan outlined in Chapter 3.

The content of this thesis is based on works already published or under review, and
more speci�c details will be given at the beginning of each chapter. We do not provide a
separate chapter for the related work, but prefer to refer to it as research context at the
beginning of each treated subject.
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1. Deriving Temporal Aspects from
Web Pages

We review in this chapter major approaches to change de-
tection in Web pages and extraction of temporal properties
(especially, timestamps) of Web pages. We focus our atten-
tion on techniques and systems that have been proposed in
the last ten years and we analyze them to get some insight
into the practical solutions and best practices available. We
aim at providing an analytical view of the range of methods
that can be used, distinguishing them on several dimensions,
especially, their static or dynamic nature, the modeling of Web
pages, or, for more dynamic methods relying on comparison of
successive versions of a page, the similarity metrics used. We
study more in detail the method using Web feeds for change
detection, and �nally highlight the need for detecting change
at Web object level.

The content of this chapter is the aggregation of a survey
paper [Oita and Senellart, 2011] on the deriving of temporal
properties from Web pages and another publication [Oita and
Senellart, 2010b], in which we study the value of Web feeds in
the change detection process, and make some other statistics
on feeds.

§ 1. Web Dynamics

The World Wide Web challenges our capacity to develop tools that can keep track of
the huge amount of information that is getting modi�ed at speed rate. The ability to
capture the temporal dimension of textual information on the Web is essential to many
natural language processing (NLP) applications, such as Question Answering, Automatic
Summarization, and Information Retrieval (IR).

The subject of inferring temporal aspects is of interest in various applications and
domains, such as: large-scale information monitoring and delivery systems [Douglis
et al., 1998; Flesca and Masciari, 2007; Jacob et al., 2004; Lim and Ng, 2001; Liu
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et al., 2000] or services1, Web cache improvement [Cho and Garcia-Molina, 2000],
version con�guration and management of Web archives [Pehlivan et al., 2009], active
databases [Jacob et al., 2004], servicing of continuous queries [Abiteboul, 2002], etc.

These applications use change detection techniques with the same aim as temporal
processing at textual level, but at semi-structured data level instead. The temporal
dimension of Web content can be computed in astatic manner, by deriving it using
means inherent to the Web page itself (see § 2.1, or in a moredynamicmanner which
implies comparisons of versions of the same Web page or data object (see § 2.2) or
through estimations (see § 2.3).

The bridge between these methods is more visible in Web crawling applications. In
this �eld, which is closely related to Web archiving, substantial efforts are made to
maximize the freshness of a Web collection or index.

Performing a coherent crawl of Web sites that are updating their supply of information
very rapidly is not an easy task. The common choice of crawling insnapshots, i.e.,
crawling the entire collection at distant (but frequent enough) intervals of time, can be
quite expensive in terms of network bandwidth, and in the end, both redundant for some
zones of the site, and incomplete for other zones that are more dynamic. Additionally, as
running an integral crawl takes time and in the meanwhile the resource might change, it
raises issues of temporal incoherence of a given snapshot [Spaniol et al., 2008].

On the other hand, an incremental crawler crawls once a full version of the site and,
from that point, future crawls will capture only the content that has been modi�ed
meanwhile (supposing the existence of a trigger that informs the crawler that content has
been added or updated). An important issue is to clarify what “frequent enough” means,
that is, how often new Web pages are added or current ones are modi�ed, and to make
this change detection effective, knowing that there are a lot of factors that in�uence the
detection process.

There are multiple studies [Adar et al., 2009; Baeza-Yates et al., 2004; Douglis et al.,
1997; Fetterly et al., 2003; Ntoulas et al., 2004] in the literature that try to understandthe
dynamics of Web pages, i.e., how fast the Web content changes, the nature of the changes,
its implications on the structure of the Web, and the possible correlations that exists, for
instance with the topic of the Web pages. These studies are delivering results concerning
the analysis of large Web crawls during an extended period of time. They have already
chosen a method of assessing change at Web page level and respond directly to these
enumerated questions.

Our study in this chapter is, in its �rst phase, a survey: we outline the methods
available, discuss their nature and use cases. We stress the importance of relevant change
detection and make a more in depth analysis on Web feeds from this speci�c point of
view.

1Examples of these includehttp://timelyweb.en.softonic.com/ , http://www.urlywarning.
net/ , http://www.changealarm.com/ , http://www.changedetect.com/ .
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§ 2. Survey

We perform in this section an analysis of different state-of-the-art strategies for change
detection.

We mention that there is a large body of work on the related problem of change
detection in XML documents [Cobéna et al., 2002; Wang et al., 2003], particularly for
purposes of data integration and update management in XML-centric databases. However,
the solutions developed for XML documents cannot be applied without revisions for
HTML pages. While an XML document de�nes, by its tags, the semantics of the content
within, HTML deals with the presentation of content. In addition to the challenges that
exist in XML documents, Web pages add some more by their lack of formal semantics,
a fuzziness regarding the formatting or by the embedding of multimedia and scripts.
We refer the reader to [Cobéna and Abdessalem, 2009] for a survey of XML change
detection algorithms. There are also works which study the problem of change detection
on LATEX documents [Chawathe et al., 1996], but the focus on our survey is on HTML
documents.

We begin by illustrating the main approaches for change detection:

1. static: infer the date of last modi�cation of content from the Web page itself or
from its neighborhood;

2. comparative: compare successive versions of a Web page in order to detect if a
change has occurred;

3. estimative: approximate the change frequency by using statistics or learning.

§ 2.1. Static: Timestamping

Quoting [Marşic, 2011],temporal processingis “a �eld of Computational Linguistics
which aims to access the temporal dimension and derive a precise temporal representation
of a natural language textby extracting time expressions, events and temporal relations,
and then representing them according to a chosen knowledge framework”.

We overview in this part of the thesis methods for inferring temporal properties of Web
pages by directly applying temporal processing methods on the page itself, or through
any cross-analysis of it (neighborhood, common descriptive documents attached, etc.).
We do not cover, however, the extraction of temporal relations, not their representation in
a speci�c framework, although we believe this is a very interesting line of research.

We next refer to methods that operate at the level of a Web page (or its extensions,
e.g., metadata) asstatic, as opposed to the moredynamic, commonly-used difference
computation between successive versions of a Web page. The ultimate goal of this type
of analysis is to infer the creation or the last modi�cation date of a Web page (or, possibly,
some parts of it).
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HTTP metadata HTTP/1.1, the main protocol used by Web clients and servers to
exchange information, offers several features of interest for timestamping, the foremost
of which are theETagandLast-Modified HTTP response headers. The canonical way
for timestamping a Web page is to use theLast-Modified HTTP header. Unfortunately,
studies have shown this approach is not reliable in general [Clausen, 2004].

Entity tags (or ETags) are unique identi�ers for a given version of a particular document.
They are supposed to change if and only if the document itself changes. Servers can
return this with any response, and clients can use theIf-Match andIf-None-Match
HTTP requests headers to condition the retrieval of the document to a change in the
ETag value, avoiding then to retrieve already known contents.If-Modified-Since
andIf-Unmodified-Since provide conditional downloading features, in a similar way
as for ETags. Even when conditional downloading is not possible, Etags and HTTP
timestamps can be retrieved by a Web client without downloading a whole Web page
by making use of theheadHTTP method. The problem is that, while this information
is generally provided and is very reliable for static content (e.g., static HTML pages or
PDF), it is most of the time missing or changed at every request (the timestamp given is
that of the request, not of the content change) when the content is dynamic (generated by
content management systems, etc.). Some CMSs do return correct HTTP timestamps,
such as MediaWiki2, but they seem to be a minority.

[Clausen, 2004] presents an experimental study of the reliability of Etags and HTTP
timestamps on a collection of a few million Danish Web pages. He �nds out that
the best strategy for avoiding useless downloads of versions of Web pages already
available in a Web archive is to always download when the ETag server is missing, and
otherwise download only if theLast-Modified header indicates change. This rather
counterintuitive result yielded in this experimental study an almost perfect prediction
of change, and a 63% accuracy in predicting non-change. Given that the majority of
Web servers run some version of the open-source Apache3 HTTP server [Netcraft, 2011],
it would be interesting to see whether this strategy is correlated with some inherent
behavior of this software. Furthermore, repeating this experiment on a larger scale and
with a more recent set of Web pages would be of interest.

HTTP also provides theCache-Control andExpires response headers. This infor-
mation is often given, but with a zero or very low expiration delay, which means that
nothing interesting can be derived from it. In some speci�c and controlled environments
(e.g., Intranets), it might still be useful to look at these two pieces of information to
estimate the refresh rate of a Web page.

Timestamps in Web content CMSs, as well as Web authors, often provide in the con-
tent of a Web page some human-readable information about its last date of modi�cation.

2http://www.mediawiki.org/
3http://www.apache.org/
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This can be a global timestamp (for instance, preceded by a “Last modi�ed” string, in
the footer of a Web page) or a set of timestamps for individual items in the page (such as
news stories, blog posts, comments, etc.). In the latter case, the global timestamp might
be computed as the maximum of the set of individual timestamps.

It is actually quite easy to recognize and extract such information, either with date
entity recognizers based on regular expressions, or built-in temporal taggers4. However,
this timestamp is often quite informal and partial: there is sometimes no time indication,
and most of the time no timezone.

To the best of our knowledge, no formal study of the precision reached by extracting
timestamps from Web content has been carried out.

Semantic temporal associations In addition to these timestamps provided to humans,
documents on the Web may include additional semantic timestamps meant for machines.
No mechanism for this exists in HTMLper se(excluding recent additions to the HTML
5 standard, with the<time> tag and itspubdate attribute, the speci�cation of which is
not yet entirely �nalized), but the HTML speci�cation [W3C, 1999] allows for arbitrary
metadata in the form of<meta>tags, one particular pro�le of such metadata being Dublin
Core5 whosemodified term indicates the date of last modi�cation of a Web page. Both
content management systems and Web authors occasionally use this possibility.

When attached to Web pages, descriptive documents can be used for dating an HTML
Web page. Webfeeds(in RSS or Atom formats) also have semantic timestamps, which
are quite reliable, since they are essential to the working of applications that exploit
them, such as feed readers. In this case, a Web feed containing descriptions (i.e., items)
about the Web pages of a particular site can be used in this direction. More details on the
temporal aspects of feeds can be found in [Oita and Senellart, 2010b].

Another approach is based onsitemaps[sitemaps.org, 2008]. Sitemaps are �les that
can by provided by the owner of a Web site to describe its organization, so as to improve
its indexing by Web search engines. Sitemaps allow for both timestamps and change
rate indications (hourly, monthly, etc.), but these features are not often used. Very few
content management systems produce all of this, although it would have been the ideal
case: the download of a single �le would suf�ce to get all timestamping information
about the whole Web site.

Using the neighborhood When no source of reliable timestamps is found for a given
page using one of the technique described above, its timestamp is set to some form of
average of the timestamps of pages pointed to and by this page. Using the graph structure
of the Web, timestamping a Web page can be estimated according to the timestamps
of other pages with whom this particular page is in relation. The hypothesis of such

4http://dbs.ifi.uni-heidelberg.de/index.php?id=129
5http://dublincore.org/documents/dcmi-terms/
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an approach is that pages linked together tend to have a similar update patterns. The
precision is not very high [Nunes et al., 2007], but better than nothing when no other
information is available.

§ 2.2. Comparative Methods

We do not have the means to infer in advance the perfect frequency of crawl for a given
Web page or site. When change concerns the same Web page, and it is not related to new
content that appear on a speci�c Web site, then a method to derive the dynamics of it is
to perform afrequent-enoughcrawl. An a posteriori analysis of this crawl compares the
versions to detect the frequency of the change and its nature. The majority of works in
the literature that study change detection consider that they have an access to an archive
of Web pages, and focus on techniques that can ef�ciently compare successive versions
of pages.

Static techniques of timestamping that we have previously described can be incomplete
(e.g., timestamps appear in a non-consistent manner), or not applicable (e.g., timestamps
are missing or give incoherent results). In this case, timestamps can be roughly approxi-
mated toLast-Modified , by deriving them from the crawl interval as the date where the
change was identi�ed. Of course, the smaller the crawl interval, the better approximation
of a timestamp we get.

The frequency of change is dif�cult to estimate due to the fact that Web pages have
different patterns of change. Many factors determine variations in the frequency of
change for a given Web page: the CMS, the subject of writing, the time of the year (even
the time of the day), etc. Estimating the frequency of change based on a previous crawl
of Web pages during a more or less extended period, is the subject of many studies [Adar
et al., 2009; Cho and Garcia-Molina, 2000; Fetterly et al., 2003; Jatowt et al., 2007;
Ntoulas et al., 2004]. The reported results are however quite variable, as multiple methods
exist, and the technique of change detection utilized has important consequences on the:

1. dimension of change: content, structural, presentational, behavioral, etc.;

2. description of change: qualitative (the types of changes that have occured) or
quantitative (a number depicting the magnitude of change);

3. complexityof the method.

§ 2.2.1. Document Models

We overview here the typical Web page models that are frequently considered in change
detection algorithms that perform comparison of successive versions of Web pages. We
�rst discuss the simplest model of a Web page, that is, �at �les (strings); then we describe
tree models, a popular choice in the literature. Finally, we present approaches based on a
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Page Digestmanner of encoding Web pages which clearly separates the structure of Web
documents from their content, while remaining highly compact and reversible.

Flat-�les Some early change detection systems model Web pages as �at �les [Douglis
et al., 1998]. As these models do not take into account the hierarchical structure of
HTML documents and neither the characteristics of the layout, they can detect only
content changes– and this without making any semantic difference in the content.

Some works [Sigurðsson, 2005] try to �lter �rst irrelevant content by using heuristics
on the type of content and regular expressions. After this basic �ltering, the Web page
content is directly hashed and compared between versions. Unfortunately, we can never
�lter all kind of inconvenient Web content, especially since its type and manner of HTML
encoding evolve in time.

Trees An intuitive approach to represent Web pages is to refer to their DOM (Document
Object Model) and process them as trees. By taking into account the tree hierarchy and
the attributes of the nodes, more types of changes can be detected [Buttler, 2004]. The
differences that appear in methods that use the tree model of a Web page to detect change
appear in the:

1. orderedcharacteristic of the tree;

2. granularity i.e., the level at which change is detected (node, branch, subtree or
“object”).

Pre-processing First, the modeling of a Web page into a tree requires a pre-processing
step of cleaning. This corrects missing or mismatching, out-of-order end tags, as well
as all other syntactic ill-formedness of the HTML page and typically transform it into
a XML-compliant document. Sometimes also a pruning of elements is done; for in-
stance, [Khoury et al., 2007] �lters out scripts, applets, embedded objects and comments.
The end result is manipulated using implementations of the DOM standard (that usually
employ XSLT and XPath).

Many works do not specify how they realize the cleaning, so either they assume it to
be done in advance, or they solve this issue by using an HTML cleaning tool [Artail and
Fawaz, 2008] like HTML Tidy6. However, there are also techniques that operate on trees
that do not need the structure to be enforced [Lim and Ng, 2001] because they operate
rather at syntactic level.

6http://tidy.sourceforge.net/
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Ordered trees Theorderedcharacteristic of trees implies that the position of nodes
or their order of enumeration is important in the model. This is taken into account in
various algorithms for model entity identi�cation [Augsten et al., 2005; Khandagale
and Halkarnikar, 2010], level order tree transversal and parsing [Yadav et al., 2007] or
detecting changes in relevant hierarchy structures [Lim and Ng, 2001].

In the SCD [Lim and Ng, 2001] algorithm the model entity is a branch (or path) that
gives the location of a node in the tree, but also its meaning. A data hierarchy is obtained
by formalizing the branch as an ordered multiset, in which the nodes appearing in the
branch are designated by either theirtag nameif the node is a non-leaf, or by itstext
contentotherwise. Take for instance the data hierarchybook.author.name.Dante ; this
is more meaningful than amarkuphierarchy likediv.p.b.#PCDATA. At the same time,
if we change the order of nodes, the semantic interpretation of the data changes also,
producing possible incoherencies.

Unordered trees The unorderedlabeled tree model does not consider the order of
appearance of elements in the tree as relevant; instead, only hierarchy-related (i.e., parent-
child) relationships are captured. Typically, methods like CMW [Flesca and Masciari,
2007] or MH-Diff [Chawathe and Garcia-Molina, 1997] use an unordered tree model
of the Web page to perform adaptations of the Hungarian algorithm. This algorithm
is typically used in linear programming to �nd the optimal solution to an assignment
problem. Here, the change detection problem by comparing two trees is transformed
into that of �nding a minimum cost edge cover on a bipartite graph. The bipartite
graph is constructed by considering the trees as two independent sets of entities, each
corresponding to a document version. Model entities that populate the two sets represent
either nodes or subtrees, possibly acquired after pruning the identical parts of initial trees.
Subtrees are chosen over nodes in [Flesca and Masciari, 2007; Khoury et al., 2007]: the
argument is that we might be interested more in which subtree the change occurs, rather
than in which speci�c node.

The elements in the bipartite graph are connected through cost edges. The cost of an
edge is that of theedit scriptingneeded to make a model entity of the �rst setisomorphic
with one of the second set. The similarities between all entities in the �rst tree and all
those of the second tree are computed and placed in a cost matrix.

Having this matrix, the Hungarian [Bertsekas and Castañon, 1993] algorithm is used
to �nd in polynomial time a minimum-cost bijection between the two partitions.

Optimizations are brought out in [Khoury et al., 2007] in comparison with the work
in [Bertsekas and Castañon, 1993], although the general aim and similarity metrics
remain the same as in [Artail and Fawaz, 2008]. This latter approach works also on
unordered trees, but performs a special generation of subtrees based on the level of a
node. More speci�cally, [Artail and Fawaz, 2008] apply a tree segmentation that starts
from the root until the third level; then, the node at (level%3 + 1) becomes thelocal root
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of the following subtree, and so on, iteratively until the end of the hierarchy. Each subtree
is marked with the tag name of its local root and indexed based on its start and end node
identi�ers. A hashtable will index metadata about nodes (like tag name, content, path to
the root, attributes pair values, etc.) in order for these features to be ef�ciently searched
when performing a comparison between versions.

The change detection problem for unordered trees is considered to be harder than for
ordered ones [Chawathe and Garcia-Molina, 1997].

Page Digest The Page Digestmodel7 represents a more compact encoding of data
than HTML and XML formats, while preserving all their advantages. To construct the
Page Digestencoding of a Web page, various general steps need to be performed: node
counting, children enumeration in a depth-�rst manner (tmeant to capture the structure
of the document), and content mapping for each node. It is also possible to include other
features as tag type and attribute information in the model [Rocco et al., 2003]. Change
is then detected by performing comparisons on these features.

The advantages of Page Digest over the DOM model of a Web page are minimality
and execution performance through the reduction of tag redundancy, resulting in a
more compact model (therefore a faster document traversal). Algorithms using this
model [Rocco et al., 2003; Yadav et al., 2007] run inO(n) and make, comparatively with
other techniques less heuristics or restrictions in the types of changes detected.

§ 2.2.2. Similarity Metrics

In methods which compare two Web pages to assess their dynamics, the change is
detected by identifyingdissimilaritybetween versions. This gives rise to the necessity of
adequate similarity metrics. We present next some popular choices in the literature. Note
that we do not exhaustively cover here all existing techniques for approximate string or
tree matching: we only classify from this point of view the main approaches that we
study in this chapter.

The basic instance of comparison is, for techniques using a �at-�le model of a Web
page, a string. For tree models, structural features are also checked for change. Very
often, model elements that are the identical between page versions are pruned. Indeed,
total dissimilar model elements do not represent instances of the same entity that has
evolved. This determines the focus on model elements which are not different for all
dimensions, in the same time.

Jaccard One simple technique to verify if two string sequences are similar is to count
the number of words that are common (regardless of their position) and to divide the

7http://www.cc.gatech.edu/projects/disl/PageDigest/
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result by the number of distinct words. Another possibility is to normalize by the length
of the �rst string [Pehlivan et al., 2009].

Hash-based methods The basic idea of hashing is that content that remains identical
between versions continue to have the same hash value. By comparing the hashed
value of the strings, dissimilarity is detected; the downside of hashing is that if the
string slightly changes (say, only a single letter is different), the hash will be totally
different [Artail and Fawaz, 2008].

SignaturesThe signature of an entity is a function of its hashed value. When the
model is hierarchical, this function is related to the position of a model entity (e.g., node,
branch) in the tree. In [Khandagale and Halkarnikar, 2010], the signature of a non-leaf
node represents the sum of the signatures of its children, in a recursive manner, while the
signature of a leaf node is directly the hash of its content. Only nodes that have different
signatures from those in the reference version of the Web page are compared. Change
detection algorithms that employ signatures have the disadvantage that false negatives are
possible: change exists, but a different signature for it does not. Therefore they should
be rather careful concerning the hashing space, and possibly the application: if it can
tolerate false results or not.

ShinglingAnother method based on hashing, but more �exible is shingling [Broder
et al., 1997]. Ashingleis a contiguous subsequence (w-gram) of the reference string,
wherew the denotes the number of tokens in each shingle in the set. For the two strings
to be compared, their shingles arehashed. In practice, [Broder, 1997] reduces the
resemblance and containment to/of a document in another to a set intersection problem.

Longest common subsequenceDiff tools are based on computing the longest com-
mon subsequence (LCS) between two strings [Sahinalp and Utis, 2004], an NP-hard
problem in the general case. Adiff tool is in general a �le comparison program that
outputs the differences between two �les. For instance, HTMLDiff 8 uses GNUdiff utility
adapted for HTML page change detection. This program models Web pages as strings
and, after processing, highlights the changes by merging the two versions in a single
document. As mentioned in [Douglis et al., 1998], HTMLDiff can consume signi�cant
memory and computation resources, and this might have an in�uence on the scalability
of the tool. Another example of system that uses GNUdiff tool is WebVigiL [Jacob
et al., 2004, 2005].

Diff techniques may be also applied on tree models of a Web page, with a preference
for subtree model elements, which tend to make the computation less complex. Another
option evidenced by WebCQ [Liu et al., 2000] is to usediff at objectlevel, where the
object is user-de�ned: a fragment of a Web page, speci�ed either by means of regular

8http://htmldiff.codeplex.com/
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expressions or by directly marking for monitoring elements of the DOM tree (e.g., a
table, list, links).

Edit scripting The edit distance between two strings of characters represents the
number of operations required to transform one string into another. There are different
ways of de�ning an edit distance, depending on which the operations taken into account:
delete, insert, etc. In string edit scripting, the atomic element is a single character and
the cost is usually unitary, for every edit operation de�ned. More on the large topic of
approximate string matching can be found in [Navarro, 2001].

Edit scripting on trees has a similar formal de�nition as in the case of strings. However,
the edit operations can be node insertion, node deletion or label change. Cost models of
edit operations become more complex: the cost can be proportional to the complexity of
the operation, or moderated by some constants based on heuristics. The execution of an
edit script as a sequence of operations returns a cumulated cost, and the similarity measure
is then computed as the inverse of this total cost, with the following interpretation: Less
unimportantmodi�cations we perform on a data structure in order to make it isomorphic
with its previous version, the more similar the two structures are.

The problem of determining the distance between two trees is referred to as the
tree-to-tree correction problem, more in depth covered in [Barnard et al., 1995].

Regarding the complexity, we note that the edit scripting with moving operations
is NP-hard [Chawathe and Garcia-Molina, 1997] in its general case, and therefore
seldom considered in the change detection literature. The edit scripting on trees in
general has aO(n2) runtime complexity, wheren is the number of nodes. Usually, better
complexities can be achieved by suboptimal solutions by introducing model restrictions
or computational thresholds. As an example, [Lim and Ng, 2001] computes an edit
scripting on branches rather than on trees.

A bottom-up traversal of the tree for distance computation can decrease the complexity
to O(n2), but makes the model very sensitive to differences in the leaf nodes contents.
Variants of the tree edit distance are considered in [Lee et al., 2004], whereO(ne)
is obtained (e being the edit distance between the trees). Approaches exist also to
approximate the tree edit distance with apq-gram distance [Augsten et al., 2005]. The
pq-grams of a tree represent all its subtrees of a particular shape, wherep is related to the
number of ancestors andq to the number of children of the root of a subtree. Here, the
similarity between trees is de�ned in relation to the number ofpq-grams that the trees
have in common.

Quantitative measures of change give a numerical approximation of the change,
rather than a description of it. Various works [Artail and Fawaz, 2008; Flesca and
Masciari, 2007; Khoury et al., 2007] use a composed measure of similarity that tries to
better adapt to the speci�c of the types of changes considered.
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The change is measured by a formula that incorporates three sub-measures of speci�c
similarity: on the content (intersect: the percentage of words that appear in both textual
content of subtrees), attributes (attdist: the relative weight of the attributes that have
the same value in the model elements) and on the types of elements considered in the
path (typedistemphasizes differences on the tag names when going up in the hierarchy).
The �nal measure incorporates all above-de�ned types of similarity, together with some
parameters that are meant to in�uence the importance of certain types of changes over
others. The advantage of this measure is that it captures the symbiosis of different types
of changes that occur in a certain way independently: content changes in leaf nodes,
attribute changes in internal nodes; the third submeasure is more focused on the position
of nodes in the structure.

Another quantitative measure of change is proposed in [Lim and Ng, 2001]. Here, a
weighted measure that determines the magnitude of the difference between two branches
represented as ordered multisets is employed. In an ordered multiset, the weight of the
ith node is de�ned as(2i)� 1 (wherei represents the depth of an element of the branch
considered). Finally, the quantity of change is measured by computing the sum of the
weights of the nodes that appear in the symmetric difference set.

An original way of compute similarity between two strings is to use RMS (Root Mean
Square), i.e., the quadratic mean of the ASCII values of the text characters composing
that string. RMS represents a statistical measure for themagnitudeof a varying quantity,
often used in engineering to do an estimation of the similarity between a canonical model
and an empirical one (in order to see the precision of the experiment). RMS permits a
“tolerant” change quanti�cation in the HTML context as it can ignore the effect of certain
special characters or spaces. However, changes concerning the position of a character
in a string will not be detected. Variants of this measure are used in [Yadav et al., 2007,
2008].

§ 2.2.3. Types of Changes

We summarize here the types of changes detected by the different comparative approaches
that we study. First, the most popular arecontentchanges. This type of change is
generally considered by all methods, and in particular is the only type of change that is
detected by models in which the Web page is seen as simply a string.

Works that model a HTML document as a tree or using page digest encoding are aware
of more dimensions (or features) of the Web page; as a result, they tend to detect also
other type of changes, typically structural. Unlike �at-�le models of Web pages, the
output of content change detection in hierarchical models is more meaningful because
we can identify the location and other particularities of the node in which the content
change occurs.

Structuralchanges occur when the position of elements in the page is modi�ed. Typi-
cally, techniques detect the operations ofinsert, deleteandupdate. MH-Diff [Chawathe
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and Garcia-Molina, 1997] detects also themoveandcopystructural changes, which have
been traditionally considered dif�cult to detect (expensive) operations.

Attributechanges modify the representation of information, e.g., font or color changes.
There exist alsotypechanges, which are modi�cations that occur when the HTML tags
change: e.g., ap tag which becomes adiv . Type changes can be detected by [Rocco
et al., 2003]. This algorithm uses the Page Digest model which provides a mechanism
for locating nodes of a particular type.

More sophisticated changes are sometimes mentioned [Yadav et al., 2007], but not
analyzed: for instance,behavioral changes; they occur in active HTML elements like
scripts, embedded applications and multimedia. These new forms of Web content have a
big impact on the Web today, but they require a more complex modeling.

Semanticchanges [Lim and Ng, 2001] capture the meaning of content that has changed.
Another meaning for semantic changes is that of detecting only the changes that are
relevant in a Web page, depending on a relevance metric de�ned over a partition (e.g.,
blocks) of that page [Pehlivan et al., 2009].

§ 2.2.4. Change Representation

There are various ways to present the difference between two documents. Changes are
usually stored in a physical structure generically calleddelta�le or tree.

In [Yadav et al., 2007], this structure consists in specialized set of arrays that capture
the relationships among the nodes and the changes that occur to them.

Systems for monitoring change like [Jacob et al., 2004; Liu et al., 2000] typically
have implemented a user interface to present changes in a graphical way. For instance,
HTMLDiff merge the input Web page versions into one document that will summarize
all the common parts and also the changed ones. The advantage is that the common
parts are displayed just once, but on the other hand, the resulting merged HTML can be
syntactically or semantically incorrect.

Another choice linked to change presentation is to display only the differences and
omit the common parts of the two Web pages. When the documents have a lot of data
in common, presenting only the differences could be better, with the drawback that the
context is missing. The last approach is to present the differences between the old and
new version side by side. These presentation modes are used in combination, rather
than being the unique choice for a given system. For example, [Jacob et al., 2004; Liu
et al., 2000] are presenting the results of the change monitoring service using a hybrid
approach: presentation modes are combined depending on the type of change that is
presented.

Changes are sometimesquantitativelydescribed rather than in a descriptive manner. In
contrast with all the previous ways of describing or vizualizing the changes, quantitative
approaches estimate the amount of change of a speci�c type. For instance, approaches
similar to CMW [Flesca and Masciari, 2007] do not reconstruct the complete sequence
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of changes, but give a numerical value of it. In this case, supposing a threshold for
change, one can determine if a page has changed or not, still useful in the majority of
applications.

§ 2.3. Statistical: Change Estimation

Estimative models In crawling related applications, the interest is more in whether a
Web page has changed or not, in order to know if a new version of a Web page should be
downloaded.

From this perspective, a simple estimation of the change frequency is as effective as
explicitly computing it, as we show in Section § 2.2. If Web crawlers were more aware
of the semantics of data they process, they could clearly bene�t of a broader, richer
insight into the different facets of a Web page and could develop different strategies
related to storage and processing.

An estimation of the change rate, although not describing where the change appeared
or its type, is still useful, especially when we can imagine a strategy that combines
estimative and comparative methods of deriving dynamics. For this reason, we shortly
present some of the existingstatistical approaches.

Poisson model In the attempt to fairly estimate the Web page change rate, a formal
model for predicting the optimal recheck for new content is studied in [Cho and Garcia-
Molina, 2000]. An important result of the study is that changes that occur on the Web
follow a Poisson process. A Poisson process models a sequence of random events that
happen with a �xed rate over time. Supposing a(n ideally complete) change history
available, the frequency of change isestimated, that is, the statistical method predicts
when new content is produced.

The time independence ofhomogeneous Poissonmodels [Cho and Garcia-Molina,
2000, 2003] does not capture the reality on the Web [Sia et al., 2007]. In the case
of dynamic Web content (like blogs), the posting rates vary depending on multiple
parameters that are dependent one of another. Hence, [Sia et al., 2007] propose an
inhomogeneous Poissonmodel, which do not assume that events happen independently
and where learning of posting patterns of Web pages is used. To avoid excessive overload
on servers of Web sites that provide timely content (e.g., news), [Sia et al., 2007] proposes
anadaptativeaggregator approach. That approach which uses Web feeds is meant to
adapt the crawl based on the estimated change frequency.

The work of [Cho and Garcia-Molina, 2003] optimizes the prediction for some typical
use cases in which, by adapting the parameters of the Poisson model to the requirements
of the application, a better estimation accuracy can be achieved. In contrast with other
approaches that totally ignore this real-world aspect, the situation when there is no
complete change history of Web pages is analyzed. Indeed, in a perfect setting, change
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Figure 1.1.:Summary of comparativechange detection approaches
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patterns can be reliably established only by having a complete change history. However,
most of the time, one can only know that a change has occurred or, at best, be aware of
the last date of change.

Kalman �lters There are tentatives to automatically adapt the crawl to a predicted rate
of change: [II et al., 2008] uses a textual vector space model to identify the patterns of
the page and to train Kalman �lters. In the end, the change is the event that does not
match the prediction.

Kalman �lters model the evolution of a system and are meant to perform an exact
inference in a linear, dynamic system. The possible drawbacks are the hypothesis on the
system linearity and the fact that the method uses, for complexity reasons, an incomplete
vector space model.

§ 2.4. Towards an Object-Centric Model for Change Detection

All the studied approaches consider that all that isnewis alsorelevant. This is related to
the perspective of change detection, which is ratherdocument-centric, thanobject-centric.
By objectwe mean here a block or fragment of the Web page that represents meaningful
information per se: a news article or blog post, a comment, an image, etc.

Indeed, few techniques make a semantic distinction between changes that appear in
different parts of Web pages in order to disregard insigni�cant ones. Nonetheless, we
believe that it is crucial to understand whether changes are relevant, since they may occur
because of the dynamic template of a Web page (advertisements, applications, scripts,
etc.) and therefore impact these boilerplate parts of the page.

The fact that there exist active components in the Web page that are more or less
relevant makes it hard to decide whether the change has been initiated by, for instance,
an advertisement or by updating the content of an interesting news article. The idea
would be to �lter template and other unrelated, but “active” elements before applyingany
change detection algorithm. The bene�t is twofold: on one hand, we avoid running
the algorithm over template parts of a Web page, but also we reduce the temporal drift,
that is, distorting the Web page frequency of update through the detection of irrelevant
changes.

For instance, the open-sourceHeritrix archive crawler [Sigurðsson, 2005] uses regular
expressions to �lter irrelevant changes. Vi-Diff [Pehlivan et al., 2009] uses the VIPS
algorithm [Cai et al., 2003] to get from a Web page an hierarchy of semantic blocks out
of a Web page. VIPS uses heuristics on the visual appearance of a Web page to group
together content that seems to have similar importance in the page. These semantically
related blocks are compared between versions in order to detect structural and content
changes.

30



CHAPTER 1. DERIVING TEMPORAL ASPECTS FROM WEB PAGES Web Feeds

We have only shortly mentioned in Subsection § 2.1 the use of Web feeds for times-
tamping. Next, we analyze more in depth the value of Web feeds in what it concerns
change detection.

§ 3. Web Feeds

§ 3.1. Ephemeral Content

Innovation is constantly created on the Web through the collective intelligence of its
contributors. Besides the abundance of information, we nowadays face the dif�culty
to keep track of updated information, as the Web is changing faster than our faculty to
perceive it. For this reason, new tools are made available on the Internet in order to
remain current with real-time or frequently changing data. To avoid consuming time on
information gathering, a generally impacting idea was to bring content from different
sources in one place, using streaming techniques. Content is made available by their
publishers much easier than before, and users have only to subscribe to it, stating in this
way their interest.

Web feeds are about publishing and subscribing to Web content. Quoting [Finkel-
stein, 2005], Web feeds describe multiple types of Web content: product speci�cations,
opinions on every conceivable subject, software and business tips, press releases (news
articles), personal blogs posts, etc. We have encountered in our crawling phase other
types of objects that are linked to Web feeds: wiki entries, dictionary terms, forums
posts.

Timely content consists of any kind of event information that is linked to a Web feed.
This type of content is in expansion on the Web:syndic8 9, that has maintained statistics
since 2001, shows the exponential growth of the feed technology. We begin by describing
the structure of a Web feed and the meta-elements that we consider relevant in the process
of main content identi�cation.

§ 3.2. Feed Files Structure

RSS(acronym for RDF Site Summary, or Really Simple Syndication) andAtomare
popular feed formats, dialects of XML, that are used to publish frequently updated in
a standardized format. A feed can be then parsed using dedicated libraries10. An RSS
or Atom document, also called a Webfeed, contains aWeb channelthat groups various
items(RSS) or entries (Atom). We will next refer to feed items, but the items and entries
represent the same concept.

9http://www.syndic8.com/stats.php
10http://www.davidpashley.com/projects/eddie.w3c99htmlSpec
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In the RSS speci�cation11, each item has three compulsory elements: title, link, and
description. While thetitle gives the name of the Web article (usually) as it appears on
the referenced Web page through thelink URL, thedescriptionis meant to be a short
text describing the respective article.

Typically, thedescriptionof an item often represents the �rst few lines of the Web
article, encoded in HTML for presentation purposes, possibly with a link at the end (like
“Read more. . . ”) to the original Web page. In other cases, the description contains only
a sentence, which summarizes the article. However, the entities of interest are stated
and some reliable keywords of the content of interest can still be extracted. Few are the
Web sources that provide the full content of an article through the feed item description.
The metadata of a feed item is meant to act like a “teaser” and bring interested people to
visualize the full Web page for obvious reasons: creating more traf�c to the respective
Web site, expose the user to advertisements, etc.

In the Atom standard, the three compulsory elements of an entry (i.e., item) areid,
title, andupdated. The description, namedsummaryin the Atom speci�cation, is only
recommended. Though Atom is a more modern standard, it is still less widely deployed
than RSS [Oita and Senellart, 2010b].

§ 3.3. Characteristics

Web feeds are a rapidly evolving phenomenon. They synthesize the fresh information
that is published by a Web channel, describing the new resources through theirmeta-tags.
Web feeds are used for publishers in order to “advertise” Web content, (most of the time,
in the form of Web articles) and by user to stay up-to-date. An important characteristic is
that feeds are associated with information which is dynamic and informative.

We leverage the two following aspects:

1. item metadata constitute a source ofkeywordsandtimestampsfor Web pages;

2. a feed channel naturally group itemsof the same type.

We can then derive the fact that a Web feed groups together structured metadata
about the content of interest present in Web pages, pages that arestructurally similar.
This observation is very important in the second part of this chapter, where, similar
to wrapper induction techniques, we need an input representing a set of Web pages
that share a common HTML template and present structured content of the same type.
This kind of sample pages is, nevertheless, often manually collected. There exist algo-
rithms [Chakrabarti and Mehta, 2010; Crescenzi et al., 2005] that structurally cluster
Web pages of a Web site. Using the Web feeds, we obtain an automatic approach to
collect structurally similar pages.

11http://cyber.law.harvard.edu/rss/rss.w3c99htmlSpec
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Table 1.1.:Dataset feed types

Type Number Proportion

Atom 21 6.1%
RDF 30 8.8%
RSS 0.91 1 0.2%
RSS 2.0 288 84.7%

Total 340 100:0%

§ 3.4. Web Page Change Detection

Web content is dynamic: new information is added or removed at speed rate, and within
a short period of time, updates can be very frequent. The lifespan of the Web pages that
present this content becomes much smaller than the average, ranging from minutes to
days. This causes the content to become “ephemeral”. For instance, when a crawler is
not aware of the new content published, and its frequency of crawl is smaller than the
content's rate of change, the respective data is lost and therefore not indexable. In Web
archiving for instance, this results in missing snapshots and incoherent versions.

If available, Web feeds can be of use in the analysis of the change detection process.
By analyzing the new items of a feed for a period of time, we can identify patterns in
the publishing strategy and possible automatically adapt the crawl of the site having this
feed.

We �rst peform some statistics on the temporal aspects of feeds. A Web feed refers to
a primary Web page, thechannel, which is usually either the home page of the site, or a
hub from which we can �nd links to information presented in the form of Web articles.
The rest of the feed describes individual feed items corresponding to new or updated
articles.

To state their value in the learning process of a publishing strategy for thecontent of
interest, we have crawled over a period of a little more than one month, twice a day, a
number of 400 Web feeds with all associated Web pages. We �rst describe how these
feeds were selected and then report some statistics of interest.

Acquisition The set of feeds was collected from the Web by passing in large part
through a feed search engine called Search4RSS12. This search engine returns a number
of feeds relevant to a given keyword. We scraped the way the interface returns the results

12http://www.search4rss.com/
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as records to acquire a list of feed URLs.
The keywords chosen in order to probe the search interface are names of domains:

art, biology, environment, medicine, scienceanduniverse. We have used Wordnet in
order to get hyponyms of these terms (for example for art, a hyponym is photography)
and constructed a bag of terms representing subdomains. The new terms were used to
automatically probe the Search4RSS interface and to construct, for each domain, a list
of feed URLs. The purpose of this semi-automatic selection is to get an insight into
the diversity of feeds, in terms of formats, update patterns, and types of Web articles.
Additionally, to ensure coverage of common blog platforms as well as the more news-
oriented results returned by Search4RSS, a number of blog sites were manually selected
from a list of “best blogs”13.

We thus obtained a list of about 400 sites (this number ensures coverage of the variety
of Web feeds, while remaining manageable without any involved archiving infrastructure)
that were systematically crawled. At the end of the crawling period, we noticed that
some of the feeds had not been updated at all, some others had disappeared, and some
could not be parsed. Filtering them out, we obtained an archive of 340activefeeds and
their associated pages. For each domain, for each followed site, we have stored the feed
and the resources associated, mainly the channel page, and the Web pages that were
referred to by each item.

Characteristics For the feed analysis, we have used Eddie14, a feed parsing library
for Java, based on a SAX-based parser capable of parsing the ill-formed XML. Eddie
supports the standard RSS, Atom, and RDF formats for feeds. TheFeedDatastructure
returned by this parser can be exploited to extract all kinds of useful information about
the channel and its composing items. In particular, for the channel we have metadata
like language, tagline, description and title. For an item component of a channel, we
encounter the same type of metadata, plus author and categories of that article.

Feed types Let us �rst look at the types of feed formats that we encountered in our
dataset. As shown on Table 1.1, most feeds use the 2.0 dialect of RSS, while a minority
use Atom or RDF. RSS 0.91 was only used once among the 340 feeds, and RSS 1.0
never at all, which might suggest the coming obsolescence of these two feed formats.
However, it is possible for these numbers to be biased by the use of Search4RSS as our
main source for feeds.

Number of items We have looked at the number of items that were presented in a
given feed. Indeed, though it is theoretically possible for a feed to refer to all previously
published items, this is rarely done in practice so to limit the size of the resulting feed

13http://bloggerschoiceawards.com/
14http://www.davidpashley.com/projects/eddie.w3c99htmlSpec
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�le. In effect, most feeds present only thek most recent items, where items that are
evolving together with new content on the Web site to which the feed refers to. We show
in Figure 1.2 a histogram of the number of items per feed in the dataset. Roughly75%
of the feeds present information about less than30 items at a time. The other peaks
observed in Figure 1.2 are explained by the “magic” values ofk = 50 andk = 100. If
a feed only contains 10 items (the most frequent number), it means that by crawling it
twice daily, we could capture a maximum of 20 new articles per day. As we shall see,
there is a minority of feeds with a higher update frequency than that, for which some of
the updates were missed in our crawl suggesting that some feeds needed to be crawled
much more often.

Time-related feed metadata In the RSS speci�cation, and similarly in other feed
formats, temporal information can be given through the elementslastBuildDate , ttl ,
andupdateFrequency for the channel, andpubDate and lastModified for items.
From our observations, althoughpubDate is an optional element, it is present in the
vast majority of feeds. This is not the case for the other types of time-related elements
mentioned above, thoughlastBuildDate can be somehow inferred as the publication
date of the most recent item. This observation is important as it shows that feeds can be
used to determine when new data is added to a channel and of help in the task of change
detection.

Update intervals We have collected all publication dates corresponding to the items
appearing during the period of experiments; as an item has one publication date, the
number of publication dates is equal to that of items. We are interested in the range of
update intervalsbetween two publications, as well as indications whether a feed has a
regular publishing strategy.

In Figure 1.3, we present the median update interval between two publications of each
feed as a cumulative plot (in green, in the middle). Note that the x-axis has logarithmic
scale. Figure 1.3 shows for instance that 20% of the feeds have a median update interval
of less than an hour, and that around 10% of the feeds have a median update interval of
exactly one day, which corresponds to feeds having regular, automatic, updates, every
day. Globally, it is important to note that there is no typical update interval, and that,
even disregarding extreme cases, it can range to less than a hour to more than a week.
Figure 1.3 also shows other quantities of the update interval of each feed, which helps to
see the diversity of update patterns for a given feed: thus, even though 60% of the feeds
have a median update interval of a day or less, less than 10% of them always have at
least an update per day, and more than 90% of them have at least had a daily update in
the period of observation. There is actually a big gap between the median update interval
values and minimum and maximum values, which makes more dif�cult to predict the
next update of a given feed, given the speci�ed period of observation.
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Figure 1.2.:Number of items per Web feed
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Table 1.2.:Feed statistics per domain

Domain Number
of feeds

Average mean update interval
Pooled standard

derivation of update
interval

Art 87 12 days, 14 hours, 12 min 82 days, 6 hours, 32 min
Biology 80 7 days, 13 min 8 days, 17 hours, 43 min
Blogs 29 15 hours, 35 min 8 hours, 39 min
Environment 7 19 hours, 49 min 4 days, 15 hours, 18 min
Medicine 8 3 days, 19 hours, 16 min 1 day , 22 hours, 43 min
Other 13 4 days, 16 hours, 48 min 4 days, 19 hours, 46 min
Science 112 22 days, 12 hours, 45 min 14 days, 21 hours, 35 min
Universe 4 4 hours, 44 min 7 hours, 5 min

Total 340 12 days, 15 hours, 17 min 37 days, 16 hours, 49 min

We show in Table 1.2 some other statistics on update intervals at domain level. For each
domain, the average mean update interval is given, as is thepooled standard deviation
of update intervals, which is the statistically-founded way to summarize the deviation
of the union of series of numbers. As can be seen, there are huge variations among
domains, another indication of the absence of a general, common update interval. We
also note here the very high standard deviations in some domains15, especially since a
given domain can represent Web sites of very different types (news items, blogs, wiki
entries, etc.). In theart domain, for instance, we have observed that there are several
sites that publish small articles about paintings or photographs of the order of 100 entries
per day.

So the notion of item varies from a specialized article, that might contain a lot of text
(as it is the case for news), to an article almost exclusively composed of images or videos.
The more structurally homogeneous category of “popular” blogs has a less intriguing
deviation of update intervals.

§ 4. Perspectives

Using a technique of temporal analysis on feeds similar to the one presented in the
previous section, we can determine the publishing strategy of the feed channel that

15Note that it is not impossible for a standard deviation to be much greater than a mean value, it just means
that there are a few values much greater than the mean in the distribution.
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represents the dynamic part of a Web site. Therefore, we could adapt the rate of crawl to
the approximated frequency.

As not all changes that occur are signi�cant ones, detecting change at object level is a
promising direction. The use of Web feeds for this task is considered next in Chapter 2,
which studies relevant article object extraction Web pages. So, besides the fact that Web
feeds can help in the extraction of timestamps for obtaining the approximate change
rate, they have the advantage of being descriptive enough to ease the extraction of the
Web page's relevant part. This improves the quality of change detection when performed
as a pre-processing step (before any of the comparative methods that we presented in
Subsection § 2.2), by focusing on the changes that occured on the content of interest,
and not on the whole Web page.
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Data-intensive Web sites, e.g., blogs or news sites, present
pages containing Web articles (a blog post, a news item, etc.).
These articles, typically automatically generated by a content
management system, use a �xed template and variable con-
tent. Unsupervised extraction of their content (excluding the
boilerplate of Web pages, i.e., their common template) is of
interest in many applications, such as indexing or archiving.
Due to the sophistication of the template and the presence of
unrelated content in the Web page, a standard approach in
unsupervised wrapper induction is not suf�cient on its own to
identify the content of interest. We present a novel approach
for the extraction of Web articles from dynamic Web pages. We
present hereFORESTandSIGFEED, which both target the zone
of the Web page relevant to some (automatically acquired)key-
wordsto obtain structural patterns that may be used to identify
the content of interest. We consider two potential source of
keywords: Web feeds that may link to the Web page, and terms
found (through Tf� Idf) on the Web page itself.

SIGFEED, performing on feeds only, has been published
at the IWAW workshop [Oita and Senellart, 2010b], while
the more generic system calledFOREST is under review to
WSDM [Oita and Senellart, 2012].

§ 1. Context

Textual Web content on modern Web sites is, in the overwhelming majority of cases,
produced by dedicated content management systems (CMSs). Such software generates
Web pages containing textual articles (news items, forum messages, wiki articles, blog
posts, tweets, etc.) by �lling a template with information fetched from databases.
In this process, the original textual or structured content are turned into full-�edged
HTML documents, where the Web article is hidden among the markup encoding the site
layout [Grumbach and Mecca, 1999].

Some parts of the resulting Web page are thusmeaningful(they form the Web articles
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that are the main content of the Web site), others areboilerplate(they just ensure a
common layout of the site, or add contextual information, navigation structure, adver-
tisements, comments). Note that boilerplate may change from one page to another and
cannot be assumed to be completely static. In addition, boilerplate can actually take up
more volume than meaningful information [Gibson et al., 2005]. Distinguishing between
main content and boilerplate is a challenging task [Bar-Yossef and Rajagopalan, 2002;
Kohlschütter et al., 2010; Pasternack and Roth, 2009; Ramaswamy et al., 2004; Song
et al., 2004], with many Web information retrieval and data mining applications: search
engines index Web pages based on the informative part of their content; end-users are
primarily interested in the main content, and may wish to extract it for readability or
accessibility purposes; Web archivists and analysts may wish to archive Web articles
independently of the containing Web page [Oita and Senellart, 2010b] to track their
evolution irrespectively of changes in layout.

To identify the information of interest, techniques from the literature have considered
the extraction of “informative blocks” [Song et al., 2004], pagelets [Bar-Yossef and
Rajagopalan, 2002; Caverlee et al., 2004], fragments [Ramaswamy et al., 2004] or
articles [Kohlschütter et al., 2010; Pasternack and Roth, 2009] from Web pages. These
notions are essentially equivalent: they represent the Web page'smain content. A
variety of techniques has been used in these works: text-based [Kohlschütter et al., 2010;
Pasternack and Roth, 2009], tag-based [Weninger et al., 2010], visual-based [Mehta et al.,
2005; Song et al., 2004], or using heuristics on DOM paths [Oita and Senellart, 2010b].

§ 2. Related Work

Relevant content extraction from Web pages is an extensively studied problem [Chang
et al., 2006], of use in many applications such as information extraction, data cleaning
for data mining and information retrieval, adaptation of Web pages to small devices; it is
also the spotlight of many online applications1. We provide here a brief review of the
state of the art.

Automatic wrapper induction An important design choice of modern Web sites,
and a consequence of the use of CMSs, is that Web pages from the same site share a
common structure, a structure that can be easily traced in the DOM tree of the Web
pages [Crescenzi et al., 2005]. To illustrate, Figure § 2 shows an example of two
pages from the same Web site presenting variable content within a �xed template. This
structural similarity across Web pages of the same site has been leveraged in a number of
information extraction techniques to identify data records from data-intensive, somewhat
structured Web sites [Arasu and Garcia-Molina, 2003; Buttler et al., 2001; Crescenzi

1For instance,http://fivefilters.org/content-only/
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Figure 2.1.:Two sibling news pages (BBCtravel blog)

et al., 2001; Liu et al., 2003]. A typical use case is the Deep Web, where given sample
response pages that result from the submission of a form (e.g., on e-commerce Web sites),
the task is to extract all properties (price, name, availability, etc.) of a given product.
On the other hand, these techniques tend not to directly apply to the extraction of Web
articles, that are less structured information.

Content extraction has often been formalized as a wrapper induction problem [Kush-
merick et al., 1997] for extracting data objects, also known as data records [Arasu
and Garcia-Molina, 2003; Liu et al., 2003]. In unsupervised settings, wrapper induc-
tion makes use of the common structure of various objects, either at single Web page
level [Crescenzi et al., 2001; Liu et al., 2003], or across different Web pages that share the
same template [Arasu and Garcia-Molina, 2003; de Castro Reis et al., 2004]. MDR [Liu
et al., 2003] and variants [Liu and Zhai, 2005; Zhai and Liu, 2005] compare string paths
that have been identi�ed as being under the samegeneralized nodethat represents the
“data region.” A work that compares tag paths as segments rather as strings is [Miao et al.,
2009]. Closer to our use case, RTDM [de Castro Reis et al., 2004] uses thetree edit dis-
tancethat leverages the common structure ofnewsWeb pages in order to identify record
patterns. The record identi�cation is performed by, �rst, detecting the data region using a
spectral clustering algorithm, and second, identifying records by subtree intra-clustering.
The template tends to incorporate elements that change from page to page (links, ads,
etc.): this means the changes in content are not reliable enough to decide that content
is informative [Arasu and Garcia-Molina, 2003; Crescenzi et al., 2001]. Also, due to
the increasing complexity of HTML pages at DOM level, in the absence of a content
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relevance measure, these techniques risk detecting structural patterns that have little of
no relevance with respect to the extraction target.

Block-based Web search In the search for relevance, segmentation algorithms parti-
tion Web pages into blocks that are further analysed to �nd meaningful features. Vision-
based segmentation is one of the most frequent: VIPS [Cai et al., 2003] or methods
such as [Bohunsky and Gatterbauer, 2010; Pehlivan et al., 2009; Zhai and Liu, 2005]
have de�ned acontent relevance measureusing visual clues, that is, heuristics on which
humans usually rely upon to identify blocks or portions of Web pages that seem to be
more interesting than others. However, as argued in [Weninger et al., 2010], given the
fast evolving manners of expressing visual properties of text, visual clues are not always
reliable and tend to become obsolete with time. Another drawback in the use of visual
cues is that the Web page typically needs to be rendered. Therefore, algorithms that use
CAI 03VIPS [Bruno et al., 2011; Mehta et al., 2005; Yu et al., 2003] in the pre-processing
phase to segment the Web page into blocks that are topically coherent need large memory
resources and processing time.

An alternative is to use DOM-based page segmentation. TheOMINI [Buttler et al.,
2001] system provides an automated way of learning rules that helps identify theWeb
objectboundaries. The approach is based on structural features of a tag node (e.g.,
fanout, size, tag count) combined with heuristics to identify an object separator tag
(e.g., repeating tag, standard deviation in the size, etc.). In order to determine whether
a Web page block isinformative, several different measures have been proposed. For
instance, [Song et al., 2004] de�nes a measure of importance for blocks using spatial and
content features (e.g., link density or inner text length), but relies on machine learning
to identify the best combination of features. We note also [Kao et al., 2005], which
uses an entropy measure to determine the importance of page blocks. Entropy is a
classical measure for determining the degree of coherence of a system, by measuring its
randomness. However, this technique is used independently of the actual relevance of
the content on which entropy is applied.

Exploiting keywords Using keywords to extract content of interest is a recent idea
in information extraction drawn from information retrieval. Both techniques that we
propose,SIGFEEDandFORESTare keyword-based.

The query terms occurring in search logs have been proposed as a source of keywords
in [Chakrabarti and Mehta, 2010], but with a different goal as ours: to perform an
unsupervised structural clustering of Web pages that have been obtained in response
to a user query. In order to group pages that are structurally similar, [Chakrabarti and
Mehta, 2010] traces the paths of DOM nodes that contain the search logs and performs
the clustering only on the these paths.

A big advantage of using keywords is computational. In contrast to other tech-
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niques [Miao et al., 2009], as not all DOM elements are considered equally important.
Filtering only those which are interesting for further analysis drastically reduces compu-
tations.

While in FORESTwe cluster DOM element types based on their characteristics across
different Web pages (and thus essentially use the fact that the paths are not unique),
[Chakrabarti and Mehta, 2010] operates only on independent tag paths.

Finally, the technique presented in [Chakrabarti and Mehta, 2010] is only available in
the presence of search logs. The access to search logs is however limited either to the
Web sites owners or to search engines themselves. InFORESTandSIGFEED, keywords
areautomaticallydiscovered.

Using the Web feeds' semantic clues In SIGFEEDwe use the Web feeds metadata to
extract linguistic clues about the relevant content in a Web page. Using the item's title
and description,SIGFEEDuses heuristics on the DOM tree to extract the content of the
Web page that is referred to by the corresponding item in the feed.

ArchivePress, a blog-archiving project [Pennock and Davis, 2009] has developed a
Wordpress plugin that archives posts using Web feeds. The principal drawback is that
only the content that can be delivered by the RSS feed is captured. In effect, an RSS feed
can have a full coverage of the article and its media �les, but this case is rare in practice
because a feed is often just a way of advertising content. In contrast, we exploit the feed
clues with the goal to extract the full information associated. Additionally, we do not
limit ourselves to a blogging platform in particular.

To our knowledge, there is no previous work that leverages feed metadata to extract
the relevant part of the Web page, in an automatic manner.

By converting our HTML sample pages in DOM trees in which we look for the
occurrence of keywords, we get closer to the rich literature on keyword search over XML
documents [Guo et al., 2003; Sun et al., 2007]. Similar to this line of work, our ranking
measure of informativeness applies at the granularity of DOM elements, as opposed to
other types of ranking operating at document or string level.

However, our goal is different. First, XML keyword search works assume keywords
as given, whileFORESTandSIGFEEDobtain them automatically. Second, the ranking
measures signi�cantly differ: the emphasis in [Sun et al., 2007] is on �nding the smallest
lowest common ancestor (SLCA) that contains all searched keywords, while we are
interested in regions that are dense in keywords but which not necessarily contain all of
them. We usually also diverge in what it concerns the vision of the ranking measure for
the XML elements: for instance, [Guo et al., 2003] uses an adaptation of PageRank.

We compare, in Section § 6.3,FORESTandSIGFEEDto a baseline that implements an
adapted version of the SLCA [Sun et al., 2007], namedCOVERAGE.
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Text extraction In the task of article extraction, [Cardoso et al., 2011] targets, besides
the main text, different components of an article, such as the title, publication date, or
author.

By using a technique used primarily in image processing, similar to [Miao et al., 2009],
CETR [Weninger et al., 2010] computes, per line of HTML code of the Web page, a tag
ratio array. The resulting matrix can be fed to a histogram clustering algorithm which
�lters extraneous data (i.e., boilerplate).

A number of recent works [Kohlschütter et al., 2010; Pasternack and Roth, 2009]
aim at extracting thetextual contentof a Web article in a Web page by relying on the
text density in subsequent Web page segments.BOILERPIPE[Kohlschütter et al., 2010]
relies on shallow text features and learning to identify the fulltext of a Web article
and to �lter in this way the boilerplate present in the respective Web page. A current
limitation of BOILERPIPEis when a single Web page contains various articles: the text
of all articles tends to be taken as a whole if unusual separators are used. Also, when
the text of an article is segmented by the use of images (or different kind of contents
that text),BOILERPIPE tends to return a partial result. Relying only on shallow text
features, without any other clue on what is interesting to extract, may also conduct to
the extraction of other portions of the page which are richer in text than the article itself
(for instance, the comments). However, while we need some sample pages that share
the same template, a plus boilerpipe is that it works at the level of individual Web pages.
We useBOILERPIPEas a baseline method: this is a state-of-the-art method used for
article extraction. Its extractors have been trained on typical Web articles, which makes
it perfectly applicable in our context.

Template removal and change detection Template removal methods need usually as
input Web pages that share a uniform layout [Vieira et al., 2006]. Tree matching (e.g.,
the number of occurrences of some branch in the whole forest of DOM trees) or abstract
structural features [Crescenzi et al., 2005] are usually employed as pre-processing before
template removal. Most of the time the problem is reduced to that of �nding common
DOM subtrees [Caverlee et al., 2004] by cross-page clustering for a set of HTML
documents. This is also the setting for change detection algorithms [Artail and Fawaz,
2008; Lim and Ng, 2001], which, rather than detecting what has changed, detect what
did not change across different pages, and �nd the answer by exclusion.

Tools and standards Some tools, such as the Reader mode of theSafari browseror
similar browser plugins, aim at presenting the main content of a Web page in a visually,
more readable way. These tools use a combination of heuristics, site-speci�c parameters,
and estimation of text density.

Several recent development of Web technologies go in the direction of adding more
semantics to the markup of a Web page to clearly identify the main content of a Web
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page. TheHTML 5 working draft introduces the very useful<article> tag to denote a
Web page's or a section's main content.HTML 5 is not widely used on the Web at the
moment, and it is unclear at this point whether the use of such a tag will be consistent
enough from a Web site to another.

Another initiative is thehAtom2 microformat for syndicated content, which indicates
in particular which part of a Web page corresponds to a feed item; the use ofhAtomon
the Web is still marginal, while our approach aims at being generic, without relying on
user markup.

§ 3. Signi�er-based Methods

§ 3.1. Signi�ers

We use the generic term of a signi�er to de�ne a linguistic, or, if possible, a semantic
clue. Examples include a keyword,n-gram, an entity, etc. The goal is acquire a notion
of relevance using the identi�cation of signi�ers. Signi�ers may directly given or come
from other sources, possible examples being query logs, HTML metadata, etc. The
methods that we develop aim at being fully automatic and self-su�cient; we therefore
automatically construct a set of relevant terms for each Web page, by various methods,
here detailed. In this thesis, we use the notion ofsigni�er in the IR sense, as a linguistic
clue. However, the high incidence that, say, a keyword may have in the text of a Web
article makes it closer to a conceptual entity (for instance, “Halloween” in our example),
although this is not formally stated.

Signi�ers are used to spot the relevant zones of a Web page. At DOM level, they help
us to determine which DOM elements of the corresponding tag tree are more important
than others.

As an example of their usefulness, we show in Figure 2.2 how some keywords like
“Halloween”, “past” and “present” may target the article zone in the given Web page.

§ 3.2. Acquisition

Feed-based This feed-based method of acquiring signi�ers for Web pages is very
straightforward. Without any global analysis on all the textual content of pages, we
obtain some reliable clues on the content that is interesting in a Web page. Supposing
the existence of a Web feed linked to a Web site, resuming in this way its new entries,
we can extract some clues about what is interesting in those pages by parsing the feed
items metadata. In particular, we retrieve all textual content from thetitle anddescription
meta-tags of each feed item. The HTML code of the description is stripped, only text is

2http://microformats.org/wiki/hatom
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Figure 2.2.:Match of keywords in a Web article
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kept. The resulting sequence of terms are transformed, using basic NLP or IR, into two
kinds of descriptors: keywords andn-grams.

A n-gram represents a sequence ofn terms, taken as they appear, from the title and
description. The choice forn is a compromise between false positives and false negatives
in the extraction process and it is discussed in Section § 5.2.

To obtain the keywords, we tokenize and stem the words, sort the resulting lexemes
according to their frequency, seen as a measure of their importance, and keep only
outstanding ones (say, top-k). The keywords are dense in the portion of the Web page
that contains the information of interest, but can frequently digress the attention to other
zones that are also rich in keywords, like the ones containing lists of related articles,
comments or categories for a given Web article.

A question that we study in Section § 6.3 is whether thedescriptiongenerally contains
the fulltext of a Web article. If this is true, then having the feed associated with a Web
site solves the article extraction problem. On the other hand, if this is not generally true,
the dif�culty would be to determine these particular cases on-the-�y, so in the absence of
the ground truth.

Tf-Idf Given a set of sample Web pages, we apply tokenization and stop words removal
on the text of each. Then, we apply the classicTf-Idf measure to identify a set of relevant
keywords for each page. The top-k weighted terms according to this measure are called
keywords (or, to be consistent withSIGFEED, signi�ers) of the respective page.

In the experiments, we �x thek threshold to 10 (but discuss other settings). More
complex processing, such as POS-tagging or semantic analysis is possible, but not
required: preliminary experiments suggest little impact on the results.

Having these twokeyword sources, we investigate in Section § 6.3 their quality and
implications on the the performance ofFOREST.

§ 4. Preliminary Notions

We �rst introduce some preliminary notions that are common to the techniques that we
will further present in this chapter.

From HTML pages to XML trees From the Web feeds, we gather the items URLs
and construct a usable version of the HTML page in the form of a DOM tree. We use for
this the HTMLCleaner3 parser, which puts the HTML tag soup in the right order and
�lters out scripts and other tag nodes (e.g.,<noscript> ) that are neither dealt with, nor
necessary in our approach.

3http://w3c99htmlSpeccleaner.sourceforge.net/
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Signi�cant Nodes For each analyzed documentdk, we extract all leaf nodes, that is, all
non-empty textual nodes at the bottom of the DOM tree, that are signi�cant. Asigni�cant
nodeis a leaf DOM node whose textual content matches at least one signi�er.

§ 5. SIGFEED

We have started by studying the problem of object extraction in the context of Web feeds,
where the idea of a Web object is very intuitive.

§ 5.1. Intuitions and Implementation

We describe in this subsection the feed-based algorithm for �nding the article that
corresponds to a Web feed item.

Feed-based extraction We present a bottom-up algorithm that, given a Web feed,
identi�es the DOM node that wraps the main content of a Web page by matching the
signi�ers against the textual content of that page. All leaf nodes (i.e., textual nodes with
no children) that contain at least one signi�er are extracted. We then establish for each
resulting leaf DOM node their relevance based on a classic measure of signi�er density.
Next, we classify all nodes which achieve a positive value for this measure according to
the closest ancestor that is a block-level element.

An empirical heuristic that we considered effective is to take the closest ancestor that
is a block element (e.g.,div ). We have observed that many current Web pages linked to
a Web feed have the object of interest con�ned in adiv . This is not surprising since, due
to the utilization of CSS,div represents the most common type of DOM element used to
group content.

After this clustering based on theirlowest commondiv block ancestor(LCBA), we
are able to tell which of the nodes containing signi�ers share the same ancestor. These
common ancestors give us the zones of the page that are interesting. In order to chose
one of the candidate LCBA nodes, we compute the sum of the signi�er densities, for all
leaf nodes having in common a particular LCBA, and �nally chose the candidate LCBA
with the largest value for this sum.

The work�ow of the extraction method using Web feed clues is summarized in Algo-
rithm 1.

In our preliminary experiments, we have varied the parameters, allowed the use of
either keywords orn-grams. We therefore observed that when matching signi�ers that
correspond to keywords, the number of DOM nodes to analyze increases, while when
usingn-grams, the number of candidates decreases and we tend to have a better precision.
This happens because, in what it concerns the contents of the article object,n-grams are
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Input : a URL of a Web feedf eedUrl
Output : extracted data objectsdobs
f eedData= getFeedDataStructure(f eedUrl); items= f eedData.getItems();
foreach itemin < items> do

dob.created =item.getPubDate();
semanticInput= item.getTitle() + cleanHTMLtags(item.getDescription());
3grams= getSubsequencesOf3Tokens(semanticInput);
dob.signi�ers = 3grams;
dob.URL = item.getLink();
domRoot=getCleanedHTMLCodeFrom(dob.URL);
lea f TagNames= domRoot.evaluateXPath(”==� [not(� )]=name()” );
foreach lea f Typein lea f TagNamesdo

lea f Nodes= domRoot.getElementsByName(lea f Type);
foreach lea f Nodein lea f Nodesdo

nbO f SemanticMatches= lea f Node.nbMatches(3grams);
if nbO f Matches� 1 then

signi f icantNodes.put(lea f Node, nbO f Matches);
end

end
end
blockNode= div, table:tr:td foreachsigNodein signi f icantNodesdo

while sigNode isNotA blockNodedo
lcbAncestor= sigNode.getParent();

end
candidateBlocks.add(lcbAncestor);

end
foreach lcbAncestorin candidateBlocksdo

nbSigNodes= intersectionSize(ancestor.getDescendants(),signi f icantNodes);

relevance[lcbAncestor] = å nbSigNodes
n= 1

sigNode:nbO f SemanticMatches
sigNode:textualLength ;

end
wrapperNode= the ancestor with the biggest value
for relevance;

if wrapperNode != nullthen
dob.setFullTextAndRefsFrom(wrapperNode);
dobs.add(dob);

end
else

try with keywordsinstead of 3� grams
end

end
return dobs

Algorithm 1: Feed-based object extraction
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more signi�cant than keywords, because they normally come from the title and the �rst
lines of the article.

Nevertheless, in the rare cases in which the description is shortly summarizing the
article, rather than representing the �rst lines of it, then-grams will not be of use. In our
experiments, the use of 3-grams gave best results. In the case of 3-grams mismatch, we
tried with thekeywords.

In practice, the LCBA node that represents the wrapper of the main content has to
contain a large proportion of signi�ers, but not necessarily all. Indeed, the description
in particular can introduce noise text by the inclusion of expressions like “read more”,
“check out full content”, etc. However, this can be easily �ltered with aTf-Idf analysis
applied on the corpus of extracted descriptions from the feed items; this will �lter
recurrent expressions that are not informative.

Exclusion of comments In general, data objects in general (news articles, blog posts)
may have comments associated. We would want to make a clear difference between the
comments of an article and the article itself because:

1. from a conceptual point of view, the information of interest in an article is not the
same as comments about it;

2. the crawl of the article should be separated from the crawl of the comments: if
each time a comment is added, the article is considered as changed, a new crawl is
necessary (ideally, incremental crawl)..

A reference to comments can be found as ameta element in the feed items, but
unfortunately this is not a compulsory standard element in the feed (RSS or Atom)
speci�cation. On the other hand, the zone of comments can be easily identi�ed using
heuristics because of thelist-compliant structure in HTML.

Illustration We take the example of a Web page, which is partially presented in
Figure 2.3. The Web page is well-formatted using HtmlCleaner4 parser; this step is
necessary in order to reliably select leaf nodes from the DOM tree of the page and keep
for further analysis only those that contain at least one signi�er.

We observe that the title of the article is present in the< title> of the feed item, as
well as the �rst two lines of text, which are encoded in the item's< description> . There
is also a timestamp that corresponds to the publication date. The tag< content:encoded>
is not a compulsory element, therefore we do not make assumptions about its usefulness
in our algorithm.

In Figure § 5.1 we observe that the title of the article is also present in the zone of
comments. Another possible zone of incidence is the navigational part presenting the

4http://htmlcleaner.sourceforge.net/
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Figure 2.3.:A typical Web article and its corresponding data item from the feed

< item>
< title > A study on how to study< /title >
< link> http://feedproxy.google.com/� r/CosmicVarianceBlog/� 3/-
uatEVOIO0g/ < /link >
< comments> http://blogs.discovermagazine.com/cosmicvariance/2010/09/07/a-
study-on-how-to-study/#comments < /comments>
< pubDate> Wed, 08 Sep 2010 03:16:54 +0000< /pubDate>
< dc:creator> daniel < /dc:creator>
< category> < ![CDATA[Advice]] > < /category>
< guid isPermaLink=�false�> http://blogs.discovermagazine.com/cosmicvariance/?p=5353
< /guid >
< description> < ![CDATA[One of the most delightful aspects of being a scientist
is that you&#8217;re always learning. Your colleagues teach you things. Your
students teach you things. Journal articles teach you things. You sit quietly at
your desk and �gure things out. You&#8217;re perennially a student. But how
to be a better student? This morning the New York [. . . ]]]> < /description>
< content:encoded> < ![CDATA[ < p> One of the most delightful aspects of being a
scientist is that you&#8217;re always learning. . . . /> ]]> < /content:encoded>
< wfw:commentRss> http://blogs.discovermagazine.com/cosmicvariance/2010/09/07/a-
study-on-how-to-study/feed/ < /wfw:commentRss>
< slash:comments> 6 < /slash:comments>
< feedburner:origLink> http://blogs.discovermagazine.com/cosmicvariance/2010/09/07/a-
study-on-ow-to-study/ < /feedburner:origLink>
< /item >
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Figure 2.4.:The incidence of signi�ers coming from the article title
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most recent articles of the Web site. If the title was suf�cient, we could just take it from
the Web pagetitle meta tag, making this method independent of the existence of Web
feeds. However, preliminary experiments show that this hypothesis does not work in
practice.

Some random examples ofn� grams from the description are “delightful aspects”(n=2),
“being a scientist”(n=3), “This morning the New”(n=4). In general, then� grams have a
smaller chance to be present in large number in other zones of the Web page. In this partic-
ular example, the algorithm identi�es the article even using only “This morning the New”.
This happens because “This morning the New” is a discriminativen� gram in the Web
page. On the other hand, “delightful aspects” or “being a scientist”n� grams appear also
in other regions of the page, e.g., in the �rst comment (Figure § 5.1,div/ol/li/div/p ).

For simplicity, assume that the process of matchingn� grams returns the two subtrees
illustrated in Figure § 5.1. The value attached to each leaf node represents the number
of signi�ers contained in its textual content.

The �rst subtree corresponds to the Web article, while the second to the comments
region. Having these two candidate blocks representing the LCBA for the signi�cant
nodes, we rank them by considering the aggregated density measure of their signi�cant
nodes, which, in this case, gives as best candidate the �rst subtree.

§ 5.2. Experiments

In order to prove the validity of our approach for extracting data objects from Web feeds,
we have fully implemented the method and performed experiments in order to evaluate
it.

The experiments were performed on the dataset of Web feeds collected by scraping
the response pages of the Search4RSS5 feed meta-seach engine. For each feed, we have
analyzed the XML structure of the Web channel, and, after an analysis of its items, we
appliedSIGFEEDfor all the Web pages referenced by theurl meta-tag of each item.

We have tested the hypothesis of returning as LCBA of the DOM leaf node containing
the title. This method gave poor results, for several reasons: the title may not fully match,
but even is we apply �exible matching, it can appear in several different places in the
Web page. More importantly, given only the location of the title leaf element, it is not an
easy task to identify the limits of the whole article due to HTML block nesting.

We compare now the performance ofSIGFEEDto BOILERPIPE[Kohlschütter et al.,
2010]. BOILERPIPErepresents a state-of-the-art method for identifying the text of an
article of a Web page by �ltering boilerplate content. We stress that, as we use an idea of
relevance thatBOILERPIPEdoes not have access to, obtaining a better precision does not
diminish the interest of this approach, which is more general.

5http://www.search4rss.com/
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Figure 2.5.:Simpli�ed example of two LCBAs
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Table 2.1.:SIGFEED experimental results

Method Correctly extracted Percentage

SIGFEED 1038/1314 79.0%
BOILERPIPE 821/1314 62.5%

We do not consider the text density in the Web page, but rank DOM nodes based on a
measure of content relevance with respect to the metadata that we get from the feed items.
In this way, a DOM node may contain plenty of text, but may be judged as worthless
if the text does not contain any of our signi�ers. Moreover, there are cases in which a
single Web page contains various consecutive articles. Using text density measures and
visual features to identify content separators is tricky. From our observations, in these
cases,BOILERPIPEtakes the textual content of all the articles or just of the densest one.

We perform the experiments for 60 sites containing articles related to theart domain,
corresponding to a total of 1314 feed items. We manually checked the correct identi�ca-
tion of the article on Web pages. We only compare the textual result of the extraction
because it is the output of the freely usableBOILERPIPEimplementation6. However, by
operating at DOM level, our method extracts an XML subtree from which we can derive
not only the content, but also links, images, etc.

Numerical results are given in Table 2.1. We consider an article as correctly extracted
when its title and fulltext are exactly those that we observe on the considered Web page.
The notion of correct result does not take into account partial matches (e.g., segments of
fulltext only), so note that we are not performing here a standard precision/recall analysis.
The overall valid extraction percentage ofSIGFEEDreaches the satisfactory number of
around 79%, compared to the 62% obtained byBOILERPIPE.

Finally, we note some observations regarding the situation of incorrect article identi�-
cation according to the results validation criteria.SIGFEEDtends to identify an ancestor
the article wrapper node, that is, it may include more content than necessary (e.g., com-
ments). This is also the case because, at DOM level, the article content and its comments
have been logically grouped together. In contrast,BOILERPIPE tends to segment the
article before being actually over, therefore to partially extract the content.

We present more extensive results onSIGFEEDandBOILERPIPEin the next section,
were these two approaches are used as baseline techniques.

Limitations Although being a rather simple and ef�cient method for the extraction of
Web articles,SIGFEEDmethod is not generic, as it works for pages which have a Web
feed associated. Also, it is based on a heuristic related to the DOM block elements. To
address these two drawbacks, we next presentFOREST.

6http://code.google.com/p/Kohlschutter09boilerpipe/
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§ 6. FOREST

§ 6.1. Introduction

We introduce a technique for effective extraction of a Web page's main content, by taking
into account both the content itself, and the repeated structure of Web pages that have
been generated by the same software resource. We further call these pages, that represent
the input of our algorithm, sample Web pages. The proposed method, calledFORESTfor
“Focused Object Retrieval by Exploiting Signi�cant Tag paths”, works in a succession of
steps:

1. we automatically acquire some keywords for each Web page in the set of sample
pages;

2. we identify, at DOM level, structural patterns that are shared by most of the sample
pages;

3. we rank these patterns through a novel relevance measure based on information
theory and statistics in order to identify the most informative one;

4. we infer a generic XPath expression which gives the location of the main content
in the sample Web page.

We outline the followingcontributionsof this work:

(i) a novel measure for computing the informativeness for the content of a Web page;

(ii) a technique for wrapper induction at Web site level and automatic identi�cation,
using the tag paths of signi�cant DOM elements, of a generic XPath signature of
the node that contains the main content of interest;

(iii) effectiveness experiments showing the high accuracy in terms of precision and
recall ofFORESTover around 1,000 Web pages acquired from 93 heterogeneous
Web sites, with favorable comparisons, for different settings and baselines including
some state-of-the-art methods for article text extraction.

§ 6.2. Methodology

In this section, we describeFOREST's signi�er-aware processfor extracting the Web page
block that corresponds to the article object, in a consistent way across different sample
pages. The three main steps performed byFORESTare summarized in Algorithm 2,
Algorithm 3 and Algorithm 4.
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Input : classO f Pages= a set of sample Web pages
Output : xmlDocuments;keywords

foreachwebPagein classO f Pagesdo
xmldoc= htmlCleanerNormalization(htmlPage);
xmlDocuments:add(xmldoc);
frequency analysis ontermsof thexmldoc;
index globallytermswith respect to thexmlDocuments;

end
compute theTf� Idf scores ofterms; return weighted terms askeywords;

Algorithm 2: FOREST: Tf� Idf keyword acquisition

§ 6.2.1. Structural Patterns

Enforcing structure We add to every node in the tag tree adfsattribute that records
the order of browsing of a DFS (depth-�rst search) walk starting from the root. Thesedfs
values serve to identify nodes in the case when they do not have any unique combination
of attributes (e.g.,id, class), but also to keep track of possible positions of nodes in the
tag tree. This enforced structure is serialized into anXML document. We will denote all
such documents coming from a single Web feed channeldk, 1 6 k 6 n wheren is the
number of items in the feed (typically, 10 [Oita and Senellart, 2010b]).

Input : classO f Pages, keywords
Output : elementTypes
foreachxmldocin xmlDocumentsdo

compute thesigni f icantPathof xmldocbased on the acquiredkeywords(cfm.
De�nition 1);
foreachdomNodein asigni f icantPathdo

elementId:= helementClue;d f si (cfm. De�nition 2);
structuralPattern:= helementId; leveli (cfm. De�nition 3);
index theelementIddepending on thelevel in which it occurs;
compute thein f ormativenessof thedomNode's content (cfm. formula 2.4);
in f oSum+ = in f ormativeness(structuralPattern);

end
end
returnelementTypes:= hstructuralPattern; in f oSumi ;

Algorithm 3: FOREST: structural clustering of signi�cant DOM elements
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Signi�cant XPaths For each signi�cant node, we construct its terminal path. Atag
pathis the sequence of node identi�ers from the root to a node in the tag tree.

De�nition 1 A signi�cant terminal pathis a tag path where the leaf node is a signi�cant.

By following the path of signi�ers in the DOM, we have an idea about the location of
leaf nodes that are signi�cant in a Web page. However, due to the nested structure of
elements at DOM level, this does not say (a priori) anything about the boundaries [Buttler
et al., 2001] of the article object.

In our method, we �rst analyze all the composing DOM elements of the signi�cant
paths with the goal of �nding structural similarities across different sample pages. Next,
we study, with a novel measure of informativeness, DOM elements clustered based on
their structural similarities from the relevance of content point of view.

Since the leaf node that represents the source of a signi�cant tag path contains key-
words, all its ancestors are textual nodes containing keywords. The higher in the DOM
hierarchy, the more keywords a node tends to contain; in the same time, it also tends to
contain morenon-signi�cant terms. Note that the number of signi�cant paths that have
to decompose can be small if the number of keywords is small, or if these keywords are
consistently pinpointing the same terminal paths.

Element identi�cation A DOM element typically has a tag name and a list of attributes.
However, not all elements have attributes that can make them unique. Paragraphs, table
elements, etc. are rarely determined by a unique combination of attributes. Luckily, due
to the pre-processing phase, each node has, besides its tag name, at least onedfsattribute.

To be able to reuse the element type from one document to the other, we add a
re�nement that deals with the fact that, contrarily to what one would expect,id andclass
names generated by CMSs may slightly vary from one page to another. In particular,
it is common to �nd, say, adiv tag with a class attribute of “post wrapper-09” in one
document, and of “post wrapper-02” in another, knowing that empirically they denote
the same type of element.

We found that a practical way of abstracting out these small differences is to simply
keep the �rst token of the value of an attribute and �lter out possible numbers. Although
this is not compulsory to achieve better results than the baselines, it improves them in
practice. We next refer to the stemmed value of an attribute as itstolerant form. For
instance, the tolerant form of the attribute value “post wrapper-02” (occurring in page
two) and “post wrapper-09” (occurring in page nine) is simply “post”. For gaining more
insight into the process, we show in Figure 2.6 some manifestation of the structural
patterns.

De�nition 2 Theelement typeof a DOM element is de�ned as the XPath expression
constructed based onht;attsi , wheret is the tag name andattsis a set of key-value pairs
as follows:
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(i) if the DOM element has attributes other thandfs(e.g.,id, class) thenattsis set to
the collection of attribute key-value pairs, where the values have been reduced to a
tolerant form;

(ii) otherwise,attsis set tof dfs= dg, whered is dfsindex of the respective element.

Examples of simple element types are//div[@id=�container� and @class=�post�]
or //p[@dfs=24] .

Element description There are various methods to operate on the DOM model of a
document [Lim and Ng, 2001; Yadav et al., 2007]. This has been especially studied for
change detection algorithms. We de�ne next structural patterns of DOM elements in a
slightly different manner.

De�nition 3 A structural patternis de�ned by the combination of anelement typeand
the level on which a signi�cant element occurs in the tag tree (i.e., its index in the
signi�cant path).

Structural patterns are used to identify similarities between DOM elements across
various pages. Indeed, the values of element clues and level can be common to nodes
belonging to different Web pages, as long as they share the same generation source. The
dfsposition of an element is either present in its type or added to the structural pattern in
order to uniquely identify a DOM element in a particular Web page. Figure 2.7 gives
more insights on structural patterns, that have been clustered based on the level on which
they occur. Although the elements having thedfsequal to 21 and 29 respectively share
the same type, they are counted separately because their reside on different levels.

Thepos vectors in Figure 2.6 are generated by thedfssequence for the composing
elements of signi�cant paths. We observe that they trace the hierarchy similarities across
sample Web pages.

In general, besides the hierarchy similarity, the sample documents share a global pool
of element types, for us structural patterns. This idea stands at the root of wrapper induc-
tion techniques; for instance, [Arasu and Garcia-Molina, 2003] differently formalizes the
element types throughequivalence classes.

§ 6.2.2. Informativeness Measure

We now introduce the measure of relevance for ranking these structural patterns, based
on the fact that have been formed by DOM elements that are signi�cant across various
dk.

We �x an node elementei in an XML documentdk. Let x be the number of signi�ers
in ei 's text, counted with theirmultiplicity. Then all other terms represent non-signi�ers,
let y be their number. ThenN = x+ y is the number of terms in the text ofei. We
analogously denote the number of signi�ers and non-signi�ers in thewholedk in which
ei occurs, that , asX andY respectively.
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sd1

1� 19� 20� 21� 25� 78� 140
1� 19� 20� 21� 25� 78� 82� 83� 86� 92
1� 19� 20� 21� 25� 78� 98
1� 19� 20� 21� 25� 78� 133
1� 19� 20� 21� 25� 78� 136

sd2

1� 19� 20� 21� 29� 175� 181� 208� 209� 210� 216
1� 19� 20� 21� 29� 175� 181� 197� 198� 199� 206
1� 19� 20� 21� 29� 82� 107
1� 19� 20� 21� 29� 82� 85� 86

sd3

1� 19� 20� 21� 29� 83� 99

Figure 2.6.:The pos vectorsacross three sample pages

level Identifying clue pos nbOcc

1 //body 1 10
2 //div[@id='container'] 19 10
3 //div[@class='maincntnr'] 20 10
4 //div[@class='idem'] 21 10
5 //div[@class='idem'] 25,29 10
6 //div[@class='story'] 78,82,83 8
6 //p[@style='text-align:justify;'] 175 2
7 //p[@dfs=98] 98 1
7 //p[@dfs=107] 107 1

Figure 2.7.:Example of DOM element types occurring in terminal paths
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Statistical signi�er density One of the most natural ways to determine whether a node
is highly signi�cant is to compute its density in signi�ers, i.e.,x

N . However, whenN is
small, this density might be imprecise, due to lack of observations (a node formed of a
single signi�er is likely not to be the most signi�cant node of the document). In such
contexts, we can useJeffrey's add-half rule[Krichevsky and Tro�mov, 1981] as a better
statistical estimator of the proportion of signi�er terms, yieldingx+ 1=2

N+ 1 .
Furthermore, when samplingN elements from a potentially larger set, we have a margin

of error on the semantic density. Withf the frequency given by the estimator above, the

standard deviation is
q

f (1� f )
N [Freedman et al., 1998]. Assuming1 standard deviation

to obtain a con�dence interval of� 70%[Freedman et al., 1998] and combining with the
aforementioned estimate, we obtain the following interval for the semantic density of a
node:

x+ 1=2
N + 1

�
1

N + 1

r
(x+ 1=2) � (y+ 1=2)

N
(2.1)

We now de�ne as Jeffrey's statistical density,J, the lower value of this interval, i.e.,
the worst-case estimator at70%con�dence of the semantic density; if this value is less
than 0 (because the sample is not large enough), we �x it to 0:

J = max

 

0;
1

N + 1

 

x+ 1=2�

r
(x+ 1=2) � (y+ 1=2)

N

!!

(2.2)

As an example, ifx = 8 andy = 20, J(x;y) is comparable to that of a node withx =
3 signi�ers andy = 5 non-signi�ers: the lower proportion (25 compared with3

5) is
compensated by the smaller number of observations. Even more interestingly, when
x = 1 andy = 0 we have aJ � 0:32, to be compared to the naive density of1: this
element is indeed dense, but due to the low (zero here) number of non-signi�ers, we
cannot be very sure of its importance. As expected, this density measure tends to favor
rather speci�c nodes, that is, nodes that appear lower in the DOM hierarchy.

Unexpectedness We derive another approach to signi�cance of a node from the notion
of unexpectedness, coming from the cognitive model ofsimplicity theory[Dimulescu and
Dessalles, 2009] and information theory in general: this measure relies on the observation
that humans tend to �nd a situation interesting when they perceive a discrepancy in
complexity.

A situation is unexpected if it is simpler to describe than to generate. Assume a
computation model given (say, Turing machine encodings for a given universal Turing
machine). Given an object, we consider its generation complexityCw (i.e., the size of
the program that has generated it) and its description complexityC (i.e., its Kolmogorov
complexity, the minimum size of a program that describes it); then the unexpectedness
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of this object is the difference between the two (note that we always haveC 6 Cw). We
apply this to the simple setting of non-uniform binomial distributions, that corresponds
to our context.

Speci�cally, for each signi�cant node in the DOM tree, we consider its unexpectedness
with respect to the number of signi�ers and non-signi�ers contained in the subtree de�ned
by its location in the DOM. The generation complexity corresponds (up to an additive
constant) to the logarithm of the number of ways to drawx+ y elements out of a set of
X + Y elements:Cw = log(X + Y)x+ y = ( x+ y) log(X + Y): The description complexity,
on the other hand, represents the complexity of describing the content of the textual
node, knowing thatx terms are signi�ers: it is the logarithm of the number of ways of
choosing exactlyx signi�ers andy non-signi�ers, that is:C = xlogX + ylogY. Finally,
the unexpectedness is the difference between these two complexities:

U = ( x+ y) log(X + Y) � xlogX � ylogY (2.3)

As a typical example, for a Web page with a total of20signi�ers and100non-signi�ers,
a node with10signi�ers and26non-signi�ers will have an unexpectedness of23bits,
which is de�nitely higher than a node with 3 signi�ers and 1 non-signi�er: 6 bits.

More intuitively, our preliminary experiments show that unexpectedness favors el-
ements with a large amount of text content that is richer in signi�ers than the typical
distribution of signi�ers on the Web page as a whole. This turns out to be complementary
to the statistical densityJ, which favors nodes poor in non-signi�ers.

Informativeness
I(spi ;dk) = J(spi ;dk) � U(spi ;dk) (2.4)

This measure characterize the informativeness of a structural patternspi ; i 2 1 : m,
wherem is the total number of structural patterns that are shared by our sample pages, as
the sum of the products between the unexpectedness and the statistical signi�er density
of a DOM element that has the structural patternspi in documentdk.

§ 6.2.3. Combining Structure and Relevance

A global measure of relevance for a structural pattern combines the informativeness of
it (Section § 6.2.2) with its number of occurence and a decay factor given by its level
(Section § 6.2.1).

In terms of the numberp of signi�cant terminal paths wherespi occurs onlevel, we
have:

RFOREST[spi ] =
p

å
k= 0

I (spi ;dk) � p� level(spi) (2.5)
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There exists a singlespi (element type on a certain level), so the number of occurence
of spi in the sample pages isp, p � n, wheren is the total numer of documents. The role
of the p factor is clear, since we want to give a bigger weight to structural patterns that
are not only informative, but also very frequent. In addition, thelevel factor is a heuristic
favoring nodes that are deeper in the DOM tree. The primary reason for this addition
is that elements that are too high in the hierarchy (e.g,<body>) are more unlikely to
effectively identify the target article object because they are not discriminative. The idea
of a decay factor has been also introduced in other works [Guo et al., 2003; Lim and Ng,
2001], under different forms. For instance, in the ranking formula of [Guo et al., 2003]
the decay factor is a value in the range 0 to 1.

We rank the structural patternsspi ; i 2 1 : m using this relevance measure. In the end,
we simply derive the XPath clue of the best ranked structural pattern, which at this point
fully identi�es a target subtree across various documents. For clarity, following the reason-
ing on Figure 2.7, the path of the generic wrapper will be://div[contains(@class,'story')
and @dfs='78' or @dfs='82' or @dfs='83'] .

By applying the generic element type as aXPath queryexpression over thedk;k 2 1 : n,
we are most likely to �nd a node element that satis�es these structural conditions and
whose content is highly informative.

Input : elementTypes
Output : in f oBlock:= the most informative block of a Web page
foreachpossible leveldo

get thestructuralPatterns occuring on thislevel;
foreachelementClueof structuralPatterndo

count thenbo f Occurrencesof elementClue;
group all itsd f spositions acrossclassO f Pages;

end
f ullXPathClue= elementCluecompleted with itsd f spositions across
classO f Pages;
getin f oSumassociated withstructuralPattern;
compute therelevanceusingin f ormativeness, nbo f Occurrencesandlevel
(cfm. formula 2.7);
construct agenericWrapper:= hf ullXPathClue; relevancei ;
candidates.add(genericWrapper):

end
sortcandidatesbased on theirrelevance;
returnin f oBlock:= the top ranked element fromcandidates;

Algorithm 4: FOREST: ranking of structural patterns
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Next, we describe theCOVERAGEbaseline.

Coverage Intuitively, the DOM node which contains the main content of an article
should be de�ned as the smallest, lowest common ancestor (SLCA [Sun et al., 2007])
node in the hierarchy that has a maximal coverage. For a structural patternspi ; i 2 1 : m,
thecoverageot it represents the sum of normalizedTf� Idf weights of signi�ers occuring
in the text of a node that has this structural patternspi in a documentdk.

Cov(spi ;dk) =
å

nbSigs(node(spi ;dk))
j= 0 weight(signi f ierj )

totalNbO f Signi f iers
(2.6)

We implement this as a baseline, with the aim to show what can be achieved by making
use of the bag of signi�ers, in comparison with the more sophisticated measures used by
FOREST. For this setting,COVERAGEbaseline uses the formula of coverage 2.6 de�ned
previously to select a structural pattern that is best covered in terms of signi�ers:

RCOVERAGE[spi ] =
p

å
k= 0

Cov(spi ;dk) � p� level(spi) (2.7)

§ 6.3. Experiments

We testFORESTusing two sources of signi�ers: keywords extracted from the Web pages
themselves using theTf� Idf measure, and keywords from the Web feeds associated to
the dataset.

Dataset construction Next, we describe theRED(for RSS-based Experimental Dataset)
dataset used to evaluate all techniques discussed in this section. Note that the existence of
Web feeds is not a condition forFOREST, which only needs some sample pages that may
representper sethe source of keywords. We have used Web feeds not only as a potential,
alternative source of keywords, but also because the feed items of a Web channel refer to
Web pages that typically share the same template.

The motivation for construction of this dataset is the current impossibility to test
FORESTdirectly on existing Web article content extraction datasets: �rst, they operate
at Web page level [Kohlschütter et al., 2010]; second, the datasets that are using the
setting of sample pages for the main article extraction are not online [de Castro Reis
et al., 2004]; �nally, datasets using sample pages may exist, but are used instead in the
context of the deep Web for response record extraction. In addition, one of the source of
signi�ers that is common toFOREST, but also to theSIGFEEDbaseline is Web feeds, and
there exists, at our best knowledge, no other feed-based dataset for Web article content
extraction.
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Feeds of Web sites are acquired in an automatic manner by scraping the results of
a feed meta-search engine, Search4RSS7. The condition of selection of feeds is to be
parseable and to point to Web articles (and not tweets, for instance). Both feed and
reference Web pages have been crawled at a given point in time, for 90 Web sites, with 3
exposing two slightly different templates. We have thus accumulated 93 types in total and
1,010 sample Web pages. Note that the annotation process is particularly time-consuming
since more than 1,000 Web pages need to be annotated by hand.

As mentioned, feed URLs were given by Search4RSS in response to a topic query
(keyword-based). For this reason,REDis quite heterogeneous: it includes various types
of Web articles that exists on the Web on a particular subject (e.g., poetry), such as
blog posts, news pages, professional or personal Web pages, etc. There exist various
particularities of Web articles that we have observed during the annotation phase; for
instance, we have found main article content scripted, spreading across different pages,
or mainly composed of images or videos. Content is represented in new ways, which
increases the dif�culty of the extraction task. The gold standard is further discussed and
available at the �rst author's Web page.8

Gold standard Remember that the target of the extraction is a Web article, so the
goal is to retrieve thetitle, fulltext, and metadata like author(s), publication date, image
captions, categories and tags, if they exist.

The gold standard for our dataset has been manually annotated. We have also annotated
multiple, random Web pages corresponding to feed items. This is useful in the analysis
of the number of pages that are necessary to reach a top ef�ciency. On the other hand,
not all Web feeds have the same number of items in their channel, so we have annotated
between 2 and 20 Web pages per feed, knowing that the typical number of items in a
feed is 10 [Oita and Senellart, 2010b]. After a round of quality assurance to check that
the guidelines were well understood, the annotation task is intuitive enough to reach a
high-level of inter-annotator agreement; the precision from one annotator to another was
97%.

Baselines We compare the two variants ofFOREST(when keywords come from feeds,
or from the tf-idf analysis) to four different baselines.

The �rst is BOILERPIPE[Kohlschütter et al., 2010], already introduced in Section § 2.
As a state-of-the-art method in content extraction,BOILERPIPEuses quantitative lin-
guistics (features like average word length, absolute number of words, and the like)
mingled with some heuristics on the DOM tree and semi-supervised learning to identify
fragmented, short text in blocks of a document asboilerplate, and �lter it in order to
obtain the main article content. UnlikeFOREST, BOILERPIPEneeds to be trained for

7http://www.search4rss.com/
8http://perso.telecom-paristech.fr/~oita/research.html
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speci�c data, but a pre-trained extractor (i.e.,ArticleExtractor) that we believe to be the
best adapted for the articles inRED, is publicly available in the author's implementation.9

No signi�cant differences were observed for other provided extractors.
Another baseline, that we have previously developed, isSIGFEED[Oita and Senellart,

2010b]. This technique selects, at the level of a single Web page (similarly toBOILER-
PIPE), the smallest, lowest<div> block ancestor in the DOM hierarchy that is the most
dense in keywords obtained from the feed description (similarly toFOREST(feeds)).

TheCOVERAGE(see (2.6)) baseline is one intuitive technique that takes into account
the tf-idf weighted signi�ers that we automatically acquire in the presence of multiple
sample pages. This heuristic is useful to test whether our elaborate informativeness
measure adds value.

Finally, theDESCRIPTIONheuristic simply takes, as the main content of the Web page,
the title and description of an item as it appears in the Web feed (with some processing on
the description to eliminate the possible HTML encoding). This hypothesis is important
to be tested in the case of Web feeds, because there are cases in which feeds contain the
whole title and fulltext of an article.

Performance metrics The result of our technique is ageneric tag pathwhich returns,
for each Web page of studied channel, a DOM subtree in the form of anXML document.
This is useful to get any media resource that is typically incorporated in an article which
contributes to its object view. In spite of that, we make the evaluation on the extracted
textual content, to compare it with our baselines (in particular, because the output of
BOILERPIPEandDESCRIPTIONis plain text). We also want the comparison measure to
be insensitive to different amounts of whitespace extracted by various methods. After a
typical normalization, we compute the setSof 2-grams (two consecutive words) in the
output of all methods, and estimate classicalprecisionandrecall measures by comparing
it to the setG of 2-grams of the gold standard, as:

Precision(G;S) =
jG\ Sj

jSj
; Recall(G;S) =

jG\ Sj
jGj

:

Precision and recall are then summarized by their harmonic mean, theF1 measure. Note
that the precision we compute is exactly the ROUGE-N [Lin, 2004] measure used for
comparing the performance of text summarization techniques.

Main results We show in Table 2.2 the mean precision, mean recall, and corresponding
F1 measure of the different methods tested over the whole dataset. We note that, since
we have a sample of 90 independent sites and values of the order of90%, the con�dence
interval at 95% probability (1.96 standard deviation) [Freedman et al., 1998] is� 0:06.

9http://code.google.com/p/Boilerpipe/
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Figure 2.8.:Article extraction: effectiveness results for all the considered
techniques
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Figure 2.9.:Evolution of the F1 measure in function of the (maximum) number of
pages considered, for each Web source, to share a similar layout
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Prec. (%) Rec. (%) F1 (%)

FOREST(tf-idf) 93 92.8 92.1
FOREST(feeds) 92 90.5 89.6
BOILERPIPE 79.5 84.0 81.7
SIGFEED 88 83.9 84
COVERAGE 89.7 83 82.9
DESCRIPTION 84.4 22 30.3

Table 2.2.:FOREST: mean precision, recall, and their correspondingF1-measure

To investigate more precisely the shape of the distribution of results for each method,
Figure 2.8 presents theF1 measure of the different methods. We show for each method
its 9th and 91th percentile (whiskers), its �rst and third quartile (box) and its median
(horizontal rule).

Both variants ofFORESTsigni�cantly outperform the baselines, with a globalF1
measure of, respectively 92.1% and 89.6%. These results were obtained for the whole
dataset, that is, 1006 Web pages.

BOILERPIPEachieves a relatively low score here, despite the fact that the Web pages
of our dataset (blog posts, news articles) match the kind of Web pages theArticleEx-
tractor has been trained on. We observe in practice thatBOILERPIPEhas the following
shortcomings: when a Web page contains various small Web articles, the text of all is
taken as a whole. Also, when the text of an article is segmented by the use of images (or
different kind of content that text),BOILERPIPEconsiders them as separators, giving in
this case a partial result. At the same time,BOILERPIPEcan be applied directly at the
level of a single Web page, which is a more independent setting than that ofFOREST, in
which at least two pages that share the same template are needed.

The intuitiveCOVERAGEapproach that uses a relevance measure based on weighted
keywords and theSIGFEED[Oita and Senellart, 2010b] heuristic-based method manages
a higher level ofF1 measure thanBOILERPIPE. We infer from this that, wherever their
source, keywords are globally useful in the task of content extraction.SIGFEED is
however outperformed byFOREST: the simplediv block heuristic that works in many
cases, fails to fully extract the article when complex HTML element nesting is involved.

Precision of theDESCRIPTIONbaseline is low, suggesting �rst, that feed items also
contain2-grams that do not appear in the main content (an example of that are dedicated
links to go to the unabridged version), and second, judging by the abysmal recall, that
feed items are often incomplete versions of the main content of a Web page. We also
found out that, for practical (the article can be very long) or commercial purposes
(to attract site visitors), many feed generators just cut the description to a couple of
lines [Finkelstein, 2005].
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To look more carefully into these results, turn now to Figure 2.8. This graph shows
in particular that in addition of having better performance in average, the two variants
of FORESTare also more robust: on 90% of the corpus (resp., 75%), theF1 measure is
greater than 84% (resp., 91%), to compare with 55% and 73% forBOILERPIPE.

Another interesting feature shown in Figure 2.8 is that bothSIGFEEDandCOVERAGE

have quite a high median, which means they will work well on most sources, but have a
F1-measure less than, respectively, 55% and 9%, on 10% of the corpus. As already noted,
DESCRIPTIONperforms very poorly, with aF1 score greater than50%on less than25%
of the corpus.

The similar performance ofFOREST(tf-idf) and FOREST(feeds) suggests that keywords
extracted from Web sites themselves are as useful as keywords from more trusted sources
like Web feeds items. However,FOREST(tf-idf) has the advantage of not depending on
the presence of Web feeds.

In�uence of the number of pages To understand the impact of the number of pages
with the same layout available toFOREST, we plot in Figure 2.9 the obtainedF1 measure
of different methods with respect to the number of pages sharing the same template.
Obviously, since neitherSIGFEEDnor BOILERPIPEmake use of the repeated structure,
the variation of theirF1 measure here is not signi�cant: it is just due to the somewhat
�uctuating performance behavior on the collection of Web pages of a given site.

FOREST(feeds) is already at the same effectiveness level as theSIGFEEDbaseline that
does a comparable job, and is even slightly better, perhaps thanks to the measure of
informativeness used.

FORESTrequires at least two pages sharing the same layout: this is helpful not only for
the acquisition of discriminative keywords usingTf-Idf, but also allows the exploitation
of the repeated Web page structure for pattern identi�cation. As soon as there are at least
two sample pages,FORESTreaches anF1 score that is already above that ofBOILERPIPE.

When the signi�ers are given by aTf-Idf analysis on the Web pages themselves,
FORESTcannot be applied with good precision on a single page: this is expected, since it
means that theIDF measure is here constant and cannot serve to distinguish between
page-speci�c and terms which are common to the Web site as a whole. In addition,
there is no repeated structure that can serve to add relevance to tag paths.FORESTkeeps
improving as the number of Web pages increases, to reach a plateau around 8–10 pages.
In any case, a small number of pages is enough to get better results than the baselines,
which broadens the applicability of the method.

In�uence of the number of keywords Another parameter that can be modi�ed is the
number of signi�ers kept for a given Web page. From our experiments (see Figure 2.10),
as long as the number of signi�ers exceeds5, the quality of the extraction is not overly
affected, though we do observe a slight reduction in effectiveness when too many
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Figure 2.10.:Evolution of the F1 measure in function of the (maximum) number of
signi�ers used in the process of DOM path selection

signi�ers are considered.
When the number of signi�ers falls below5, the resulting few terminal paths are not

giving enough insight on the informativeness of their element patterns, and the precision
of results gets lower.

BOILERPIPEdoes not uses signi�ers, so the variation of itsF1 measure is zero. On
the contrary,SIGFEEDdoes, and we observe a surprisingly highF1 stability, with a high
score, even when using a single keyword. This could be explained by thediv heuristic
that is employed inSIGFEED: the idea that signi�cant nodes are simply clustered based
on their �rst (i.e., lowest in the hierarchy)div ancestor. Obtaining low variations of
the ef�ciency when less signi�ers are used to get signi�cant nodes could mean either
that these signi�cant nodes have in common the samediv block. As the sources of
signi�ers for SIGFEEDare the title and description of an item, the feed signi�ers tend to
concentrate at the beginning of the Web article, at the same relative location. So having
many other keywords in this case does not change the lowest common block ancestor
that is chosen as wrapper for the target article.

Miscellaneous We report brie�y on additional variations of the settings forFOREST.
We have testedU andJ separately in the beginning to �nd a suitable measure. See

Figure 2.11, where we have experimented with a maximum of 10 sample pages per feed
source. The common pattern is that, both forFOREST(tf-idf) and FOREST(feeds),J and
U alone give reasonableF1-measure scores, though lower than the combination ofJ � U.
In particular,J tends to have a higher precision thanU and a lower recall, which makes
the combination of the two a good compromise.
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Figure 2.11.:In�uence of J and U on mean precision, recall, and theF1-measure

Challenges Even if the DOM block is correctly identi�ed,FORESTef�ciency can be
lowered in some cases by the fact the extraction may also contain comments or related
links. The cause is simple: the signi�ers can also pinpoint comments or links; when
comments or links are integrated together with the main content in a DOM block without
a proper logic segmentation, the common block is taken as result.

We have annotated the gold standard regardless of the actual relevance that comments
or related links may have to signi�ers, with the aim to extract only the main content. It is
however dif�cult to decide whether this type of related content can not be useful for a
user that issues a keyword query.

We have made experiments to �lter out �rst, the lists of anchors from the DOM of
the document in the pre-processing phase, and second, signi�cant paths that have the
keyword “comments” in their signature. However, these heuristics barely improve the
results: 1% for the �rst and 2% for the latter. The reason that we observe in practice is that
either the lists of anchors is part of the gold standard for some articles, or the heuristics
do not work because the anchors or comments are encoded in multiple, subsequentdiv s
rather than in list items inol, ul , etc typical DOM lists types. The improvement is
also minimal for other heuristic choices like the use of the tolerant form of a DOM node
attribute in de�nition 2 (1%), and biasingFORESTin favor of deep nodes by a decay
level factor in relevance formula (2.7) (2%).
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Discussion

We have presented a novel unsupervised technique that mingles wrapper induction with
content analysis, for Web pages that share the same HTML template. The algorithm
has the originality of using keywords to trace locations of interesting blocks in the Web
pages. We �lter out signi�cant tag paths and de�ne a measure of relevance at the level
of DOM elements. This measure takes into account not only the structural patterns of
the elements, but also the content-based informativeness. This approach produces a
single, generic tag path that is used to extract the data of interest across the various pages.
Being tested in comparison with state-of-the-art approaches for content extraction, for a
diversi�ed dataset of Web pages,FORESTdemonstrates to be an ef�cient technique for
Web article extraction.
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Objects

In order to automatically explore the mass of information
existent on the deep Web, many current techniques assume
the existence of domain knowledge, which is costly to create
and maintain. In this chapter, we present a new perspective
on the understanding of this type of structured data source
that does not require any domain-speci�c knowledge. Unlike
previous approaches, we do not independently perform the var-
ious analysis steps (e.g., form interface parsing, information
extraction on response page, object attributes labeling), but
integrate them to gain more insight based on their complemen-
tarity. Through data extraction, and using the form itself for
validating mapping hypothesis, we reconcile input and output
schemas in a labeled graph which is further aligned with a
generic ontology.

This work has been established in collaboration with An-
toine Amarilli, during his internship concerning the improve-
ment ofPARIS ontology alignment algorithm by processing
joins.

For clarity, we note that this article describes a vision, proto-
typed for preliminary testing, rather than a full-�edged system.
Its worth saying that all advances regarding the individual
analysis modules combined in our framework, including the
alignment algorithm, can only improve the feasibility and
effectiveness of our vision at large scale.

The contents of this chapter have been published at the
VLDS workshop [Oita et al., 2012].

§ 1. The Deep Web

Thedeep Webconsists of dynamically-generated Web pages that are reachable by issuing
queries through HTML forms. A form is a section of a document with specialcontrol
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elements (e.g., checkboxes, text inputs) and associated labels. Users generally interact
with a form by modifying its controls (entering text, selecting menu items) before
submitting it to a Web server for processing.

Forms are primarily designed for human beings, but they must also be understood by
automated agents for various applications such as general-purpose indexing of response
pages [Madhavan et al., 2006], focused crawling [Fang et al., 2007; Kumar et al.,
2011], extensional crawling strategies (e.g., Web archiving), automatic construction
of ontologies that guide the task of Web data extraction [Furche et al., 2011b; Wu et al.,
2005b], etc.

However, most existing approaches to automatically explore and classify [Hedley et al.,
2006] the deep Web crucially rely on domain knowledge [Furche et al., 2011a; He et al.,
2004; Yuan et al., 2009] to guide form understanding [Khare et al., 2010]. Moreover,
they tend to separate the steps of form interface understanding and information extraction
from result pages, although both contribute [Wang et al., 2004] to a moreauthentic
vision on the backend database schema. The form interface exposes in the input schema
some attributes describing the query object, while response pages present this object
instantiated in Web records that outline the form output schema.

In this paper, we determine a mapping between the input and output schemas which
associates the data types corresponding to form elements in the input schema to instances
aligned in the output schema. A harder challenge is to understand thesemanticsof these
data types and how they relate to the object of the form.

The input–output schema mapping may give us hints, such as the input schema labels,
but this information cannot suf�ce by itself. This has been addressed in related work using
heuristics [Wang and Lochovsky, 2003] or an assumed domain knowledge [Senellart
et al., 2008] which is either manually crafted or obtained by merging different form
interface schemas belonging to the same domain. Domain knowledge is, however, not
only hard to build and maintain, but also often restricted to a choice of popular domain
topics, which may lead to biased exploration of the deep Web. Another option is to
perform attribute labeling for response records, a typical step in IE. However, attribute
labeling is a dif�cult task for which heuristics or, again, a source of semantics (e.g.,
a gazetteer) were typically used. Heuristics are usually applied, data attributes being
matched to form element labels or “voluntary labels” found in the neighborhood.

We present a new way to deal with this challenge: we initially probe the form in
a domain-agnostic manner and transform the information extracted from response
pages into a labeled graph. This graph is then aligned with ageneral-domainontology,
PARIS [Suchanek et al., 2007], using thePARIS ontology alignment system [Suchanek
et al., 2011]. This allows us to infer the semantics of the deep Web source, to obtain
new, representative query terms fromPARIS for the probing of form �elds, and to pos-
sibly enrichPARIS with new facts. We then spread the acquired knowledge using the
input–output schema mapping to the form interface. As a result, we obtain a full wrapper
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for the deep Web source, and we can extract its data to enrich the generic ontology
with new entities and relationships. We can also use the ontology to guide the form
probing by suggesting attribute values which are compatible with our understanding of
the input schema. Hence, the reference ontology and the deep Web source can be said
to cross-fertilize. Thus, we know how to probe the deep Web source, and we can use
PARIS to guide the probing by suggesting attribute values which are compatible with our
understanding of the input schema.

Next, in Section § 2, we describe some important related work. In Section § 3, we
present our vision for deep Web analysis. Section § 4 discusses preliminary results of
the ontology alignment process.

§ 2. Related Work

[Madhavan et al., 2006] introduces the Google'ssurfacingapproach to deep Web content:
Web pages are indexed by simulating form submissions, retrieving answer pages and
putting them into the index. Until now, no other strategies have been implemented at
large scale, because the technical dif�culties encountered with the deep Web are related
to the absence of domain-independent, reliable ways to acquire semantics. Speci�c
domain knowledge-based solutions exist, but they do not scale in practice.

Form understanding [Raghavan and Garcia-Molina, 2001] presents the general de-
sign for a deep Web crawler and addresses the problem of fully understanding of a form,
and more speci�cally recognizing and responding to simple dependencies between form
elements (e.g., city and state; the city must be inside the state speci�ed) We address this
question through the use of ontology relations (e.g.,locatedIn).

[Zhang et al., 2004] writes about the query interface as guided by a hypothetical syntax,
which connects semantics to presentation. [Furche et al., 2012a] are taking further this
hypothesis and infers a domainlogic.

Merging input schemas of deep Web interfaces has been used to perform schema
integration [Wu et al., 2005a], automatically bootstrap speci�c domain ontologies [Wu
et al., 2005b], Web database sampling [Hedley et al., 2006; Ipeirotis and Gravano, 2002]
and classi�cation [Wang and Lochovsky, 2003]. Schema matching has been seen as a
crucial step in deep Web data integration because the resulting common query interface
(i.e., virtual schema) gives uniform access to multiple sources. As the virtual schema
can mediate queries, possible applications are query translation [Liang et al., 2008] and
routing [An et al., 2007]

[Wu et al., 2005b] matches different deep Web interfaces belonging to the same
domain in order to bootstrap a domain knowledge. This domain is further exploited
to train concept classi�ers with the aim to identify zones in the response pages that
contain concepts and instances. [Quattoni et al., 2007] uses conditional random �elds, a
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classical discriminative model for classi�cation problems. To match attributes between
schemas, many other different types of structural, linguistic and semantic features have
been proposed. For instance [He et al., 2008] combines multiple matchers based on the
Dempster-Shafer theory of evidence.

The main drawback of these approaches is that data integration dramatically relies on
the interface schema, whose shallow features (the form structure and labels) are neither
complete, nor representative enough for the actual backend database schema. Different
sources support different query capabilities. Therefore, the analysis of response pages
before assessing a deep Web source as relevant to a certain topic query or schema has
been considered necessary [Balakrishnan and Kambhampati, 2011; Fang et al., 2007].

Interface probing To obtain response pages, the form has to be �lled in and submitted
�rst. Most approaches described in the literature are domain-speci�c and use dictionary
instances [Senellart et al., 2008].Domain-agnostic probingapproaches are more powerful
because they do not make such assumptions and incrementally build knowledge that
tends to improve the probing and the quality of response pages. However, existing
domain-agnostic techniques do not aim at understanding the intensional purpose of the
form, but at extensional crawling [Barbosa and Freire, 2004].

Record data extraction and semantic annotation Deep Web response pages are an
extremely rich source of semi-structured information. Works dealing with response pages
assume the form probing mechanism understood and focus on information extraction
(IE) from Web records.

We note that a complete IE analysis includes the following three steps:

1. record identi�cation [Caverlee et al., 2004];

2. attribute alignment [Zhu et al., 2006] ;

3. attribute labeling [Wang and Lochovsky, 2003].

Nevertheless, very few works in the large literature on this subject simultaneously
deal with these steps or try to bene�t from their combination. For instance, [Zhu et al.,
2006] performs the �rst two steps using a hierarchical Conditional Random Fields (CRF).
While solutions to record identi�cation and attribute alignment are extensively studied
and therefore quite mature, the existing solutions for attribute labeling are typically based
on label assignment heuristics.

While a non-trivialsemantic analysisof records is needed, heuristics [Wang and
Lochovsky, 2003] perform the annotation of data object attributes by matching them to
form element labels or other “voluntary labels” found in the neighborhood of the input
schema, supposing that the input schema could be linked to a domain knowledge.
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An empirical observation on a search interface is that if an accurate query is sent
to a Web database, the returned result will contain more accurate results, but also less
data records. Many works aim at composing high-quality queries that can guarantee
accurate results. However, high-quality queries can be issued a priori only if the form
is understood. For this reason, [Tiezheng et al., 2007] �rst classi�es form interfaces
in speci�c domains and selects depending on these domains typical instances as query
terms.

In comparison with theinput schema of a form interface that can be more or less
assumed as known, theoutputschema is obtained by probing the form and analyzing the
response pages. As a rule, extracting the schema of the records [Nestorov et al., 1998] is
a clustering process that groups together record features that are structurally similar, on
the same response page or across various pages.

Automatically extracting instances from the deep Web with the aim of enriching a
domain-speci�c ontology can improve Web search by reducing the access to external
resources such as the Web. Another important motivation is enriching existent ontologies:
quoting [An et al., 2008], “the success of the Semantic Web depends on the existence of
suf�cent amount of high quality semantics contained in ontologies”.

The data extracted from deep Web sources through IE processing can be used to build
and/or enrich ontologies [An et al., 2008; Davulcu et al., 2004; McDowell and Cafarella,
2006; Su et al., 2009; Thiam et al., 2008], gazetteers [Furche et al., 2012b] or to expand
sets of entities [Wang and Cohen, 2007]. [McDowell and Cafarella, 2006] useslearning
to effectuate an alignment of deep Web instances to a domain-speci�c ontology. Instance
learning is based on named entity recognition (NER) and comparison with concept labels
or named entities in a domain ontology. ODE [Su et al., 2009] in particular gets closer to
our work by its holistic approach, but still needs a domain ontology built by matching
different deep Web interfaces. A more important difference appears in the annotation
of the extracted data from response pages using heuristic rules for label assignment,
similar to [Wang and Lochovsky, 2003]. Comparatively, we use an ontology alignment
algorithm.

To estimate the semantic similarity between term candidates (i.e., Web labels) and
concepts in the ontology in order to perform their alignment, many approaches are
available.

[Thiam et al., 2009] proposes an alignment using the Taxomap tool1, exploiting only
syntactic-based similarity measures as term inclusion orn-gram similarity. A typical
method is the comparison of class and property names of concepts in ontologies using a
string distance metric [Stoilos et al., 2005]. Unsupervised NER systems are based on
lexical resources either based on an ontology as WordNet [Reynaud and Safar, 2007] or
DbPedia [Bizer et al., 2009], or on the Web itself [Cimiano et al., 2005].

The next step is the discovery of the semantic relationships between the entity of the

1http://www.lri.fr/~hamdi/TaxoMap/TaxoMap.html
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form and the record attributes; for this, several techniques are proposed in the literature.
Typically, statistical and rule-based methods use the instances in atextual contextin
order to infer the relation between them [Chen et al., 2008; Cimiano et al., 2005]. These
techniques uses thus instance terms to make requests to a search engine, retrieve results,
process the snippets using NLP analysis, and extract sentences that are meant to give a
context for the relation existing between the respective instances. Another option [Stoilos
et al., 2005] is to match the terminology of a given term with aknownconcept using
semantic resources such as DBpedia or WordNet [Reynaud and Safar, 2007]. Yet another
trend is to use classi�ers that can predict speci�c relations (e.g.,subClassOf) given
enough training and test data [Beisswanger, 2010]. [Suchanek et al., 2006] combines
linguistic and statistical analysis to extract relations from Web documents. The closest
work to ours may be [Limaye et al., 2010], an approach relying on supervised learning
that uses a generic ontology to infer types and relations among the data in a Web table.
We deal with the more general setting of deep Web interfaces here, and we propose a
fully automatic approach that does not require human supervision. It could be adapted in
our deep Web context in the following way: we represent the lists of instances obtained
through attribute alignment in response records asfeature vectors. The aggregation
of such vectors for a given deep Web source results in a “Web table”, from which the
proposed technique can be applied. However, the method relies on machine learning
to identify types, instances and relationships. We propose a fully automated approach
instead.

§ 3. Envisioned Approach

We now present our vision of a holistic deep Web semantic understanding and ontology
enrichment process, which is summarized in Figure 3.1: a Web form is analyzed and
probed, record attribute values are extracted from result pages, and their types are mapped
to input �elds. While these steps are rather standard and we follow the well-established
best practices, they have never been analyzed in a holistic manner without the assumption
of domain knowledge that describes the form interface. The novelty of studying these
steps in connection comes from their contribution to the formation of a labeled graph
which encompasses data values of unknown types andimplicit semantic relations. This
graph is further aligned with a generic ontology for knowledge discovery usingPARIS.

§ 3.1. Form Analysis and Probing

The form interface is presented as aninput schemawhich gives a prescriptive description
of the object that the user can query through the form. The input schema is the ordered
list of labels [Ding and Li, 2011] corresponding to form elements, possibly together with
constraints and possible values (for drop-down lists and other non-textual input �elds).
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Probing is the process of submitting a form and retrieving response pages. Important
data constraints or properties of the backend Web database can be discovered through
well-designed probing and response page analysis. Some may be precious for a crawler
that interacts with the form: Are stop words indexed? Which Boolean connectors are
used (conjunctive or disjunctive)? Is the search affected by spelling errors?

We perform form probing in an agnostic manner (i.e., without domain knowledge)
following [Barbosa and Freire, 2004; Madhavan et al., 2006]. We try to set non-textual
input elements or to �ll in a textual input �eld with stop words or withcontextual terms
extracted from non-textual input controls (e.g., drop-down list entries) or surrounding
text (e.g., indications to the user). We rely on the fact that many sites provide a generous
index (i.e., a response page can be obtained by inputting a single letter). A more elaborate
idea is to use AJAX auto-completion facilities.

§ 3.2. Record Identi�cation

If the form has been �lled in correctly, we obtain a result page. Otherwise, to identify
possible error pages, our method infers a characteristic XPath expression by submitting
the form with a nonsense word and tracing its location in the DOM of the response
page. This approach uses the fact that the nonsense word will usually be repeated in the
error page to present the erroneous input to the user. If not, techniques such as those
of [Senellart et al., 2008] can be applied.

If the probing yields a response page which does not contain the error pattern, then we
determine in the DOM of the response page, the generic XPath location of Web records
using [Oita and Senellart, 2012].

§ 3.3. Output Schema Construction

A way to build the output schema is to use the re�ection of a given domain knowledge
in response pages [Tiezheng et al., 2007; Wang et al., 2004]. In contrast, we perform
attribute alignment[Alvarez et al., 2008] for records obtained from different pages.

Since Web records represent subtrees which are structurally similar at DOM level, we
extract the values of their textual leaf nodes and cluster them based on their DOM path.
The rationale is that the values found under the same record internal path are attributes of
the same type. For instance, “Great Expectations” and “David Copper�eld” in Figure 3.1
both represent literals of thetitle attribute of abookand have a common location pattern.

We de�ne arecord featureacross various response pages as the association between a
relevant record internal path and its cumulated bag of instances. Theoutput schemafor a
response page is then de�ned by the ordered sequence of record features. In practice, we
remove uninformative record features from the output schema by restricting ourselves to
paths which containdifferentinstances across various response pages.
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Figure 3.1.:Deep Web form understanding and ontology enrichment: overview of the envisioned approach

80
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§ 3.4. Input and Output Schema Mapping

We align input �elds of the form with record features of the result pages in the following
fashion. For non-textual form elements such as drop-down lists, we check if their values
do not trivially match one of the record features of the output schema. For textual form
elements, we use a more elaborate idea. Due to binding patterns, query instances which
appear at a certain record internal path should appear again at the same location when
they are submitted in the “right” input �eld for this path. If we submit them in an
unrelated �eld, however, we should obtain an error page or unsuitable results.

Formally, given a record featuref of the output schema, we can see if it maps to a
textual inputt by �lling in t with one of the initial instances off (sayi) and submitting
the form. Either we obtain an error page, which meansf andt should not be mapped, or
we obtain a result page in which we can usef 's record internal path to extract a new bag
I of instances forf . In this case, we say thatt and f are mapped if all instances inI are
equal toi or contain it as a substring (i.e.,i appears again atf 's location pattern). We
obtain the mapping by performing these steps for all couples( f ;t).

Most of the time, the input–output schemas do not match exactly. The attributes that
cannot be matched are usually explicit in the input schema (e.g., given by non-textual
inputs, like drop-down lists), or only present in the output schema (e.g., the price of a
book).

§ 3.5. Labeled Graph Generation

We represent the data extracted from the Web records as RDF triples [Recommendation,
2012] in the following manner:

1. each record is represented as anentity;

2. all records are of the sameclass, stated usingrdf:type;

3. the attribute values of records are viewed asliterals;

4. each record links to its attribute values through the relation (i.e.,predicate) that
corresponds to the record internal path of the attribute type in the response page;

These triples describe the entity of the form, for each response record in a star represen-
tation 3.2, similar to [Herzig and Tran, 2012]. The aggregation of all these representations,
based on implicit, commonrdf:type relations between attributes, creates a directed,
labeled graph. Since the labels are not fully semantically described, and many of them
are rather logical before the alignment, it is possible to add much more information to
the representation, provided that we have the means to extract it. An idea would be to
include a more detailed representation of a record by following the hyperlinks that we
identify in its attribute values and replacing them in the original response page with the
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DOM tree of the linked page. In this way, the extraction can be done on a more complete
representation of the backend database. We can also add complementary data from
various sources, e.g., Web services or other Web forms belonging to the same domain.

§ 3.6. Ontology Alignment usingPARIS

The ontology that we compile from the result pages is aligned with a large reference
ontology. We useYAGO [Suchanek et al., 2007], though our approach can be applied to
any reference ontology. We usePARIS [Suchanek et al., 2011] to perform the ontology
alignment. Unlike most other systems,PARIS is able to align both entities and relations.
It does so by bootstrapping an alignment from the matching literals and propagating
evidence based onrelation functionalities. Through the alignment, we discover the class
of entities, the meaning of record attributes and the actual relation that exists between
them.

PARIS can be expected to perform better with a larger sample of result page data to
align, and annotates the alignments it produces with con�dence scores: hence, we can
perform the alignment incrementally, starting on a small sample and performing more
probing to extend the sample until we obtain an alignment with satisfactory con�dence.
Two main adaptations are needed to usePARIS in the deep Web data alignment process.

First, extracted literals usually differ from those ofYAGO because of alternate spellings
or surrounding stop words. A typical case on Amazon is the addition of related terms,
e.g., “Hamlet (French Edition)” instead of just “Hamlet”. To mitigate this problem we
normalize the literals, eliminate punctuation and stop words. Pattern identi�cation in the
data values of the same type could increase the probability of extracting cleaner values.
We are working on a way to indexYAGO literals in a manner that is resilient to the small
differences we wish to ignore. A promising approach to do this isshingling[Broder
et al., 1997].

Second, an entity-to-literal relation in the labeled graph may not necessarily corre-
spond to a single edge in the reference ontology, but to a sequence of edges. This
amounts to ajoin of the involved relations; a typical case in our prototype is the “author”
attribute which is linked to a record entity through a two-stepYAGO path “y:created
y:hasPreferredName”. To ensure that the alignment with joins, typically costly, can be
performed in practice, we limit the maximal length of joins. A consequence is thatPARIS

will explore a smaller fraction ofYAGO in the search for relations relevant to the data of
our labeled graph.

In addition to the use of record attribute values as literals,PARIS could use the form
labels (through the input–output mappings) to guide the alignment and favorYAGO

relations with a similar name. Some record instances do not align with any literal of the
ontology. The cause is that they represent information which is unknown toYAGO.
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§ 3.7. Form Understanding and Ontology Enrichment

Thanks to the ontology alignment, we obtain knowledge about the data types, the domains
and ranges of record attributes, and their relation to the object of the form (in our case, a
book). The propagation of this knowledge to the input schema through the input–output
mapping (for the form elements that have been successfully mapped) results in a better
understanding of the form interface. On the one hand, we can infer that a given �eld of
the Amazon advanced search form expects author names, and leverageYAGO to obtain
representative author names to �ll in the form. This is useful in intensional or extensional
automatic crawl strategies of deep Web sources. On the other hand, we can generatenew
result pages for which data location patterns are already known and enrichYAGO through
the alignment that we once determined.

There are three main possibilities to enrich the ontology. First, we can add to the
ontology theinstancesthat did not align. For instance, we can use the Amazon book
search results to add toYAGO the books for which it has no coverage. Second, we can
addfacts(triples) that were missing inYAGO. Third, we can add therelation typesthat
did not align. For instance, we can add information about the publisher of a book to
YAGO. This latter direction is more challenging, because we need to determine if the
relation types contain valuable information. One safe way to deal with thisrelevance
problemis to require attribute values to be mapped to a form element in the input schema.
We can then use thelabelof the element to annotate them.

Facts themselves can be annotated with a probability depending on its generation
con�dence from result pages. We did not need to use this information for the moment,
however, but it may be useful for future developments. In the former case, the non-
alignment is even bene�cial, because it can avoid semantic drift. as we have multiple
instances of the same type, if even a single one aligns to the ontology, then the discovered
type propagates to all sibling instances. That means that the ontology can be enriched
with new instances and new facts.

Using the alignment, we can remember that a certain relation type can be obtained
by querying the form in a certain way and extract the information using the appropriate
existing data wrapper (i.e., the record feature path). Having discovered the type of
a record feature and its corresponding relation with the entity usingPARIS, Having
understood the probing, more precise response pages can be further obtained. New
structured data extracted from record pages (using the known location patterns) are
automatically recognized from the semantic point of view using the mappings ofPARIS.

The generated triples can be directly added to the ontology can improve the process of
recognition. For record features for whichPARIS could not align any instance, not only is
the type of instance unknwon, but also the relation. If we consider that they are valuable
instances then a way to do this is to verify using the input–output mapping if their record
feature maps to an element of the input schema. For example, knowing the “Publisher”
label in correspondence with instances of a “Publisher”, we can create a new Amazon
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relation “amazon:isPublishedBy” of aYAGO book and add the respective instances to
YAGO.

The reason can be that these instances represent junk text that happens to appear in a
structured fashion in the response record (e.g., “In Stock.”) or that the related entities
are unknown toYAGO, whose source of facts is Wikipedia. In the former case, the
non-alignment is even bene�cial, because it can avoid semantic drift. In the latter, as we
have multiple instances of the same type, if even a single one aligns to the ontology, then
the discovered type propagates to all sibling instances. That means that the ontology can
be enriched with new instances and new facts.

Using the alignment, we can remember that a certain relation type can be obtained
by querying the form in a certain way and extract the information using the appropriate
existing data wrapper (i.e., the record feature path). Having discovered the type of a
record feature and its corresponding relation with the entity usingPARIS,

Having understood the probing, more precise response pages can be further obtained.
New structured data extracted from record pages (using the known location patterns) are
automatically recognized from the semantic point of view using the mappings ofPARIS.

The generated triples can be directly added to the ontology. For record features for
which PARIS could not align any instance, not only is the type of instance unknwon,
but also the relation. If we consider that they are valuable instances to be added to
the ontology, then a way to do this is to verify using the input–output mapping if their
record feature maps to an element of the input schema. If so, we use the label of the
corresponding form element to guide the alignment for the discovery of a relation (say,
�nd if there is a “Publisher” class inYAGO and check its instances) or we transform
the record internal path of this feature in a new relation using this label. For example,
knowing the “Publisher” label in correspondence with instances of a “Publisher”, we
can create a new Amazon relation “amazon:isPublishedBy” of aYAGO book and add the
respective instances toYAGO.

PARIS can be expected to perform better with a larger sample of result page data to
align, and annotates the alignments it produces with con�dence scores: hence, we can
perform the alignment incrementally, starting on a small sample and performing more
probing to extend the sample until we obtain an alignment with satisfactory con�dence.

§ 4. Preliminary Experiments

We have prototyped this approach for the Amazon book advanced search form2. Ob-
viously, we cannot claim any statistical signi�cance of the results we report here, but
we believe that the approach, because it is generic, can be successfully applied to other
sources of the deep Web.

2http://www.amazon.com/gp/browse.w3c99htmlSpec?node=241582011
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Figure 3.2.:Triples generation using deep Web IE results
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Our preliminary implementation performed agnostic probing of the form, wrapper
induction, and mapping of input–output schemas. It generated a labeled graph with
93 entities and10 relation types out of which2 (title and author) are recognized by
YAGO. Literals underwent a semi-heuristic normalization process (lowercasing, removal
of parenthesized substrings). We then replaced each extracted literal with a similar literal
in YAGO, if the similarity (in terms of the number of common2-grams) was higher than
an arbitrary threshold.

We aligned this graph withYAGO by runningPARIS for 15 iterations, i.e., a run time of
7 minutes (most of it was spent loadingYAGO, the proper computation took 20 seconds).
Though the vast majority of the books from the dataset were not present inYAGO, the6
entity alignments with best con�dence were books that had been correctly aligned through
their title and author. To limit the effect of noise on relation alignment, we recomputed
relation alignments on the entity alignments with highest con�dence; the system was
thus able to properly align the title and author relations with “y:hasPreferredName” and
“y:created y:hasPreferredName”, respectively. These relations were associated to the
record internal paths of the output schema attributes and propagated to form input �elds.

Discussion Our vision is that of a holistic system for deep Web understanding and
ontology enrichment, where each stage of the process (form analysis, information ex-
traction, schema matching, ontology alignment, etc.) would bene�t of every other part.
Many challenges remain to be tackled, and we detail more about this in the next part.
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§ 1. Conclusions

The outline of the next thesis part concerning the �nal discussion is as follows: we
give some global conclusions over the work that we have performed until now, we
continue with the presentation of some applications that are particularly relevant to our
contributions, and, �nally, we discuss further work.

Timestamping and change detection We have �rst performed an aggregate analysis
of different state-of-the-art strategies for change detection [Oita and Senellart, 2011]
and then focused more in detail on an approach based on Web feeds. We have also
presented some statistics concerning the temporal aspects of feeds that leverage the
temporal metadata in the change detection process [Oita and Senellart, 2010b]. In the
cases where Web pages are linked to a Web feed, one application that we have presented
in [Oita and Senellart, 2010a] is the reconstruction of Web pages from the their main
content, together with other properties extracted from other sources (e.g., the feed itself)
and a common template.

SIGFEED We have presentedSIGFEED, a feed-based algorithm [Oita and Senellart,
2010b] for �nding the data objects that correspond to Web feed items. These items refer
to the interesting content in a Web page, but also present useful metadata about it. This
top-down algorithm has achieved a good accuracy and is fast. The overall idea is simple:
extract the DOM node of the article of interest as the lowest common block ancestor
of multiple signi�cant nodes. The relevance of a DOM node is computed based on the
keywords that we get from the title and description of a feed item.

FOREST We got further with the keyword-based strategy, in a more general context.
As a result, we have developed a more mature algorithm namedFOREST. This is an
unsupervised technique that mingles wrapper induction with content analysis, for main
content extraction from Web pages.FOREST [Oita and Senellart, 2012], similar to
SIGFEED, leverages keywords to trace locations of interesting blocks in sample Web
pages, but can acquire these keywords independently of the existence of Web feeds
associated with those pages.FORESTsuccessfully exploits both potential sources of
keywords: Web feed items and frequent, discriminative terms occurring on Web pages,
obtained through aTf-Idf analysis. This algorithm obtains state-of-the-art results for a
large spectrum of Web page types, and it is based on principles that are easy adaptable to
many contexts e.g., CMSs, deep Web.

Deep Web and semantic annotation of objects We have usedFORESTfor the extrac-
tion of data objects (i.e., response records) from deep Web sources. Here, the signi�ers
came from the keywords used during the form interface submission, and sample pages
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sharing the same template were simply the response pages that we had obtained by
submitting the form.

The general aim is, after data object identi�cation usingFOREST, to further perform
a semantic annotation of objects [Oita et al., 2012]. We have thus presented our vision
concerning a holistic framework for deep Web understanding and ontology enrichment,
where each stage of the process (form analysis, information extraction, schema matching,
ontology alignment, etc.) would bene�t of every other part. This is an ambitious project,
but our current prototype already exhibits promising results.

§ 2. Further Research

We next highlight some further work plans and other long-term challenges related to the
contributions that we have presented in this thesis.

Web Archiving

Introduction Data on the Web has an ephemeral nature: new pages are added, old ones
are deleted, other are evolving [Adar et al., 2009]. For this reason, a heritage preservation
mission has been started by various Web archiving actors3.

Web archiving is the process of continuously collecting the content of the World Wide
Web to ensure its preservation and to allow access to information even after it disappears
from the Web [Masanès, 2006]. Many organisations actively run Web crawls and efforts
are done to converge into a uni�ed, global archive collection4.

An archiving crawler follows the same basic steps as a search engine crawler does to
construct indexes for Web pages. However, it does not drop indexes to obsolete Web
pages when new ones are discovered, but stores and references versions in time. The
�nal result is a collection of Web pages that can be browsed off-line and, in ideal settings,
temporally and semantically queried. Moreover, using data mining and visualization,
versioned Web content is also used to detect trends and evolution on a certain topic of
interest.

Pereniality of Web archives Time is a particularly important factor of in�uence also
for interpreting crawled content. While data might remain intact, the way we understand
and represent it changes, mostly due to the fact that the language itself, the culture and
the technology evolve.

One of the most serious challenges encountered in Web archiving is when the format of
the archived content becomes obsolete. The possible solutions are software or hardware

3http://internetmemory.org/en/
4http://www.mementoweb.org/
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emulation, content migration, and the inclusion of a proxy that incorporates format
translation capabilities [Hunter and Choudhury, 2003; Strodl et al., 2007; Swaney et al.,
2005].

In order to enableformat translation, rather than emulation or migration, we advocate
for the encapsulation of the main information of the crawled Web page, and the storage of
Web data objects independently of their original encoding format. Being decoupled and
better described, data objects can bedirectly and dynamically linkedwith other sources
on the Web: e.g., Semantic Web, Social Web, etc.

Content presentation and user interactivity Extracted in a way that captures vari-
ous content dimensions (or features), Web objects can improve the data organisation,
incremental crawl ef�ciency and the isolation of the presentation from content. This
will enhance the possibility of rendering the content in new ways, by adapting it, for
instance, to user preferences. One promising direction in this sense is the use of mashups,
in which the data objects, user presentation preferences and new features from existing
applications (e.g., Google Maps) can be integrated.

Semantic exploitation of collections The extraction of data objects is, in our opinion,
already necessary in order to provide value-added services, e.g., the semantic analysis of
content in time, trends and evolution, complex user queries, etc. To add new interacting
applications or allow adaptation to new speci�cations, we need a semantic layer that
connectsthe data to meaningful structures. A Web archive that contains semantically
annotated data objects (possibly, through techniques presented in Chapter 3) can be used
more effectively by analysts than just a collection of Web pages.

Another advantage is isolation of features or content through views; for instance, a
linguist could focus on the new terms that appear in the main content of multiple Web
articles, without bothering about the terms that appear in whole, topically heterogeneous
Web pages or their template.

Ef�cient storage and processing On the long term, the archiving of Web objects with
reference to their template could optimize not only the storage, but also the processing.
While it can be argued that, for Web archiving in particular, the original Web page is
necessary, this is more related to the requirement of well placing the Web content in
its precise context. By default, this context is a Web page. However, we believe that a
content's context is not only changing, but is also related to much more than its original
Web page.

Incremental Web crawling Remember that Web pages can have very lively dynamics,
in some cases with update intervals of the order of the minute. In these conditions, it
becomes unreasonable to try and capture every successive version of the corresponding
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channel Web page. Segmentation of pages and better �ltering of irrelevant changes
seem to be the best method to deal with the speed rate at which Web content evolves.
Web feeds are typically associated witht this type of dynamic pages. We believe that
investing little effort in order to exploit their speci�cities in the crawling process can
make a difference, as Web feeds become commonplace.

Web content timestamping With the large number of sources of timestamping hints,
it should indeed be possible to effectively estimate the freshness of a Web page. Experi-
mental studies on the reliability of these sources, perhaps in more speci�c contexts (a
given Web server software, a given CMS, etc.), which could provide more insight into
optimal strategies for timestamping Web pages, are still to be carried out. An interesting
line of research would be to complete the existing ideas on theTemporal Web, where
objects (i.e., complex, structured entities) are reliably timestamped and put in a global
network which is time-aware in which there exist events linked together, and we can
observe the hidden factors of in�uence of each.

Main Content Extraction

SIGFEED Although being a good heuristic method in the case of Web articles generated
by CMSs and having a Web feed associated,SIGFEEDsuffers from several drawbacks.
First, this method is obviously possible only for Web pages which are linked to a Web
feed. Second, the use of thediv block heuristic; this manner of grouping HTML content
can change in the future, which can make the method obsolete, unless another type of
block element can be substituted to it. Third, this technique does not make use of the
common template shared by Web pages for a given Web channel. We believe that using
several sample Web pages in the analysis is not a constraint, but an advantage. Due
to their availability, their explicit structural similarities and implicit semantic relations
concerning the types of information across different Web pages, exploiting the context
created by sample pages can only be bene�cial.

FOREST has been designed to address the drawbacks ofSIGFEEDin terms of genericity.
FORESThas been tested on a dataset that is based on a feed crawl. This is an original
way of acquiring Web pages that share the same template, but is also adapted to our
extraction target: a Web article. As further research, we would want to testFORESTon
other types of datasets, namely on sample Web pages that contain response records as
objects. Datasets that group pages sharing the same template for object extraction exist,
but have been, at our best knowledge, considered only in the context ofresponse records
generated from the submission of a Web form. We have successfully testedFORESTfor
the sample pages generated by the Amazon advanced search form. We therefore believe
thatFORESTideas can be used on a broader range of settings.

92



PART III. DISCUSSION Further Research

From another perspective, other possible sources of keywords that can be tested are
anchor text, terms occurring in search enginequery logs, semantic annotations associated
to the Web page (e.g., RDFa, microformats), etc.

Deep Web and Ontology Enrichment

As we have seen from the last chapter, our vision on the deep Web comprehension is
based on objects semantics discovery. This needs a complex orchestration of approaches
belonging to information extraction, information integration, possibly Ajax processing,
etc.

Many challenges remain to be tackled in this domain, and concerning the solution that
we have proposed, we mention:

1. test the vision approach against formal datasets of deep Web form interfaces.
Although we have prototyped the approach, and it exhibits promising results,
further steps have to be done in order to transform it into a mature project.

2. demonstrate the effectiveness of the ontology alignment technique for avariety of
subjects. In our prototype, the domain of the Amazon form is books. More tests
should be performed in order to verify the feasibility of the alignment withPARIS

when the domain of the form object is not well covered, and what can be done
when it is not covered at all inYAGO.

3. proper management of the con�dence in the results of each automatic task, es-
pecially when they are used as the input of another task. For instance, imperfect
record data extraction would propagate to literal matching. One document may
contain both structured and unstructured parts. Except for named entities, instances
are often drowned in text, so they are not easily dissociable. Having a proper way
of dealing with this cases, we could make the system more resilient to outliers and
noise.

4. the identi�cation of new relations of interest among those extracted from a deep
Web source and aligned with the ontology. This is a dif�cult task because the
description of the relation would not exist a priori, so it would need to be automati-
cally inferred from the context.

5. integration of information contained in several different deep Web sources of the
same domain for the construction of a virtual domain schema. For broad Web
search on deep Web content, better de�ning the boundaries of a domain knowledge
through richer, reachable descriptions (from sources like the Semantic Web, Web
services, peer communities through question answering, etc.) is still work in
progress.
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6. the switch to structured from keyword-based queries needs the identi�cation of
the relevant domainof a query; an interesting further work would be to infer the
domain of the query using the alignment of deep Web data withYAGO. For this,
we expect complex join processing to be necessary.
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Inférer des Objets Sémantiques du
Web Structuré

§ 1. Contexte de recherche

Contenu Web éphémèreL'ensemble des contenus du Web est devenu une source d'in-
formations extrêmement précieuse. A�n d'accéder facilement à l'information enrichie
chaque jour, les moteurs de recherches utilisent des robots de crawl pour indexer les
ressources hyperliées du Web. Les technologies de crawl ont également une utilité im-
portante dans le domaine de l'archivage du Web. Le crawl de versions des pages Web
doit être effectué régulièrement, de façon incrémentale, a�n d'assurer l'accès continu à
l'information, malgré la nature éphémère du contenu numérique.

Trouver des moyens pour gérer l'explosion de l'information tout en triant ce qui est
pertinent est un axe important de recherche, dont l'importance augmente avec la facilité
de chacun de produire des nouvelles données en utilisant les systèmes de gestion de
contenu (typiquement utilisés pour les blogs, wikis, réseaux sociaux, etc.). Dans ce
contexte, les �ux Web ont un grand potentiel et une direction de cette thèse est de montrer
leur utilité dans la surveillance, le �ltrage et l'extraction de contenu Web pertinent.

Le Web structuré La croissance continue du Web est due à la multiplication des sources,
mais aussi à l'automatisation des moyens de génération de contenu. Le contenu est en
effet de plus en plus dynamique et dif�cile à « saisir », mais, en même temps, présente
encore plus de motifs structurels qui facilitent en pratique la tâche d'extraction de contenu
pertinent et son annotation sémantique. Avoir un moyen automatique d'exploiter les
motifs du Web structuré pour l'enrichissement du Web sémantique et, inversement,
découvrir la sémantique des motifs structuraux associés aux données du Web, aurait un
impact important sur la façon dont l'information est traitée aujourd'hui sur le Web.

La nature dynamique du Web est visible à travers son contenu : des données sont
constamment ajoutées, supprimées ou modi�ées. Comme tous les changements ne sont
pas importants, une attention particulière doit être accordée au type de contenu qui est
affecté par le changement, de manière à éviter un traitement et un stockage inutiles.

Du point de vue de la cohérence sémantique, une page Web peut inclure divers sujets
dans des parties différentes de la page ou, au contraire, un seul sujet peut s'étaler sur
plusieurs pages du même site Web. En dépit de l'hétérogénéité évidente du contenu,
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même au niveau d'une seule page Web, les systèmes de recherche d'information actuels
fonctionnent encore indivisiblement au niveau d'une page Web, cette dernière étant
considérée comme l'unité d'information de base retournée en réponse d'une requête
utilisateur.

Notre objectif tout au long de cette thèse est de présenter des méthodes automatiques
qui visent à obtenir une unité d'information de base plus épurée, plus cohérente et qui peut
être donc mieux décrite de manière sémantique (par conséquence, facilement reliable au
Web sémantique) pour améliorer les recherches sur le Web ou l'archivage du Web. Nous
appelons une telle unité d'information de base un objet de données du Web, qui représente
un fragment logique d'une page Web (ou même qui s'étend à travers plusieurs pages
Web), qui présente une structure bien dé�nie et un contenu sémantiquement cohérent.
Nous étudions ici les moyens de repérer automatiquement ces objets dans les pages Web
et d'inférer leur différentes propriétés du point de vue temporel ou sémantique.

Le Web sémantique et le Web cachéDu point de vue de l'homme, le Web représente
la plus grande base de connaissances jamais construite. Toutefois, pour les agents auto-
matisés tels que les robots Web, la sémantique que les humains reconnaissent n'est pas
explicite : elle doit être ou bien construitea priori et utilisée comme composant externe,
ou bien directement extraite au cours du traitement des pages Web. Cette dernière possi-
bilité fait usage du contexte des pages traitées et utilise l'analyse de plusieurs dimensions
des données (dont une ontologie, si nécessaire), mais peut avoir l'inconvénient d'être plus
coûteuse. Typiquement, les ontologies, qui sont semi-automatiquement ou manuellement
construites, aident les programmes pour la découverte de sémantique.

Une grande partie de l'information sur le Web se trouve sur le Web caché, qui fournit
des points d'entrées aux bases de données accessibles via des formulaires HTML ou des
services Web. Ces pages sont générées à partir des données et des scripts à l'interaction
d'un utilisateur qui soumet une requête en remplissant le formulaire avec des paramètres.
Un crawler qui doit faire la soumission automatiquement n'a pas l'intelligence de
reconnaître le schéma et la sémantique du formulaire. Pour cela, la plupart des approches
pour la compréhension du Web caché sont basées sur un domaine de connaissance
spéci�que au formulaire qui est donné en entrée au crawler. En raison de la nécessité de
construire ces bases de connaissances pour un domaine précis, ces approches ne sont pas
adaptées pour l'usage sur le Web à grande échelle : un schéma virtuel et universel d'une
très bonne qualité comme ces approches l'envisagent n'est pas réaliste vue l'hétérogénéité
du Web. Il faudrait donc gérer l'incertitude et exploiter les liens sémantiques implicites.

Dans cette thèse, nous plaidons pour l'exploration ducontextecréé par des objets Web
générées par la même source (ce qui est le cas pour le Web caché, mais plus généralement,
pour le Web structuré). Grâce aux motifs structurels identi�és au niveau de l'arborescence
DOM des pages Web qui sont partagés par tous les objets existants sur ces pages (schéma
de sortie), nous pouvons former un schéma contextuel en interaction avec le schéma
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d'entrée (obtenu en faisant une analyse du formulaire) et une ontologie générique. La
correspondance obtenue à l'aide d'un alignement d'ontologies, même partielle, peut être
suf�sante, car les motifs structurels sont associés à une analogie de type (p. ex.,rdf:type)
qui diffuse la sémantique obtenue, par exemple, pour une des instances à toutes les autres
qui partagent le même motif structurel. De cette manière, les pièces manquantes en ce
qui concerne le sens canonique des données (p. ex., concepts, relations) peuvent être
découvertes.

§ 2. Description des contributions

Le chapitre 1 examine les principales approches existantes qui sont utilisées pour
inférer la dynamique de pages Web, par l'extraction ou l'estimation de leurs propriétés
temporelles. Nous concentrons notre attention sur les techniques et les systèmes qui ont
été proposés au cours des dix dernières années et nous les analysons pour obtenir un
aperçu des solutions pratiques et les meilleures pratiques disponibles. Nous visons à
fournir une vue analytique de la gamme de méthodes utilisées pour évaluer la dynamique
de pages Web, et les distinguer en plusieurs types, en fonction de leur nature statique
ou dynamique. Pour les méthodes dynamiques reposant sur la comparaison des versions
successives d'une page, nous détaillons la modélisation de la page Web et les métriques
de similarité utilisées dans le processus de comparaison.

Nous continuons avec une étude approfondie sur les �ux du Web, considérés comme
possibles instruments qui, lorsqu'ils sont disponibles, peuvent être utiles sur plusieurs
plans. Nous faisons aussi quelques statistiques générales sur un corpus des �ux que
nous avons obtenus par un crawl continu, plusieurs fois par jour, pendant un mois, a�n
d'observer la dynamique des pages associées. Nous découvrons par la suite que les
�ux, grâce à leur nature descriptive, aident aussi à l'identi�cation et l'extraction des
objets Web, ce qui s'avère être un point important pour l'ef�cacité de la détection des
changements.

Le chapitre 2 commence par la présentation d'une technique qui utilise des indices
linguistiques existantes dans les éléments d'un �ux a�n d'acquérir un ensemble de mots-
clés que nous considérons pertinents pour le contenu intéressant des pages Web liées au
�ux analysé. Le but �nal est d'identi�er et d'extraire ce contenu d'intérêt. Par la suite,
nous utilisons les intuitions obtenues par l'étude du problème d'extraction d'objets à
l'aide des �ux dans un cadre plus général, indépendamment de l'existence de ceux-ci.

La principale contribution de cette thèse est liée à l'identi�cation, l'extraction et la
description sémantique des objets du Web à partir des pages qui partagent des motifs
structurels.

Les techniques non supervisées pour l'extraction de données à partir des objets du
Web utilisent des similitudes structurelles d'objets pour exclure le modèle qui est en
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général commun à tous (c.-à-d., leur disposition statique). L'extraction non-supervisée
de ce contenu (en excluant la mise en page et les parties qui ne sont pas pertinentes) est
d'intérêt dans des nombreuses applications, telles que l'indexation et l'archivage. Toute-
fois, en raison de la sophistication des modèles et de leur évolution vers une inclusion
d'éléments dynamiques tels que des applications, mais aussi du contenu qui n'est pas
sémantiquement lié (p. ex., publicité), une approche standard n'est plus suf�sante en soi
pour identi�er le contenu d'intérêt. La dif�culté est donc accrue par l'hétérogénéité des
pages Web et leur structure plus complexe. Ce dé� a été la motivation de nombreuses
techniques qui visent à segmenter une page Web a�n d'obtenir des pièces cohérentes du
point de vue sémantique.

De plus en plus présents sur le Web, les �ux Web (en format RSS ou Atom) sont des
documents XML qui caractérisent la partie dynamique d'un site Web. En révélant un bref
résumé des pages Web qui viennent d'apparaître sur un site donné, les �ux Web sont créés
principalement pour aider les lecteurs du contenu Web à gérer la masse d'information.
Nous présentons une stratégie (SIGFEED) qui extrait, en utilisant les mots-clés qui sont
inférés pour chaque objet à partir des méta-données du �ux, le contenu intéressant des
pages Web associées à ce �ux. Comme les articles présents dans ces pages sont le plus
souvent uniquement résumés, l'intérêt est de l'extraire dans sa forme complète.

Le deuxième algorithme,FOREST, qui est indépendant de l'existence des �ux, nécessite
plusieurs pages Web (au moins deux) qui sont générées par la même source (c.-à-d., au
même système de gestion de contenu). Cela est le cas pour la plupart des pages de blogs
ou d'actualités, et plus généralement, pour les pages du même site qui partagent le même
modèle structurel (ce qui revient à faire en pratique une étape préalable de classi�cation
structurelle pour les pages de n'importe quel site Web).

Les systèmes de gestion de contenu aident généralement les sites Web qui ont une forte
intensité de données. Grâce au modèle de structure �xe qui reçoit du contenu variable
(ayant comme source une base de données), des objets de données sont formés. Ils ont
la propriété d'être minimaux en termes de structure, tout en exprimant le maximum de
contenu informatif. Une vaste source d'objets est aussi leWeb profond. Dans ce cadre,
les objets se trouvent dans des pages Web « cachées » derrière des formulaires (interfaces
Web), et qui sont générées dynamiquement en réponse à une requête utilisateur.

Le chapitre 3 traite de l'extraction d'objets Web à partir du Web profond, mais surtout
de leur annotation sémantique à travers l'alignement d'ontologies. Similaires aux pages
générées par un système de gestion de contenu, les pages réponse du Web profond pré-
sentent une similitude structurelle claire mais, par contre, ont la tendance de présenter les
divers objets obtenus en réponse à une requête utilisateur sous forme d'enregistrements
listés sur la même page. Nous avons appliqué l'algorithme deFORESTpour l'identi�ca-
tion des enregistrements en utilisant comme mots-clés les termes qui sont introduits par
l'utilisateur (ou par un programme) lors de la soumission du formulaire.
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On a réalisé le prototype d'une application qui effectue la description sémantique des
objets Web obtenus par la soumission du formulaire de recherche avancée d'Amazon5.
Les étapes suivantes sont effectuées dans notre prototype :

1. identi�cation des objets ;

2. classi�cation des attributs des objets en fonction de leurs chemins DOM communs,
à l'intérieur du sous-arbre dé�ni parFOREST;

3. construction d'un schéma initial, incomplet des objets (en utilisant les pages
réponse et le formulaire) ;

4. construction d'un graphe étiqueté en utilisant les relation de type (c.-à-d.,rdf :type) ;
pour les attributs de chaque classe et en considérant tous les enregistrements du
même type ;

5. étiquetage des types et relations inconnus par un alignement avecYAGO.

L'identi�cation de la sémantique des objets de données est réalisée par la construction
d'un graphe sémantique, qui décrit en termes canoniques par des triplets RDF le type
d'un objet et de ses valeurs possibles, aussi que les relations qui existent entre l'objet du
formulaire et ses attributs.

Aperçu des principales contributions de cette thèse

� une vue d'ensemble des stratégies et des meilleures pratiques pour dériver les
aspects temporelsdes pages Web, ainsi que des �ux du Web pour ce but particulier
(chapitre 1) ;

� deux techniques basées sur des mots-clés pour l'extraction du contenu structuré
pertinent (qu'on structure autour du termeobjet du Web) existant à travers des
pages Web générées par la même source, avec un modèle similaire. Les mots-clés
sont soit automatiquement acquis, soit extraits à partir des méta-données présentes
dans les éléments des �ux du Web, et guident le processus d'identi�cation d'objets
(chapitre 2) ;

� un cadre générique pour découvrir le modèle sémantique d'un objet du Web
(profond, en l'occurrence) en représentant les similitudes implicites entre les
attributs des objets et entre les relations comme un graphe étiqueté. Ce graphe est
aligné avec une ontologie générique commeYAGO pour la découverte des types et
des relations inconnues (Chapitre 3).

Le contenu de cette thèse est basé sur des travaux publiés ou soumis, et des détails
plus précis sont donnés au début de chaque chapitre.

5http://www.amazon.com/Advanced-Search-Books/b?ie=UTF8&*Version*=1&node=
241582011&*entries*=0
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§ 3. Extraction du contenu pertinent

On décrit par la suite des techniques de recherche d'information qui modélisent d'une
manière nouvelle la notion de pertinence, par rapport à des mots-clés (automatiquement
acquis), pour l'identi�cation des objets du Web.

Le contenu textuel des sites Web modernes est, dans la très grande majorité des cas,
produit par un système dédié de gestion de contenu. Un tel logiciel génère des pages Web
en remplissant un modèle prédé�ni avec les informations récupérées à partir des bases
de données. Dans ce processus, le contenu d'origine est transformé dans un véritable
document HTML, où le texte est caché parmi un modèle (ou schéma) [Grumbach and
Mecca, 1999] de balisage HTML, partagé par plusieurs pages d'un même site Web.

Certaines parties d'une page Web sont doncsigni�catives, tandis que d'autres sont là
pour renforcer la mise en page et ajouter des informations contextuelles, structures de
navigation, de la publicité ou commentaires, etc. Les éléments qui font partie du modèle
de la page peuvent pourtant changer d'une page à l'autre, donc ne peuvent pas être
supposés être entièrement statiques. En outre, ce type d'information additionnelle peut
même prendre plus de volume que les informations utiles [Gibson et al., 2005]. Identi�er
et extraire le contenu principal d'une page Web est une tâche dif�cile [Bar-Yossef and
Rajagopalan, 2002; Caverlee et al., 2004; Kohlschütter et al., 2010; Pasternack and Roth,
2009; Ramaswamy et al., 2004; Song et al., 2004], avec de nombreuses applications
dans le domaine d'exploration de données : les moteurs de recherche indexent les
pages Web pour leurs parties informatives ; les utilisateurs mêmes sont principalement
intéressés par le contenu principal, ou souhaiteraient l'extraire pour améliorer la lisibilité
ou l'accessibilité ; les archivistes et analystes du Web souhaitent étudier l'évolution du
contenu indépendamment des variations de la mise en page.

Un choix important dans la conception des sites Web modernes, et une conséquence
de l'utilisation de systèmes de gestion de contenu, est que les pages Web partagent
des motifs structurels. Ceux-ci peuvent être facilement retrouvés dans l'arborescence
DOM [Crescenzi et al., 2005]. Cette similitude structurelle entre les pages Web d'un
même site est utilisée par les techniques d'extraction d'information pour identi�er
les objets (ou enregistrements) de données [Arasu and Garcia-Molina, 2003; Buttler
et al., 2001; Crescenzi et al., 2001; Liu et al., 2003] pour les sites qui génèrent ces
objets à partir d'une requête utilisateur. L'utilisation typique est le Web profond, où
des pages réponse résultent de la soumission d'un formulaire Web. Par exemple, sur
les sites Web de commerce électronique, la tâche est d'extraire toutes les propriétés
(prix, nom, disponibilité, etc.) d'un objet produit. Ces techniques qui opèrent sur les
enregistrements de données et qui utilisent des méthodes d'induction d'un extracteur à
partir d'un ensemble de pages Web ne peuvent pas s'appliquer directement à l'extraction
d'articles du Web, qui représentent des informations moins structurées. Aussi, en raison
d'un modèle de la page qui devient de plus en plus complexe par la présence du contenu
dynamique (applications, multimédia), une approche standard pour l'induction non-
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supervisée d'un extracteur du contenu intéressant n'est plus suf�sante en elle-même.
Pour cibler l'information d'intérêt dans des pages Web, les techniques issues de la

littérature ont considéré l'extraction des blocs d'information [Song et al., 2004], des
« pagelets » [Bar-Yossef and Rajagopalan, 2002; Caverlee et al., 2004], des fragments [Ra-
maswamy et al., 2004] ou articles [Kohlschütter et al., 2010; Pasternack and Roth, 2009].
Ces notions sont essentiellement équivalentes : elles représentent lecontenu principal
d'une page Web. Une variété de techniques ont été utilisées dans ces travaux : basées
sur la densité textuelle [Kohlschütter et al., 2010; Pasternack and Roth, 2009], ou celle
des balises HTML [Weninger et al., 2010], des approches visuelles [Mehta et al., 2005;
Song et al., 2004], ou en utilisant des heuristiques en ce qui concerne les chemins dans le
DOM [Oita and Senellart, 2010b]. Cependant, contrairement aux techniques d'induction
d'un extracteur à partir d'un ensemble de pages Web, ces méthodes fonctionnent à
l'échelle d'une seule page Web. Par conséquent, ces travaux ignorent une caractéristique
intéressante de pages appartenant au même site : leur uniformité structurelle.

Nous présentons une nouvelle approche pour l'extraction d'articles du Web, pour le
cas courant sur le Web des pages générées dynamiquement par un système de gestion
de contenu. Notre algorithme,FOREST, cible la zone de la page Web pertinente pour
certainsmots-clés, automatiquement acquis, pour obtenir des motifs structurels pour
l'identi�cation du contenu d'intérêt. Ces motifs seront étudiés du point de vue de leur
caractère informatif à travers plusieurs pages.

Méthodes basées sur des mots-clés

Pour repérer la zone du contenu principal d'une page Web, et pour déterminer plus
précisément quels sont les éléments de l'arborescence DOM qui sont plus importants
que d'autres, nous construisons automatiquement un ensemble de termes pertinents
pour chaque page. Nous utilisons la notion de mot-clé comme un indice linguistique.
Cependant, la forte incidence qu'un mot-clé peut avoir dans le texte d'un article Web le
rend plus proche d'une entité conceptuelle. Nous considérons deux possible sources de
mots-clés : des �ux du Web qui sont liés aux pages Web, et les termes trouvés par une
analyseTf-Idf sur les pages Web mêmes.

L'acquisition de mots-clés

En utilisant les �ux du Web En utilisant les �ux du Web, qui sont des documents
descriptifs, on obtient, sans aucune analyse globale sur le contenu textuel des pages qui
sont liées à un �ux donné, des indices plutôt �ables sur le contenu qui est intéressant
dans une page Web.

Nous commençons par récupérer tout le contenu textuel du titre et de la description
d'un élément d'un �ux Web : le code HTML de la description est dépouillé, seul le texte
est conservé. Après une analyse typique de traitement du langage naturel on obtient des

103



Extraction du contenu pertinent PART IV. RÉSUMÉ EN FRANÇAIS

séquences de lexèmes ; on retient des indices linguistiques pour une page Web sous deux
formes : mots-clés etn-grammes. Lesn-grammes représentent des séquences den mots,
pris tels qu'ils apparaissent dans la description d'un élément du �ux. Les mots-clés sont
denses dans la partie de la page Web qui contient l'information d'intérêt, mais peuvent
aussi se trouver las les régions contenant des listes d'articles connexes, des commentaires
ou des catégories pour l'article de la page donnée.

En utilisant une analyseTf-Idf Étant donné un ensemble de pages Web qui partagent
des motifs structurels, nous appliquons l'analyse classique de traitement du langage
naturel sur le texte de chaque page. Ensuite, nous utilisons la mesureTf-Idf qui permet
d'identi�er l'ensemble de mots-clés pertinents pour chaque page. Dans les expériences,
nous prenons lesk meilleurs termes oùk=10 (mais nous discutons d'autres paramètres).
Pour mieux se référer à l'idée d'un indice linguistique qui aide dans la recherche de la
pertinence, nous utilisons simplement le terme designi�ant, en sachant qu'il peut être un
mot-clé, mais aussi unen-gramme.

Ayant ces deux sources de signi�ants, nous étudions dans la section § 6.3 leur inci-
dence sur la performance de la technique que nous développons par la suite.

Notions préliminaires

Nous nous basons sur les �ux pour construire de manière automatique un jeux de données
ayant, pour chaque source (site) du Web analysée, plusieurs pages qui sont similaires de
point de vue structurel (c.-à-d., des pages échantillon).

Documents XML Ayant acquis un �ux Web, nous recueillons les URL des pages
référencées dans les éléments de ces �ux et nous construisons une version utilisable
sous la forme d'un arbre DOM. Cette structure renforcée est sérialisé sous la forme d'un
document XML. Pour cela, l'analyseur HTMLCleaner6 met le code HTML dans le bon
ordre et �ltre les scripts. Nous notons tous les documents provenant des pages échantillon
dk, 16 k 6 n oùn est typiquement 10 [Oita and Senellart, 2010b].

Nœuds signi�catifs Pour chaque document analysédk, nous extrayons tous les nœuds
DOM qui représentent des nœuds terminaux (c.-à-d., nœuds textuels tout en bas de
l'arbre DOM) qui sont signi�catifs, c.-à-d., leur texte contient au moins un signi�ant.

6http://w3c99htmlSpeccleaner.sourceforge.net/
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§ 4. FOREST

Introduction

Nous introduisons une technique ef�cace d'extraction du contenu principal d'une page
Web, en prenant en compte à la fois le contenu lui-même, et la structure répétée de
pages Web. La méthode proposée, appeléeFORESTpour «Extraction ciblée d'objets en
exploitant les chemins signi�catifs», présente les étapes suivantes :

1. nous acquérons des mots-clés pour chaque document (ces mots-clés peuvent
également provenir d'autres sources comme les �ux, les termes d'une requête Web
introduits par un utilisateur, ou des méta-données HTML) ;

2. nous identi�ons, au niveau DOM de tous les documents, des motifs structurels qui
sont signi�catifs ;

3. nous classons ces motifs grâce à une nouvelle mesure de pertinence basée sur la
théorie de l'information et statistique a�n d'identi�er le motif structurel le plus
informatif ;

4. nous déduisons une expression générique de type XPath qui donne l'emplacement
du contenu intéressant, d'une façon cohérente pour tous les documents étudiés.

Nous soulignons les contributions de ce travail :

(i) une nouvelle mesure pour calculer le caractère informatif du contenu d'une page
Web ;

(ii) une technique automatique d'induction d'un chemin générique qui mène au nœud
qui contient le contenu d'intérêt à travers plusieurs pages échantillon ;

(iii) une ef�cacité démontrée par des expériences en termes de précision et de rappel
pour plus de 1.000 pages Web acquises auprès de 93 sites Web hétérogènes, avec
des comparaisons favorables, pour différents paramètres et méthodes de référence.

Méthode

Renforcement de la structure d'une page Web D'abord, nous ajoutons une position
à chaque nœud dans l'arborescence DOM : ce nouvel attribut nommédfs enregistre
l'ordre de navigation de type profondeur d'abord à partir de la racine. Ces positions
servent à identi�er les noeuds dans le cas où les valeurs des attributs pour un noeud
ne donnent pas une combinaison qui identi�e d'une manière unique ce noeud dans
l'arborescence DOM. Cet ajout revient à un parcours en profondeur de l'arbre DOM et
c'est utile typiquement quand l'id et l'attribut classmanquent, pour garder une trace des
positions possibles d'un certain type de noeud à travers plusieurs pages échantillon.
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Expressions XPath Un chemin signi�catif est un chemin où le nœud feuille contient
au moins un signi�ant. Le chemin dans ce cas est donné par la séquence d'identi�cateurs
de nœud, à partir de ce nœud jusqu'à la racine.

Nous analysons par la suite juste les éléments DOM qui composent les chemins
signi�catifs. Comme le nœud feuille qui représente la source d'un chemin signi�catif
contient des mots-clés, alors tous ses ancêtres sont des nœuds ayant un texte contenant
des mots-clés. Plus nous sommes haut dans la hiérarchie DOM, plus les noeuds ont
la tendance de contenir des mots clé ; au même temps, ils contiennent aussi plus de
termes non-signi�catifs. Veuillez noter que le nombre de chemins signi�catifs que nous
décomposons pour analyser les noeuds peut être faible si le nombre de mots-clés est
faible, ou si ces mots-clés ont des emplacements identiques.

L'identi�cation des éléments Un élément DOM est généralement identi�é par un
nom de balise et sa liste d'attributs. Cependant, tous les éléments n'ont pas des attributs
qui peuvent les rendre uniques. Les paragraphes, les éléments d'une table par exemple
sont rarement déterminés par une combinaison unique d'attributs. Heureusement, en
raison de la phase de pré-traitement, chaque nœud possède, outre son nom de la balise,
au moins une valeur de positiondfs.

De�nition 4 Le typed'un élément DOM est dé�ni comme l'expression XPath construite
à partir deht;attsi , oùt est le nom de la balise etattsest l'ensemble de paires clé-valeur
des attributs, comme suit :

(i) si l'élément DOM possède des attributs autres quedfs(par exemple,id, class) alors
attsest formé par les paires clé-valeur des ces attributs ;

(ii) sinon,atts est dé�ni seulement pardfs= d, où d est la valeurdfs de l'élément
concerné.

Des exemples de types d'éléments simples sont//div[@id=�contenant� and @class="poste�]
ou //p[@dfs=24] .

Le type d'éléments

De�nition 5 Un motif structuralest dé�ni par la combinaison d'untypeet duniveausur
lequel l'élément se trouve (c.-à-d., son index dans le chemin signi�catif).

Les modèles structurels sont utilisés pour identi�er les similitudes entre les éléments
DOM à travers les pages échantillon. En effet, l'expression XPath et le niveau des
éléments peuvent être les mêmes pour des nœuds appartenant à de pages Web différentes,
tandis que leur contenu est le plus souvent différent.
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La mesure du caractère informatif

Nous introduisons maintenant la mesure de pertinence qui est utilisée pour le classement
des motifs structurels.

Nous �xons un élémentei dans un document XMLdk. Soitx le nombre de signi�ants
dans le texte deei , comptés avec leurmultiplicité. Tous les autres termes représentent des
non-signi�ants, soity leur nombre. Alors N= x+ y est le nombre total de termes dans
le texte deei. Nous désignons de manière analogue le nombre de signi�ants et de non-
signi�ants au niveau d'un documentdk oùei se trouve, commeX, Y etN respectivement.

La densité statistique de signi�ants Une des façons les plus naturelles pour déter-
miner si un nœud est informatif est de calculer sa densité en signi�ants, c'est-à-direx

N .
Toutefois, lorsqueN est petit, cette densité peut être imprécise, en raison d'un manque
d'observations (un nœud formé d'un seul signi�ant est susceptible de ne pas être le noeud
le plus signi�catif de ce document). Dans de tels contextes, on peut utiliser la règle de
Jeffrey[Krichevsky and Tro�mov, 1981] comme un estimateur statistique qui exprime
mieux la densité de signi�ants, qui devientx+ 1=2

N+ 1 . En outre, lors de l'échantillonnage de
N éléments à partir d'un ensemble potentiellement plus grand, nous avons une marge
d'erreur sur la densité sémantique. Avecf la fréquence donnée par l'estimateur ci-dessus,

l'écart-type est
q

f (1� f )
N [Freedman et al., 1998]. En supposant un écart-type pour obtenir

un intervalle de con�ance d'environ 70% [Freedman et al., 1998] et en le combinant avec
l'estimation ci-dessus, nous obtenons l'intervalle suivant de la densité sémantique :

x+ 1=2
N + 1

�
1

N + 1

r
(x+ 1=2) � (y+ 1=2)

N
(3.1)

Nous dé�nissons maintenant la densité statistiqueJ comme la valeur inférieure de cet
intervalle, c'est à dire, l'estimation au pire des cas à 70% comme con�ance de la densité
sémantique, et si cette valeur est inférieure à 0 (parce que l'échantillon n'est pas assez
grand), nous la �xons à 0 :

J = max

 

0;
1

n+ 1

 

x+ 1=2�

r
(x+ 1=2) � (y+ 1=2)

N

!!

(3.2)

Cette mesure de la densité tend à favoriser les nœuds avec beaucoup de signi�ants et peu
de non-signi�ants, donc, pour la plupart des cas, des nœuds qui apparaissent plus bas
dans la hiérarchie du DOM.

L'inattendu Nous examinons aussi une autre approche pour mesurer la pertinence
d'un type d'élément DOM basée sur la théorie de l'information. La notion d'inattendu,
provient du modèle cognitif de la théorie de la simplicité [Dimulescu and Dessalles,

107



FOREST PART IV. RÉSUMÉ EN FRANÇAIS

2009]. Cette mesure repose sur l'observation que les humains ont la tendance de trouver
une situation intéressante surtout quand ils perçoivent une différence de complexité. Une
situation est inattendue si elle est plus simple à décrire que de la générer. Supposons un
modèle de calcul donné (par exemple, un encodage d'une machine de Turing pour une
machine de Turing universelle donnée). Étant donné un objet, on considère la complexité
de la générationCw (c.-à-d., la taille du programme nécessaire pour le générer) et sa
complexité de descriptionC (c.-à-d., la complexité de Kolmogorov, la taille minimale
d'un programme pour le décrire) ; l'inattendu de cet objet est la différence entre les deux
(à noter que nous avons toujoursC 6 Cw).

Nous appliquons ce cadre à la distribution binomiale simple et non-uniforme, qui
correspond le mieux à notre contexte. Plus précisément, pour chaque nœud pertinent dans
l'arborescence DOM, nous considérons son caractère inattendu par rapport au nombre
de signi�ants et non-signi�ants contenus dans le sous-arbre dé�ni par son emplacement
dans le DOM. La complexité de génération correspond (à une constante additive près) au
logarithme du nombre des moyens de tirerx+ y éléments hors d'un ensemble deX + Y
éléments :Cw = log(X + Y)x+ y = ( x+ y) log(X + Y).

D'autre part, la complexité de description représente la complexité nécessaire pour
décrire le contenu du nœud textuel : le logarithme du nombre de façons de choisir exacte-
mentx signi�ants ety non-signi�ants, qui est :C = xlogX + ylogY. En�n, l'imprévu est
la différence entre ces deux dif�cultés :

U = ( x+ y) log(X + Y) � xlogX � ylogY (3.3)

Plus intuitivement, nos expériences préliminaires montrent que l'inattendu favorise les
éléments avec une grande quantité de contenu textuel qui est plus riche en signi�ants que
la répartition typique des signi�ants, sur la page Web dans son ensemble. Cela s'avère
être complémentaire à la densité statistiqueJ.

La mesure du caractère informatif

I (spi ;dk) = J(spi ;dk) � U(spi ;dk) (3.4)

La pertinence d'un élément DOM représente la somme des produits entre l'inattendu
et la densité statistique en signi�ants pour cet élément dans le documentdk.

Cette mesure permet de caractériser le caractère informatif d'un motif structurel
spi ; i 2 1 : m, oùmest le nombre total de motifs structuraux qui sont partagées par nos
pages échantillons.

La combinaison de la structure et du contenu

Une mesure globale de la pertinence d'un modèle structurel combine le caractère infor-
matif de celui-ci avec son nombre d'occurrence et un facteur de décroissance donné par
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son niveau. En termes du nombrep des chemins signi�catifs pour lesquelsspi se produit
sur un niveau, nous avons :

RFOREST[spi ] =
p

å
k= 0

I (spi ;dk) � p� niveau(spi) (3.5)

Il existe un seul type d'élémentspi à un certain niveau, donc le nombre d'occurrence
despi dans les pages échantillon estp, p � n, n étant le nombre total de documents. Le
rôle du facteurp est clair, puisque nous voulons donner un plus grand poids aux motifs
structurels qui sont pas seulement informatifs, mais aussi très fréquents. En outre, le
facteur niveau est une heuristique favorisant les nœuds qui sont plus profondes dans
l'arborescence DOM. La principale raison de cet ajout est que les éléments qui sont trop
élevés dans la hiérarchie (par exemple,body) ne identi�ent pas l'article ciblé parce qu'ils
ne sont pas discriminatoires.

L'idée d'un facteur de décroissance a été également mis en place dans d'autres
œuvres [Guo et al., 2003; Lim and Ng, 2001], sous des formes différentes. Par exemple,
dans la formule de classement de [Guo et al., 2003], le facteur de décroissance est une
valeur comprise entre 0 à 1.

Nous classons les motifs structurelsspi ; i 2 1 : m en utilisant cette mesure de perti-
nence. En appliquant le type d'élément générique en tant qu'une expression XPath sur
l'ensemble de documentsdk;k 2 1 : n, nous trouvons un nœud DOM qui satisfait ces
conditions structurelles et dont le contenu est très informatif.

Couverture Intuitivement, le nœud DOM qui contient l'essentiel du contenu d'un
article devrait être dé�ni comme le plus petit (le plus bas) ancêtre commun nœud dans
la hiérarchie qui a une couverture maximale. Pour un motif structurelspi ; i 2 1 : m,
sa couverture représente la somme des poidsTf� Idf normalisé des signi�ants qui se
apparaissent dans le texte d'un nœud avec le motif structurelspi dans un documentdk.

Cov(spi ;dk) =
å

nbSigs(node(spi ;dk))
j= 0 poids(signi f ierj )

totalNbO f Signi f iers
(3.6)

Nous mettons en œuvre cette méthode intuitive comme base de référence (COVERAGE),
dans le but de montrer ce qui peut être réalisé en faisant usage de l'ensemble des
signi�ants, par rapport aux mesures plus sophistiquées utilisées par laFOREST. Pour
cela,COVERAGEutilise la formule de base de la couverture dé�ni précédemment pour
sélectionner un motif structural qui est le mieux couvert en termes de signi�ants :

RCOVERAGE[spi ] =
p

å
k= 0

Cov(spi ;dk) � p� niveau(spi) (3.7)
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Expériences

Nous testonsFORESTen utilisant deux sources de signi�ants : mots-clés extraits des
pages Web mêmes en utilisant la mesureTf� Idf, et des mots-clés obtenu du �ux Web
qui est associé à ces pages échantillon.

La construction du jeu de données Nous décrivons maintenantRED(jeu de données
basé sur les �ux RSS) qui est utilisé pour évaluer toutes les techniques abordées dans
cette section. Notez que l'existence de �ux Web n'est pas une condition pourFOREST, qui
n'exige que quelques exemples de pages qui peuvent représenter la source de mots-clés.
Nous utilisons des �ux du Web non seulement comme une source alternative de mots-clés
pourFOREST, mais aussi parce que les éléments qui composent le �ux se réfèrent à des
pages Web qui partagent le même modèle structurel. Une alternative serait d'effectuer un
regroupement structurel des pages d'un site Web dans la phase de pré-traitement.

De plus, la motivation pour la construction deREDest aussi l'impossibilité de tester
FORESTdirectement sur des jeux de données pour l'extraction d'article existants, parce
que ou bien ils fonctionnent au niveau d'une seule page Web [Kohlschütter et al., 2010;
Weninger et al., 2010], ou bien les pages d'échantillons sont utilisés dans le contexte du
Web profond, où l'objet est un enregistrement de données plutôt qu'un article.

Des �ux Web sont acquis de manière automatique en utilisant les résultats d'un moteur
de recherche, Search4RSS7. Les pages Web accumulées proviennent des 90 sites Web,
avec 3 sites qui exposent des modèles légèrement différents. Nous avons ainsi accumulé
93 sites et au total 1006 exemples de pages Web qui ont été annotées à la main.

Les URL de �ux ont été donnés par Search4RSS en réponse à une requête par mot-clé.
Pour cette raison,RED est très hétérogène : il comprend divers types d'articles qui
existent sur le Web, pour un sujet particulier (par exemple, la poésie), tels que messages
de blog, pages d'actualités, pages Web personnelles ou professionnelles, etc.

Annotation de référence La cible de l'extraction étant un article Web, nous annotons
deux types possibles de résultats d'extraction : en premier lieu, ne contenant que le titre
et le texte intégral ; deuxièmement, l'annotation contient en plus des méta-données de
l'article.

L'annotation de référence pour notre jeu de données a été annoté manuellement, pour
2 à20pages Web par site. Nous présentons ici les résultats d'un problème d'extraction
où le but est de récupérer letitle, le texte intégralet éventuellement l'auteur, la date de
publication, la légende des images, des catégories, etc. Aucune différence signi�cative
dans les résultats n'a pas été obtenue en testant un problème d'extraction où le but est
l'extraction du texte intégral seulement, peut-être parce que les méta-données de l'article
ne sont pas toujours présentes.

7http://www.search4rss.com/
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L'annotation de référence est disponible sur la page Web de l'auteur8.

Méthodes de comparaison Nous comparonsFOREST à quatre méthodes de base
différentes.

La première estBOILERPIPE[Kohlschütter et al., 2010], déjà présentée dans la sec-
tion ??. En tant que méthode de l'état-de-l'art pour l'extraction de contenu textuel d'un
article d'une page Web,BOILERPIPEutilise la linguistique quantitative (analyse des
caractéristiques telles comme la longueur moyenne des mots, le nombre de mots, etc)
mêlé à des heuristiques sur l'arbre DOM et apprentissage semi-supervisé pour identi�er
les régions d'un document qui sont très segmentés. Ces régions sont �ltrées pour obtenir
le contenu de l'article. Contrairement àFOREST, BOILERPIPEa besoin d'être entraîné
pour des données spéci�ques, mais des extracteurs typiques commeArticleExtractor
sont mis à disposition du public9. Nous utilisons cet extracteur, qui est le mieux adapté
pour les articles deRED, mais aucune différence signi�cative n'a pas été observée pour
d'autres extracteurs.

Une autre méthode de base que nous avons développé précédemment [Oita and
Senellart, 2010b] estSIGFEED. Cette technique sélectionne, au niveau d'une seule page
Web le plus petit, le plus bas ancêtre de type bloc (p. ex.,<div>) dans la hiérarchie du
DOM qui est le plus dense en mots-clés.

La méthodeCOVERAGEprend en compte les poidsTf� Idf des signi�ants. Ceci est
utile de véri�er si notre mesure plus élaborée ajoute de la valeur.

En�n, l'heuristique DESCRIPTIONprend simplement, comme contenu intéressant
d'une page Web le titre et la description d'un élément d'un �ux tel qu'il apparaît dans
les méta-données de l'élément (avec un traitement sur la description a�n d'éliminer
l'encodage HTML possible). C'est important de tester cette hypothèse, parce que dans le
cas des �ux Web, il existe la possibilité que les éléments des �ux contiennent le texte
intégral de l'article dans leur description.

Les mesures de performance Le résultat deFORESTest une expression générique
XPath qui renvoie, pour chaque page Web échantillon, un sous-arbre sous la forme d'un
document XML. Ceci est utile pour obtenir des éventuelles ressources multimédia qui
sont généralement incorporées dans un article Web, ainsi contribuant à sa vue d'objet.
En dépit du fait qu'on obtient comme résultat un sous-arbre XML, nous faisons bien
l'évaluation sur l'extrait textuel de ceci, en particulier, car la sortie duBOILERPIPEet
DESCRIPTIONest juste du texte.

Nous voulons aussi que la mesure de comparaison soit �exible, et en particulier fasse
abstraction de la quantité d'espaces qui peuvent exister dans un contenu textuel et pas

8http://perso.telecom-paristech.fr/oita/research.html
9http://code.google.com/p/Boilerpipe/
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dans un autre. Pour cela, on utilise des2-grammes et on calcule les estimations classiques
deprécisionet rappelcomme :

Prcision(G;S) =
jG\ Sj

jSj
; Rappel(G;S) =

jG\ Sj
jGj

:

Précision et rappel sont ensuite résumés par leur moyenne harmonique, la mesureF1.
Notez que la précision que nous calculons est exactement la mesure ROUGE-N [Lin,
2004] utilisée pour comparer les performances des techniques de résumé de texte.

Principaux résultats Nous montrons dans le tableau 2.2 la précision et le rappel
moyennes, et la mesure correspondantsF1 pour les différentes méthodes testées sur
l'ensemble des pages Web. Nous notons que, puisque nous avons93sites indépendants
et des valeurs de l'ordre de 90%, l'intervalle de con�ance à 95% de probabilité (1,96
écart type) [Freedman et al., 1998] est� 0;06. La �gure 2.8 montre plus en détail la
forme de la distribution des résultats pour chaque méthode.

Les deux variantes deFOREST, en utilisant les signi�ants obtenus à partir des pages
Web mêmes par une analyseTf-Idf, ou à partir des éléments des �ux, dépassent nota-
blement les méthodes de base, avec une mesureF1 de 92% et 89% respectivement. Ces
résultats ont été obtenus pour la con�guration la plus courante, dans lequel nous avons
le nombre de signi�ants �xés à10 et pris en considération pour l'analyse globale un
maximum de10pages pour chaque site Web (pour les autres paramètres, voir plus loin).

BOILERPIPE réalise un score relativement faible ici, malgré le fait que les pages
Web correspondent plutôt bien aux genre de pages Web auquelArticleExtractora été
formé. En même temps,BOILERPIPEn'a pas besoin d'exemples de pages multiples pour
l'identi�cation de la zone d'intérêt.

L'approche intuitiveCOVERAGE atteint un niveau légèrement plus élevé deF1 que
BOILERPIPE, ainsi queSIGFEED. D'après nos observations,SIGFEEDne parvient pas à
extraire l'intégralité de l'article lorsque les blocs de la page Web sont très imbriqués.

La précision deDESCRIPTIONest faible, ce qui suggère d'abord que les éléments de
�ux contiennent également des 2-grammes qui ne �gurent pas dans le contenu principal
(un exemple de ce que sont dédiés liens pour accéder à la version intégrale), et le second, à
en juger par le rappel catastrophique, que les éléments d'un �ux sont souvent des versions
incomplètes du contenu principal d'une page Web. Nous avons également constaté que,
pour des raisons pratiques (l'article peut être très long) ou à des �ns commerciales (le but
principal d'un élément est de donnerun aperçude la teneur réelle qui existe actuellement
sur un site Web, a�n que les visiteurs du site peuvent être attirés), la description est
souvent coupée à quelques lignes [Finkelstein, 2005].

Comme déjà indiqué,DESCRIPTIONfonctionne très mal, avec un scoreF1 supérieur à
50% sur moins de 25% du corpus.

Pour examiner plus attentivement ces résultats, la �gure 2.8 présente la répartition
des scoresF1 sur le corpus, pour toutes les méthodes étudiées. Ce graphique montre
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en particulier que, en plus d'avoir de meilleures performances en moyenne, les deux
variantes deFORESTsont aussi plus robustes : sur 90% du corpus (resp., 75%), la mesure
F1 est supérieure à 84% (respectivement, 91%), à comparer avec 65% et 85% pour
BOILERPIPE. Une autre caractéristique intéressante montre la �gure 2.8 est queSIGFEED

et COVERAGE ont une médiane élevée, ce qui signi�e qu'ils fonctionnent bien sur la
plupart des sources, mais ont une mesureF1 moins que 55% et 9% respectivement, sur
10% du corpus.

Les résultats deFOREST(tf-idf) suggère que cette approche d'acquisition de signi�ants
est plus robuste que l'utilisation des �ux Web dansFOREST(feed) puisque, dans certains
cas, les éléments d'un �ux peuvent contenir des descriptions très courts. Aussi, les
signi�ants deFOREST(feed) ont la tendance d'être localisés au même endroit (le début
de l'article).

In�uence du nombre de pages Pour comprendre l'impact du nombre de pages avec
la même mise en page surFOREST, nous traçons dans la �gure 2.9 la mesureF1 des
différentes méthodes par rapport à ce paramètre.

Évidemment, étant donné que niSIGFEED, ni BOILERPIPEfont usage de la structure
répétée, la variation de leurF1 est presque nulle, mais existante (donnée par la perfor-
mance relativement �uctuante de comportement sur l'ensemble des pages Web d'un site
donné).

FOREST(tf-idf) nécessite au moins deux pages partageant le même modèle : cela est
nécessaire non seulement pour l'acquisition de mots-clés discriminants, mais permet
aussi l'exploitation de la structure répétée des pages échantillon pour l'identi�cation des
motifs structurels. Dès qu'il y a au moins deux pages Web,FORESTatteint un scoreF1
qui est déjà supérieur à celui deBOILERPIPE.

FOREST(tf-idf) continue de s'améliorer quand le nombre de pages augmente, pour
atteindre un plateau autour de 8 à 10 pages, donnant alors de meilleurs résultats que
FOREST(feed).

In�uence du nombre de mots-clés Un autre paramètre qui peut être modi�é est le
nombre de signi�ants conservés pour une page Web donnée. De nos expériences, tant
que le nombre de signi�ants dépassent5, la qualité de l'extraction n'est pas trop touchée,
bien que nous observons une légère diminution de l'ef�cacité lorsque nous prenons en
considération trop de signi�ants.

Divers Nous rapportons brièvement sur les variations supplémentaires des paramètres
de FOREST. Nous avons testéJ et U séparément pour trouver la mesure appropriée.
PourFOREST(tf-idf), J seul atteint une précision de 90%,U seul 89%, et pourJU nous
obtenons une mesureF1 de 92%. PourFOREST(feed), l'in�uence deJ etU est encore
plus visible au niveau de la précision et du rappel (voir �gure 2.11) :J alors donne
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d'assez bons résultats en matière de précision, tandis queU améliore considérablement
le rappel.

§ 5. Autres directions de recherche étudiées

Nous avons abordé au long de cette thèse autres deux sujets : l'analyse temporelle des
pages Web (Chapitre 1), l'extraction de contenu principal des pages Web à l'aide des
techniques basées sur des mots-clés (Chapitre 2), et la découverte de la sémantique
des objets en suivant le plan de la vision décrite dans le Chapitre 3. En dehors de
la contribution principale que nous avons décrite précédemment, nous résumons très
brièvement les deux autres travaux effectués dans le cadre de cette thèse :

Détection des changements des pages WebNous avons procédé à une analyse glo-
bale des différents stratégies de l'état-de-l'art pour la détection des changements [Oita
and Senellart, 2011]. Aussi, on a étudié plus en détail l'approche basée sur les �ux du
Web, qui concerne l'exploitation des méta-données temporelles dans le processus de
détection de changement pour les pages Web associées à des �ux [Oita and Senellart,
2010b]. Dans les cas où les pages Web sont liées à un �ux Web, une application que
nous avons présenté dans [Oita and Senellart, 2010a] est la reconstruction de pages Web
en se basant sur leur contenu principal (�ltrant donc toute autre information considérée
redondante, par rapport à notre source de mots-clé), en enrichissant ce contenu avec
d'autres méta-données extraites depuis les �ux mêmes.

Annotation sémantique d'objets Nous avons utiliséFORESTpour l'extraction d'ob-
jets de données type réponse à une requête utilisateur à partir de sources Web profondes.
Ici, les signi�ants provenaient des mots-clés utilisés lors de la soumission du formulaire,
et l'échantillon de pages partageant le même modèle étaient tout simplement les pages de
réponse que nous avions obtenus en soumettant ce formulaire. En obtenant avecFOREST

l'identi�cation et l'extraction des objets de données « livre » d'Amazon, l'objectif a été
d'effectuer une annotation sémantique de ces objets en utilisant une ontologie générique.
Notre vision d'un cadre holistique et générique pour la compréhension du Web profond a
été présenté dans [Oita et al., 2012], où chaque étape (analyse du formulaire, l'extraction
des valeurs des objets, la mise en correspondance des schéma d'entrée et de sortie, l'ali-
gnement d'ontologies) béné�cie des résultats combinés obtenus pour les autres parties.
Il s'agit d'un projet ambitieux qui aime inférer le schéma des objets et leur description
sémantique automatiquement, mais notre prototype actuel présente déjà des résultats
prometteurs.
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