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Preface

If we offend, it is with our good will.
That you should think, we come not to offend,

But with good will. To show our simple skill,
That is the true beginning of our end.

Consider then, we come but in despite.
We do not come, as minding to content you,

Our true intent is. All for your delight
We are not here. That you should here repent you,

The actors are at hand; and, by their show,
You shall know all, that you are like to know.

WILLIAM SHAKESPEARE (1564–1616)
A Midsummer Night’s Dream, Act V, Scene 1

RESEARCH on ultracold atoms has given new vigour to the investigation of quantum many-
body systems ever since the first realisations of Bose-Einstein condensates (BECs) in dilute

atomic vapours [1, 2]. Before, BECs have usually been associated with superfluid helium. The
connection between superfluidity and Bose-Einstein condensation has first been mentioned
by London [3, 4]. However, superfluid helium is a strongly interacting system so that the
condensed fraction is low and difficult to measure—an experimental determination of the
condensate fraction using neutron diffraction by Sears and Svensson dates from 1979 [5].

In this respect, BECs in dilute atomic gases were not the first BECs to be discovered, but
they were much closer to Einstein’s original idea of a condensate [6] in that they were only
weakly interacting (and thus closer to the ideal gas than superfluid helium) so that they could
be described quite satisfactorily by a macroscopic wave function [7] governed by a nonlinear
Schrödinger equation, the celebrated Gross-Pitaevskii equation [8, 9]. During the first years
of experimental research on Bose-Einstein condensates, the main focus consequently lay on
phenomena that can be well described within this framework, such as collective oscillations,
coherence properties and the behaviour of quantised vortices which provide striking evidence
for the superfluidity of Bose-Einstein condensates. Exhaustive reviews of this research may be
found in [10, 11, 12, 13]1.

1It should be mentioned that the study of ultracold atoms is not restricted to bosonic isotopes: the first
realisation of a degenerate Fermi gas was reported in 1999 [14], and the research of these system has attracted ever
more interest in the meantime (see, e.g. [15] for a recent review).



2 PREFACE

In the following, the interest shifted back towards more strongly correlated systems (see [16]
for a review) with the idea in mind to take advantage of the diverse manipulation methods
offered by atomic physics to simulate problems from less accessible systems such as solids,
where the word “simulation” is meant in the broader sense as used by Feynman [17]. Since
dilute gases are intrinsically weakly correlated, one has to subject them to an appropriate
external influence to obtain strongly correlated regimes. An example is the rapid rotation of an
anisotropic trap [18, 19], that could ultimately lead to strongly correlated vortex phases [20].
A second means is provided by Feshbach resonances which permit to tune the atomic interac-
tion strength using an external magnetic field. Their use was first reported in 1998 [21, 22],
theoretical propositions to this effect have been made even earlier (see, e.g. [23]). The use of
Feshbach resonances permitted amongst other things to achieve Bose-Einstein condensation of
molecules made up by two fermions [24, 25] and study the associated regime of the BEC-BCS

crossover [26].
Still another way to obtain strongly correlated states was pointed out by Jaksch et al. in

1998 [27]: using far-detuned laser beams, one can create versatile potentials for neutral atoms
which are caused by the dipole force. In particular, such potentials permit the creation of
optical lattices which mimic the structure of a solid. This was used by the Munich group
to demonstrate the quantum phase transition from a superfluid to a Mott isolator four years
later [28].

Another possible application for optical lattices—or optical dipole potentials in general—is
the confinement of the atomic sample in a geometry of reduced dimensionality. For this
work, it is above all the aspect of reduced dimensionality that is important. The possibility of
realising ultracold Bose gases in lower-dimensional traps has first been considered by Bagnato
and Kleppner in 1987 [29]. The earliest experimental data on this subject dates from 2001 when
the MIT group first demonstrated trapping geometries in which the level spacing in one or
more direction approaches the thermal energy [30]. Greater aspect ratios permitting to enter
more deeply the low-dimensional regime were reported in 2004 when two different groups
succeeded in realising deeply one-dimensional (1d) [31] and two-dimensional (2d) [32] Bose
gases.

There is a considerable variety of methods for the production of quasi-two-dimensional
samples: Rychtarik et al. used a gravito-optical trap using an evanescent wave [32]. Orzel et al.
used a one-dimensional optical lattice to slice up a BEC into an array of quasi-two-dimensional
Bose gases [33], a technique that was later adopted by our group [34]. The first production of a
deeply 2d Bose gas using an optical plus magnetic potential as in our recent experiments has
been reported by Smith et al. in 2005 [35]. Another successful method for the production of
low-dimensional Bose gases is the use of radio-frequency dressed potentials [36, 37, 38].

Up to now, two-dimensional Bose gases have been used to study such diverse phenomena as
the superfluid-Mott transition [39, 40] and the Berezinskii-Kosterlitz-Thouless transition [41]
as well as the behaviour in the critical region around the latter [42, 43]. The work described in
this manuscript follows the latter line of research, with the focus on the equation of state.

My thesis work was carried out in the cold atoms group at Laboratoire Kastler Brossel
under the supervision of Jean Dalibard. The present manuscript is divided into two parts. The
first part describes what may be seen as the aftermath of the finished construction of a new
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experimental setup (the construction itself has been described in detail by my predecessors [44,
45]). In particular, it describes experimental techniques that we elaborated during the first year
of operation as well as prospective studies regarding possible future uses of the setup. Most of
the latter material is still prospective at the end of my thesis work. However this is not the
case for the preliminary studies of phase plates for the creation of versatile dipole potentials
presented in chapter 4 which are a direct preparation for the second part—even more so since it
simultaneously prepares the ground for the discussion of our imaging optics in chapter 7.

Moreover, we describe the first experiment that has been attempted with our new setup:
the realisation of an isotropic harmonic trap to verify a longstanding prediction by Ludwig
Boltzmann [46] concerning the non-damping of the breathing mode of a classical gas confined
in such a potential. Even if we did not succeed in pushing this study to its very end, it permitted
us to learn a lot about the way our setup is working so that it is worthwhile describing our
findings in some detail.

The second part describes experiments on quasi-two-dimensional Bose gases that have been
carried out during the first half of 2009 on our new setup. Originally, the purpose was a direct
measurement of the equation of state of the quasi-two-dimensional Bose gas. Unlike the three-
dimensional one, the two-dimensional equation of state is a directly measurable quantity since
when taking images one does not need to take into account the integration over the imaging
axis. Such a measurement should be directly comparable to theoretical predictions [47, 48].
Our results show significant deviations from theory—and since two independently derived
predictions agree very well with each other, it is safe to assume that both are correct—so our
focus gradually shifted to an analysis of the differences between experiment and theory and
their possible reasons. At first, we suspected the effects to be caused by imperfections of the
imaging optics which would be a somewhat prosaic explanation the plausibility of which
is investigated in chapter 7. The result being essentially negative, we now suppose that the
observed effects are caused by the high atomic density of our samples so that the object of study
has shifted to the interaction of flat and dense atomic samples with resonant light. Since these
last developments coincided with the end of my thesis, they are presented here as far as we were
able to progress.
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Experimental techniques





Introduction

Haueisen, mer stahel und scher,
wetzstein; vernemt, wan er gestemt,

wil ich euch weiter weisen.

HANS SACHS (1494–1576)
Der rock

EXPERIMENTAL physics may be seen as a craft, in both the literal and the figurative sense
of the word. Not only is the construction of an experimental apparatus (as well as all

ulterior modifications of the same) done by hand, but also one has first to pass through a phase
of “apprenticeship” to master the usage of the apparatus which is made up of a multitude of
different tools. This apprenticeship applies not only to the individual experimentalist but also
to the team as a whole when it concerns a new setup.

This metaphor is quite appropriate to describe the work done during the first half of my
thesis which will be described in the present part of this thesis. Since the construction of our
setup has begun in 2006, the basic construction process is well finished and has been described
in detail by my predecessors [44, 45], but it has taken a certain time to fully apprehend the
working of the apparatus, from both the principal and the practical point of view.

The four chapters of this part can be divided into two categories: on the one hand, concrete
experimental work (chapters 1, 3 and the last sections of chapter 4) and on the other hand ,
theoretical studies to explore the possibilities of the setup (chapter 2 and the major part of
chapter 4).

Chapter 1 gives a rather succinct presentation of the basic experimental apparatus which is
necessary for the comprehension of actual experiments described in later chapters. Chapter 2
is a summary of theoretical studies concerning the possibilities offered by the Time-averaged
Orbiting Potential (TOP) trap used on our setup. Most of the material is well known, with the
exception of an extensive discussion of a method to create anisotropies of arbitrary rotational
symmetry by means of rapid phase modulation which is original.

The first experiment we attempted on the new setup is described in chapter 3: using gravity,
it should in principle be possible to create a completely isotropic TOP trap, permitting to verify
a peculiar phenomenon in the physics of the classical Boltzmann equation: the breathing mode
of a classical gas trapped in an isotropic harmonic trap should be undamped. While we were
not able to reach our experimental goal, we made considerable progress in this direction and
gained valuable insight into the working details of the experimental apparatus.
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Finally, chapter 4 is a preliminary study (both theoretical and experimental) for the ex-
periments presented in the second part of this thesis: using phase plates, i.e. plates which
imprint a given phase distribution on an incident light field, one may create a multitude of
intensity distributions which can be used to create versatile trapping potentials for cold atoms.
The chapter describes in detail the effects of four different types of such phase plates (which
correspond to the plates actually at our disposition) and presents measurements done on the real
counterparts. In order to prepare the ground for the discussion of the effect of imperfections in
the imaging optics in chapter 7 in the second part of this thesis, chapter 4 begins with some
extensive reminders on light propagation within the paraxial approximation and Gaussian
beams.



Chapter One

The experimental apparatus

My liege, and madam, to expostulate
What majesty should be, what duty is,

Why day is day, night is night, and time is time,
Were nothing but to waste night, day, and time.

Therefore, since brevity is the soul of wit,
And tediousness the limbs and outward flourishes,

I will be brief.

WILLIAM SHAKESPEARE (1564–1616)
Hamlet, Act II, Scene 2

ALL the work described in this thesis revolves around our group’s experimental setup. The
original conception of the setup has been described in Baptiste Battelier’s PhD thesis [44],

but the actual realisation has changed considerably in the meantime. A description of the
experiment in its current state is given in Marc Cheneau’s PhD thesis [45], the actual design
of the modifications has mainly been carried out by Tarik Yefsah. With these modifications,
we were able to produce a first BEC in February 2008 and then gradually pass from the phase
of understanding and mastering the basic functioning of the setup1 to its actual usage for new
experiments.

While it is necessary for the comprehension of the following chapters to provide an overview
of the setup and its principal characteristics, it would be superfluous to reproduce in detail
what has already been written in previous theses. We will thus limit ourselves to a summary
of the most important aspects of the setup in its present state, referring the reader to Baptiste
Battelier’s PhD thesis [44] for general design considerations and technical choices and to Marc
Cheneau’s thesis [45] for details of the experimental sequence permitting to reach the quantum
degenerate regime on this setup. In addition to this summary, we will describe some details
regarding the coils around the science cell and the security electronics which have not been
characterised in the above-mentioned works.

1The setup still underwent a certain number of modifications in the year following the first BEC before reaching
the state described by Marc Cheneau. In the course of this chapter, we will state differences regarding the data in
chapter 3 which has been taken directly after the first condensate.



10 CHAPTER 1. THE EXPERIMENTAL APPARATUS

1.1 Overview of the setup

The general idea of the setup is that of a two chamber system: a first chamber to trap an atomic
sample and perform preliminary cooling, and a second one, the “science cell”, in which cooling
is continued until the regime of quantum degeneracy is reached, preparing the ground for actual
experiments.

The separation into two distinct chambers has the advantage of decoupling the used “tools”,
thus freeing a maximum of access to the science cell for experimental work. However, it entails
the necessity of transferring the atoms from the first to the second chamber. This is achieved by
using a magnetic transport system following the model of the Munich group [49].

A to-scale drawing of the setup (vacuum chamber, omitting the pumps and part of the tub-
ing, and coil holders) is given in figure 1.1, including an indication of the principal constituents
the usage of which will be explained briefly in what follows.

Preparation of an atomic sample

The following paragraphs are in essence a summary of the far more detailed description in Marc
Cheneau’s PhD thesis up to some minor differences.

All our sequences start with a magneto-optical trap (MOT) [50] charged from a background
vapour of 87Rb in the MOT chamber (to the left in figure 1.1). The MOT consists of six cooling
beams detuned by −21MHz with respect to the F = 2 7→ F ′ = 3 transition and six repumping
beams tuned to the F = 1 7→ F ′ = 2 transition. Its magnetic field gradient is 6.8G/cm (on the
axis of symmetry). Since the writing of Marc Cheneau’s PhD thesis, the loading time of the
MOT has been prolonged to 30s to give the magnetic trap around the science cell more time to
cool down after each cycle.

The MOT is then compressed [51] by increasing the cooling beams’ detuning and decreasing
their intensity (as well as the one of the repumping beams) in 10ms while maintaining a constant
gradient. Once the final values are reached, they are kept constant for another 10ms. This
permits to reach the regime of sub-Doppler cooling [52, 53] and to cool the cloud down to
about 40µK.

An optical pumping phase of 1ms follows which transfers up to 80% of the atoms into
the F = 2, mF = 2 hyperfine state which is the most strongly confined in a magnetic trap (see
chapter 2 for a short review of magnetic trapping). The atoms are magnetically trapped by
rapidly ramping up a quadrupole field using a second, more powerful supply connected to the
MOT coils, then magnetically transported [49] over to the science cell in 5.6 s. The transport
takes place in a narrow tube to which two ion pumps are connected, forming a differential
pumping stage. Thus, the vacuum in the science cell is far better than the one in the MOT

chamber. We have measured atom life times of at least 80 s.
In the science cell, the atoms shall be loaded into a TOP trap (see chapters 2 and 3 for

a detailed description of this trap type). Since a TOP trap is quite shallow, this necessitates
antecedent cooling of the sample which is achieved using radio-frequency (rf) evaporation in
the quadrupole at maximum gradient for 10s. The TOP trap is then switched on at maximum
current while the quadrupole gradient is reduced. Once the atoms are loaded into the TOP,
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FIGURE 1.1: Top and side view of the basic experimental apparatus with indication of the most
important elements. Photographs of the real setup would be considerably less clear since the view
would be obstructed by a multitude of cables, optics elements and cooling water tubes.
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a second rf cooling phase of 30s follows during which the TOP and quadrupole currents are
reduced.

This sequence permits the creation of a BEC [1, 2] with typically about 105 atoms which
constitutes the starting point for actual experiments (evidently, not all possible experiments
require a BEC to start off, so one can equally stop the evaporation sooner and work on a cold
albeit non degenerate sample).

When the experiment as such is terminated, an image of the atomic sample is taken using
the technique of absorption imaging (see chapter 6 for a short discussion of this technique)
along either a horizontal or the vertical axis. The imaging may take place “in situ”, i.e. with
the magnetic trap still switched on, or after a ballistic expansion of up to 36ms (so-called
“Time Of Flight” (TOF) measurement) which, depending on the nature of the sample, permits a
“magnification” of the atomic cloud (as in the case of a three-dimensional BEC) or the observation
of momentum distribution in the trap (in the case of a thermal gas forωτ≫ 1, where τ is the
TOF duration, andω the trapping frequency.

Around the science cell

The science cell, as is clear from its name, is the very place where actual experiments on
the atomic sample take place. In order to enhance the possibilities, we have strived for a
maximum of means to manipulate the cloud. This means on the one hand that optical access
was the primary design priority and on the other hand that we tried to accommodate as many
independent coil pairs as possible in the space close to the cell. These fall into two categories:
the quadrupole coil pair on the one hand, of which there cannot be more than one by its sheer
size, and a set of smaller coils wound on a plastic cube surrounding the cell (the TOP cube), or
otherwise placed in its direct vicinity.

A list of this second kind of coils is given in table 1.1, specifying the names given to them,
the coil pair’s axis of symmetry, the number of windings and the magnetic field produced per
unit current in the cube’s centre2. The directions of space in the laboratory are labeled in the
following way: the axis of the magnetic transport is called H1, the horizontal axis perpendicular
to it H2 and the vertical axis V.

Such a number of coils may seem abusive, but they are rapidly put to use: the TOP coils
are reserved for the generation of the rotating field, the “internal” coils on the vertical axis for
the generation of the rf field used for evaporative cooling. The other coils may be used for the
compensation of the magnetic field at the location of the atoms (on all three axes, a priori), the
compensation of the gravitational “sag” of the TOP trap for low gradients (see chapter 3) and the
excitation of oscillations of the atomic sample so that one rapidly runs short on available coils.
Indeed, it has already happened more than once that we introduced a temporary supplementary
coil on one of the horizontal axes.

The current in the TOP coils is produced using two stereo audio amplifiers (Crest CPX 2600),
one for each coil pair. In bridged mode (where both channels are used in series), each amplifier
has a nominal power of 1.5kW and requires a minimum impedance of 4Ω at its output. The

2The data in chapter 3 was taken with a slightly different version of the cube which had less and different coils
that do not appear in table 1.1.
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Name axis windings B/I (G/A)

TOP H1, H2 6 0.95
Bonus H1, H2 1 0.16∗

Circular V 6 0.82
Internal V 3 0.48∗

External V 4 0.63∗

TABLE 1.1: Coil pairs mounted on the plastic cube around the science cell with their axis, winding
number and magnetic field (produced by the pair). The values marked with an asterisk are not
measured, but inferred from the geometry (which comes close to that of the TOP coils) and the
winding number.

ohmic resistance of the coils being about 0.1Ω and the inductive impedance being negligible for
the experimentally relevant frequencies of some kHz, the major part of the power is dissipated
in a water cooled 4Ω series resistor. The actual power is considerably lower than the nominal
one since the nominal power of audio amplifiers is attributed according to guidelines which
are inspired by their primary usage, i.e. the reproduction of music with its typical spectral
properties and fluctuations of loudness. A rule of thumb (communicated by a Crest technician)
is to divide the nominal power by a factor of eight to obtain the power that can be continuously
sustained with a sine signal. With our numbers, this means that in a continuous regime we
can run currents with an amplitude of up to 10A. When the input signal becomes too large,
the CPX 2600 automatically reduces the gain to avoid clipping of the output signal, which is
signalled by lighting up an LED on its front panel. The sine and cosine signals for the TOP trap
are created by a programmable signal generator (Tabor WW 1072) which shall permit us to use
the TOP trap also for more elaborate potentials (see chapter 2 for examples)3.

The concept of the quadrupole coils at the science cell has changed radically between the
original design [44] and the current one [45]: instead of compact, tightly wound coils with a
lot of windings close to the science cell we now have considerably larger coils with less windings
which are farther removed from the science cell to maximise optical access. Thus, to achieve
comparable gradients, we need notably higher currents. Specifically, a gradient of 180G/cm
necessitates a current of 300A. Taking into account the electrical resistivity of our coils, we
need a total power of 12kW to run such a current.

To this end, we use two 6kW power supplies (SM 45-140 fabricated and custom-tuned to
deliver 150A each by the Delta Elektronika company) in parallel4. The switching of so large
currents is outside the reach of the MOSFET technology we used up to then, so we opted for the

3The data presented in chapter 3 was taken before the acquisition of this generator. At that time, we used
two function generators (Stanford Research Systems (SRS) DS 345), one for each coil pair, using the possibility to
synchronize the clocks of the two generators to ensure a stable relative phase between the coil pairs. Unlike the
Tabor generator, these two did not permit to have a reproducible initial phase from one experiment to the other
since they run continuously and cannot be triggered.

4Actually, there was an intermediate version of the new magnetic trap with which the data presented in chapter 3
was taken. In this version, two 3kW units (model SM 15-200 by the same company) were used in series, permitting
to run currents up to 200A.
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usage of two IGBTs5 (Mitsubishi CM 600 HA-24 H) in parallel, a technology well established in
Christophe Salomon’s group [54] who generously shared their knowledge with us (the overall
disposition as well as the design of their driving circuit). With this system, we are capable of
switching off the current in the coils within 500µs. A single IGBT of the same type is used for
the switching of the magnetic trap current in the MOT coils6. To dissipate the power, the coils
are realised as hollow copper tubes that are water-cooled from the inside. To increase the flow,
each coil is made up of two sub-coils each of which has its own cooling circuit.

1.2 Security electronics

Considering the power dissipated in the experiment and the fact that data acquisition series
often have to run for hours without an experimenter present, the necessity of a security system
that automatically shuts down all current sources in case of overheating goes without saying.
An electronic system that was adapted to the first version of this setup has been described
in [44] (and in [55] in more detail). This system has been largely revised in the course of the
rebuilding of the setup in its current version. Most modifications are mere details of realisation,
so we will not discuss them here. In return, there are two modifications related to an increased
attention to the water cooling system which will be exposed in the following paragraphs.

The first modification is the introduction of flow meters (SWK 2108 and SWK 2118 fabri-
cated by the Kobold company) on all arms of the water cooling circuit. These are equipped
with reed relays that change their state when the flow falls below an adjustable threshold value.
By connecting these relays to an appropriate electronic circuit, one can generate error flags that
can be used to shut down the current sources in case of insufficient cooling water flow.

While a substantial reduction in cooling water flow is certainly a sufficient reason for
an emergency shutdown, a constant flow is not enough to guarantee that all is well: in fact,
despite our efforts, the cooling of the magnetic trap coils is still not enough to stabilise the
temperature at a reasonable value at maximum current when 12kW are dissipated. We therefore
decided to monitor the cooling water temperature as well as its flow. In return, we do not
measure any more the temperature of the coil holders as we did in the first version of the
electronics [55]—such measurements are only feasible on even surfaces and the coils that are
most susceptible to overheat do not permit to attach a temperature probe.

To monitor the cooling water temperature, we conceived an electronic device that reads out
the temperature measured using a type LM 35 temperature probe, compares it to a manually
adjustable reference temperature and creates an error flag as soon as the temperature exceeds its
threshold. Since this is one of the more intricate of our home-made electronic circuits, it seems
worthwhile to spend some paragraphs on an explanation of its working principle to facilitate
future maintenance.

5Insulated-gate bipolar transistor, rugged devices for the fast switching of high currents.
6One should add that the magnetic field takes longer than this (typically some ms to disappear completely. We

do not know whether this is due to eddy currents or to the existence of a second time scale in the switching process.
The stated 500ms are the typical time scale of the first part of the decay.
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The basic idea of the device is the following: the LM 35 chip has an output voltage that is
given by 10mV/◦C times the temperature. This voltage is then multiplied by an adjustable
factor and the result fed into a Schmitt trigger7. The multiplication is done by a standard
non-inverting operational amplifier circuit the gain of which is rendered adjustable by replacing
one resistor by a potentiometer. In order for the device to be usable in practice, it must be
possible to display the measured temperature as well as the user-set threshold value which is
achieved using a DPM 340 LCD display. For reasons of compactness, we use the same display
for both the measured temperature and the set threshold since there is no need to see them
simultaneously. The essential part of the electronic circuit that serves to generate the signal
sent to the Schmitt trigger and to display temperature and threshold is shown in figure 1.2 (of
course, the whole circuit is somewhat larger, but the rest is straightforward).

Uin

910 k

100 k

1 2

R1

−

+

R2

to Schmitt trigger

12

R2

Uth/10

to display

FIGURE 1.2: Electronic circuit of the crucial part of the temperature security system. The two
switches are operated by the same push button and change their state simultaneously. When the
switches are in position 1, the temperature is measured and displayed. When they are in position
2, the threshold temperature is displayed and the measurement is suspended.

The main component of this circuit is the operational amplifier used as a non-inverting
amplifier [56]. Its amplification is given by A = 1+ R2/R1, where R1 is chosen to be the
potentiometer. The threshold temperature is thus given by Tth/

◦C = A−1 ×Uth/10mV. It
increases with increasing R1, i.e. when the user turns the potentiometer clockwise which is the
intuitive sense. The threshold voltage Uth is a built-in property of the Schmitt trigger. For a

7A Schmitt trigger is an electronic device whose output is equal to the positive source voltage for input voltages
below a fixed threshold value Uth, and equal to the negative source voltage for input voltages above that threshold. A
special and useful property of Schmitt triggers is their hysteresis: the threshold is slightly lower when coming from
above than when coming from below which avoids oscillations in the case of near-threshold signals.
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source voltage of 15V as used in our circuit, it is 8V. We have chosen the values R1 = 0 . . . 1kΩ
and R2 = 10kΩ so that the threshold temperature can be varied between 0 and 73 ◦C.

The DPM 340 display is basically nothing but a digital voltmeter the scale of which can be
changed with a set of jumpers at its rear. We chose a setting in which the number displayed is
just the input voltage in millivolts. To correctly display the measured temperature, it is sufficient
to pass the output voltage of the LM 35 chip by a 1/10 voltage divider. Likewise, the threshold
temperature can be displayed by passing a tenth of the threshold voltage (corresponding to
the 10mV/◦C) through a voltage divider made up of R1 and R2. Thus, one must arrange for
the potentiometer to be part of the amplification and of the threshold display circuit. Our
solution can be seen in figure 1.2: two switches operated by the same push button on the
device’s panel connect simultaneously the potentiometer to a tension divider and the display to
the potentiometer. When this happens, the amplifier circuit becomes a voltage follower with
unit gain which is smaller than all values that occur with connected potentiometer so that the
Schmitt trigger will not change its state. This is important since otherwise each adjustment of
the threshold temperature would result in an involuntary emergency shutdown of the power
supplies.

This circuit is reproduced eight times to read out the signals from eight probes. The outputs
are combined into a single error flag that is triggered as soon as one probe signals overheating.
The whole device is subdivided into two groups of four, each with one display, a selector switch
permitting to view any of the four temperatures and a set of push buttons (one per probe) to
pass from temperature to threshold display. Overheating signals are visualised by a set of red
LEDs.

For a reliable operation, there are two peculiarities of the LM 35 chip to be taken into
account: firstly, the results become unreliable when the chip is connected by a cable that is
more than some 10cm long. It turns out this can be circumvented by putting a hefty capacitor
(we use a 1µF one) in parallel between the output and the ground pin in the direct vicinity
of the chip. Secondly, these chips are primarily designed to measure the temperature of the
ambient air (plastic package, no plane surface). For a reliable measurement one has to ensure
that they are enclosed in a reasonably tight volume close to the body that shall be measured (in
our case, some copper and brass pieces the cooling water runs through after the coils). Even so,
the measured temperature will be somewhat below the temperature of the body which has to
be taken into account when setting the threshold values.

Coming back from these quite technical issues to a larger perspective, the “basic” parts of the
experiment have now stopped to be modified for more than one year so that we may assume
that they have reached their definite state. After this overview of the experimental setup, the
stage is set for discussing its actual use. We will expose experiments that have been performed
on the setup in chapters 3 and 6. For each of these chapters, there is a second one (chapter 2
for chapter 3 and chapter 4 for chapter 6) that serves to “prepare the ground” by discussing
underlying concepts.



Chapter Two

Creating versatile potentials using a TOP trap

Das sehn wir auch den Rädern ab,
den Rädern!

Die gar nicht gerne stille stehn,
Die sich mein Tag nicht müde drehn,

Die Räder.

WILHELM MÜLLER (1794–1827)
Die schöne Müllerin: 1. Das Wandern

THE TOP (Time-averaged Orbiting Potential) trap was first used by Petrich et al. in 1994 [57]
to circumvent the atom losses that cold samples trapped in a magnetic quadrupole field

suffer due to Majorana spin flips. By adding a rapidly rotating homogeneous field to the
quadrupole, they obtained a time-dependent potential in which the zero of the total magnetic
field—the very cause of Majorana spin flips—is rotating around the atoms rather than sitting
still in the middle of the cloud. At the same time, the resulting trapping potential is tightly
confining, an essential property for the application of forced evaporative cooling. Indeed, the
TOP trap permitted the group to create the first Bose-Einstein condensate [1] in a dilute atomic
gas of rubidium atoms1.

The flexibility and ease of use of the TOP have led our group to the decision of using this
trap type on our new setup. In parallel with actual experimental work, I have carried out
bibliographic research and proof-of-principle calculations to have an idea of the possibilities
this trap offers. They are summarised in this chapter which is organised as follows: after some
reminders on the principles of magnetic trapping, I reproduce the motivation for and the
principle of the TOP trap as outlined in reference [57]. The following sections are devoted
to possible future uses of this trap by generalising its working principle, such as the creation
of rotating anisotropic potentials and radio frequency-dressed potentials. While most of the
material in this chapter is essentially a bibliographic review, section 2.4 on the creation of
higher-order anisotropies and their rotation presents original albeit unpublished calculations
that I carried out based on Jean Dalibard’s idea of using rapid phase modulation in a TOP trap.
Throughout this chapter, I will neglect the influence of gravity. This is justified as long as the
force caused by the vertical gradient of the quadrupole potential which is part of the TOP trap

1Shortly afterwards, the Ketterle group produced a sodium BEC using an optical “plug” for its quadrupole
trap [2]. Later on, BECs were produced in purely magnetic, static traps of the Ioffe-Pritchard type [58]. It was not
until 2001 that condensation could be achieved in a crossed-beam optical trap [59].
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is considerably stronger than the gravitational force. I will discuss the role of gravity in some
detail in the following chapter.

2.1 Magnetic trapping

A classical magnetic dipole µ in a magnetic field B(r) has the potential energy−µ ·B(r)which
gives rise to a “torque” that tries to align the magnetic moment with the magnetic field and to a
force on the centre of mass of its carrier. In a homogeneous field only the “torque” is present,
causing the magnetic moment to precess around the field direction with the Larmor frequency
ωL = µ ·B/ħh. The force on the centre of mass is caused by the inhomogeneity of spatially
varying fields. For a magnetic moment aligned with the magnetic field, it is proportional to
the negative gradient of the field’s modulus, i.e. it points towards regions of low field strength.
Since the modulus of a magnetic field may have a minimum (but not a maximum according
to Earnshaw’s theorem), this permits to trap particles having a magnetic dipole moment with
static magnetic fields.

In our experiment, the objects of interest are 87Rb atoms with a mass of m = 1.45×10−25 kg
and a state-dependent quantised magnetic moment µ = gF mFµB, where gF is the Landé
factor and mF the magnetic quantum number associated with the hyperfine level F while
µB = 9.27× 10−24 J/T is the Bohr magneton. For 87Rb, due to the nuclear spin I = 3/2, there
are two hyperfine states F = 1,2 in the electronic ground state. The corresponding Landé factors
are g1 =−1/2 and g2 =+1/2 [60], so that the states F = 1, mF =−1 and F = 2, mF =+1,+2
can be magnetically trapped since the projection of their magnetic moments on the magnetic
field is positive. In our experiment, the atoms are optically pumped to the F = 2, mF = 2
hyperfine state so that their magnetic moment equals µB.

The Larmor frequency corresponding to one Bohr magneton is 2π× 1.4MHz/G. Thus
the time scale for spin alignment is typically very small compared to the time scale of the
centre of mass motion even in quite weak magnetic fields. This leads in a natural way to the
adiabatic approximation: as long as the variation of the magnetic field “seen” by an atom is
slow compared to its Larmor frequency, one can assume that the spin projection on the local
magnetic field follows adiabatically. The approximation breaks down when either the atom
is too fast or the magnetic field strength is too low. If this is the case, the atom can undergo
Landau-Zener type transitions [61, 62] to other (in general untrapped) hyperfine states and be
lost from the trap. As long as the adiabatic approximation is valid (a theoretical investigation of
the physics beyond the adiabatic approximation in a TOP trap has been made by Franzosi et
al. [63]), the potential energy can be written in the form −µ|B|.

The simplest magnetic trap that one can imagine—and that is in fact a major building block
of all existing static magnetic traps—is the quadrupole trap which one gets by running equal
currents in opposite directions in two circular coils (so-called Anti-Helmholtz configuration in
contrast to the Helmholtz configuration where the currents run in the same direction). To be
explicit, let the axis between these two coils be the z axis with the origin in the centre of the
configuration so that each coil is parallel to the xy plane. By symmetry, the magnetic field must
vanish at the origin, and a power-law expansion of the field on the z axis may only have odd
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terms (whereas in the Helmholtz configuration only even terms appear): B(z) = b z+ c z3+ · · · .
For a pair of circular coils with radius R a distance d apart carrying a current I , a straightforward
calculation from the Biot-Savart law yields

b =
3

4
µ0I

R2d

(R2+ d 2/4)5/2
. (2.1)

In the plane perpendicular to the axis, the field must vary linearly as well in order to satisfy
Maxwell’s equation∇ ·B = 0. By symmetry, the gradient must be the same in every direction
of the plane and equal to half the vertical gradient. To first order, the field of a quadrupole trap
can thus be written in the form

B =
b

2
(xux + yuy )− b zuz =⇒ B =

b

2

Æ

x2+ y2+ 4z2 . (2.2)

The small parameter in the power-law expansion is ∆r × d/(R2 + d 2/4), where ∆r is the
distance from the centre of the trap. Since typical atomic samples are smaller than 1 mm
while typical coil sizes are about 10 cm, this linear approximation is sufficient for all practical
purposes. Actual realisations of quadrupole traps consist of a certain number of (approximately
circular) windings carrying the same current. The total field is then obtained by summing up
the contributions from all these windings.

2.2 The basic TOP trap

The quadrupole trap is both simple and tightly confining2, but it has the major disadvantage
that the magnetic field vanishes in the centre, and with it the Larmor frequency. Inside an
ellipsoid whose size depends on the gradient and the temperature of the cloud, the rate of
change of the direction of the magnetic field seen by the atom d/dt{B[r(t )]/|B[r(t )]|} is
comparable to the Larmor frequency. By considering the flux through this ellipsoid and making
use of the Virial theorem, Petrich et al. estimate the loss rate due to spin flips to be characterised
by the time τ ∼ mℓ2/ħh, where ℓ is the characteristic size of the cloud [57]. For 87Rb, τ drops
below one second when ℓ < 27µm. It turns out this makes Bose-Einstein condensation in a
quadrupole trap impossible, since loss rates become too high before the temperature can be
lowered sufficiently to reach the degenerate regime.

Now, the basic idea of the TOP trap is to move the zero of the magnetic field out of the
atomic cloud, which is readily achieved by superimposing on the quadrupole a homogeneous
magnetic field created with a pair of Helmholtz coils. But, as is clear from (2.2), this will
only shift the potential without altering its form. Using two pairs of Helmholtz coils on
perpendicular axes, one can generate a homogeneous field of magnitude B0 the direction of

2The trapping potential seen by an atomic cloud of size ℓ scales as (ℓ/Rc )
n , where Rc is the characteristic size of

the coil configuration and n is the leading order of the potential [57]. According to what we said in the preceding
section, ℓ/Rc is a small parameter, so higher order traps are less tightly confining than lower order ones.
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which is rotating at a frequencyω. If we choose the axis of symmetry of the quadrupole as the
axis of rotation, the total magnetic field reads

B(t ) = (b x/2−B0 cosωt )ux + (b y/2−B0 sinωt )uy − b zuz , (2.3)

its instantaneous modulus is

B(t ) =
b r0

2

 

1+
x2+ y2+ 4z2

r 2
0

−
2

r0
(x cosωt + y sinωt )

!1/2

, (2.4)

where r0 = 2B0/b is the radius of the circle on which the point of vanishing magnetic field is
moving. Since atoms passing nearby this circle can undergo spin flips just as in the case of a
stationary zero point, r0 is also called the “radius of death”.

If one chooses the frequency ω sufficiently high, the motion of the atoms is governed
by a time-averaged potential. Expanding (2.4) up to second order in the spatial coordinates
and calculating the average over one period (ω/2π)

∫ 2π/ω
0 dt B(t ), one obtains the effective

modulus

B ≃
b r0
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This is a harmonic, axially symmetric field3 that gives rise to a trapping potential U =
gF mFµBB = |mF |µBB/2 with the trapping frequencies

ωz =

 

|mF |µBb 2

2mB0

!1/2
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|mF |µBb 2

16mB0

!1/2

=
ωz

2
p

2
. (2.6)

The atomic cloud in such a trap is equally axially symmetric and slightly flattened with an
aspect ratio of 1 : 2

p
2. The trapping frequencies are directly proportional to the gradient

and inversely proportional to the square root of the rotating field. For typical experimental
values such as b = 100G/cm and B0 = 5G, the radial frequency is 20.1 Hz and the axial one
56.9 Hz while the radius of death is 1mm. Having calculated the trapping frequencies, one
can check the consistency of the time averaging procedure. On our experiment, the TOP

frequency is ω = 2π× 10kHz, so we satisfy indeed the double constraint ωz,⊥≪ω≪ωL

(withωL = 2π× 1.4MHz×B0/G) that is necessary in order for our equations to hold.
On first sight, it might seem inconsistent to derive a potential up to second order in the

spatial coordinates using fields that are themselves only calculated up to first order. However,
the length scales of the expansions are not the same: the fields are calculated to first order with
respect to the extension of the coils while the quadratic expansion of the field is with respect to
the radius of death which itself is small compared to the coils.

3 This symmetry is due to the choice of the axis of rotation. One can in fact choose the axis of rotation
perpendicular to the strong axis of the quadrupole to obtain a TOP trap with three distinct trapping frequencies [64,
65]. Generalising this principle, one may apply oscillating magnetic fields on three axes simultaneously to obtain a
so-called zTOP which offers an increased control over the aspect ratio of the atomic cloud [66].
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It is worthwhile to note a fundamental difference between the TOP trap and other dynamic
traps such as the Paul trap for ions [67] and earlier ac magnetic trapping schemes for neutral
atoms [68, 69, 70]: in those traps, the average of the potential actually vanishes—the trapping
comes from an effective potential that arises from the interplay between the oscillating potential
and a short timescale motion of the particles. Such an effective potential is equally present in the
TOP and gives rise to a micromotion of the atoms that is superposed on the macroscopic motion
governed by the average potential (see [71] for a detailed theoretical analysis and [72] for an
experimental investigation): in short, the instantaneous quadrupole force acts as a centripetal
force corresponding to a circular motion with velocity v = µBb/mω. In practical use, the
average potential dominates by far this effective potential so that we only consider the average
here.

For the charging of the TOP trap, it is important to know its depth. It is reasonable to
define the circle of death as the limit of the trap, so the depth is just the difference between the
average potential on a point on this border, where the instantaneous magnetic field is equal to
2B0|cosωt |, and the centre, where it is always equal to B0. Averaging over one period yields

∆U =
|mF |µBB0

2

� 4

π
− 1
�

. (2.7)

The trapping depth is independent of the gradient. In order for the TOP trap to be practicable,
this depth must be sufficient to load an atomic sample from a quadrupole where it still has an
appreciable life time. If we require the sample to have a temperature equivalent to one third of
∆U so that it will be well inside the trap, its FWHM extension in the xy plane in a quadrupole
will be 128µm at equal gradient. According to the estimations stated above, this corresponds
to a life time of the order of ten seconds. Thus, it is plausible that the charging of a TOP from a
quadrupole at equal gradient should be feasible, as is the case experimentally. It is clear from
this discussion that the loading requires careful optimisation of the magnetic fields and the
temperature for maximum efficiency.

Considering the possibilities of modern electronics, it is natural to wonder what kind of
potentials can be realised using the same principles by applying wave forms more complicated
than mere sines and cosines. In the following sections, we will discuss some examples of such
potentials. To this end, it is convenient to note that the potential created by a given TOP

configuration is entirely specified by the trajectory of the magnetic field’s zero xt , yt , zt . For
the basic TOP trap discussed up to now, one has xt = 2B0/b × cosωt , yt = 2B0/b × sinωt and
zt = 0. For the general case of arbitrary trajectories, the instantaneous magnetic field reads (to
second order in the coordinates)

B(t ) =
b rt
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where r 2
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t
. In order to be able to calculate meaningful averages, all three

components of the trajectory should be periodic functions with a common period 2π/ω. If rt
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is not constant (which is the case whenever the trajectory does not move on a flattened ellipsoid
with aspect ratio 2:1), the calculation of the averaged potential becomes computationally
involved and may not be feasible to carry out analytically any more. In this chapter, we will
only regard cases where rt is at least approximately constant.

2.3 Rigid rotation of a TOP trap

Setting a quantum gas into rotation is a conceptually simple method to probe its superfluid
properties: if the gas is superfluid, its velocity field v = ħh∇φ/m must be irrotational, so
angular momentum can only be built up by the nucleation of vortices with a quantised angular
momentum around each vortex core. A vortex is easy to see on a cloud since the density drops
to zero at its core. The first evidence for vortices was given by Matthews et al. who generated
vortices in a BEC using a coherent process between two internal states [73]. Another very
successful technique was the “stirring” of the atomic sample in a static magnetic trap using a
rotating blue-detuned laser beam [74, 75]. The creation of a rotating anisotropy using nothing
but a TOP trap was demonstrated by the Oxford group as soon as 1999 [76], but it was not
until 2001 that they succeeded in nucleating vortices with this technique [77]. The creation of
the rotating anisotropy with the TOP trap has the great advantage of not taking up any optical
access which is always a precious good in cold atom experiments.

The interest of cold atomic gases under rotation goes far beyond its use as a probe for
superfluidity: in fact, the Hamiltonian of a gas under rotation is equivalent to that of a charged
particle in an electromagnetic field, permitting to explore the physics of the quantum Hall effect
with rotating samples of neutral atoms [78, 20]. In the regime of critical rotation, where the
rotation frequency equals the trapping frequency so that the latter is entirely compensated by
the centrifugal force, the ground state becomes infinitely degenerate and the system is effectively
in the lowest Landau level. Reaching this regime is experimentally challenging since it requires
a very precise control both of the trap’s geometry and of the rotation frequency. Several
experiments have succeeded in coming quite near the critical frequency [18, 19]. However
it turned out to be very difficult to maintain a stable critical rotation long enough to reach a
stationary state.

The method of rotation used by the Oxford group [76, 77] can be seen as a rigid rotation:
first of all, in order for a rotation to have an effect, one has to introduce an anisotropy. A static
anisotropy is readily achieved by choosing

xt = r0(1+ 2ε)cosωt ; yt = r0(1− 2ε) sinωt , (2.9)

resulting in an averaged magnetic field of

B =
b r0

2

 

1+
x2+ y2+ 8z2

4r 2
0

(1+ ε2)− ε
x2− y2

4r 2
0

(1+ 3ε2/2)

!

+O (ε4) . (2.10)

The modification of xt and yt has been chosen such that the geometric average of the frequencies
remains constant to first order in ε. The trapping frequencies in x and y direction are multiplied
by
p

1± ε, respectively.
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This anisotropy can be rotated by applying a rotation matrix on xt and yt :

�

Xt

Yt

�

=

�

cosΩt − sinΩt
sinΩt cosΩt

��

xt

yt

�

, (2.11)

where Ω≪ω is the frequency at which the trap is to be rotated. Plugging Xt and Yt into (2.8)
and averaging (treating sinΩt and cosΩt as constants) yields

B =
b r0

2

 

1+
x2+ y2+ 8z2

4r 2
0

(1+ ε2)− ε
(x2− y2)cos2Ωt + 2xy sin2Ωt

4r 2
0

(1+ 3ε2/2)

!

+O (ε4) ,

(2.12)
which is the desired outcome4.

For the practical implementation of this configuration it is convenient to rewrite the
coordinates of the zero point using the addition theorems:

Xt = r0{cos[(ω+Ω)t]+ 2εcos[(ω−Ω)t]} ; Yt = r0{sin[(ω+Ω)t]− 2ε sin[(ω−Ω)t]}
(2.13)

All one has to do is to generate a sum of sines or cosines of slightly different frequency. The
general structure is that of a carrier with one side band. While Arlt et al. propose an electronic
circuit to carry out this procedure starting from pure sine waves [76], the entire signal can
conveniently be generated by a programmable signal generator such as the Tabor WW 1072
used on our setup.

2.4 Rotating a TOP with rapid phase modulation

From a radio technician’s point of view, the coordinates of the “rigid rotation” trajectory are
a combination of amplitude and phase modulation of the carrier. Each type of modulation
individually would result in two side bands whereas the signals in (2.13) only have one, the
second being cancelled out by the interplay of phase and amplitude modulation.

We now consider an alternative approach which is—to our knowledge—original. It is based
on pure phase modulation of the standard TOP trajectory. The idea is the following: we restrict
the motion of the magnetic field’s zero to a circle of radius r0, but let it run along this circle
with varying angular velocity. The trajectory will thus be described by

Xt = r0 cos[ωt + εcos(Ωt +φ)] ; Yt = r0 sin[ωt + εcos(Ωt +φ)] . (2.14)

The role of the frequency Ω is quite different from the rigid rotation case: in the latter, Ω
was directly related to the rotation frequency of the anisotropic trap. Here, the cosine terms
depending on Ω serve to make the zero point run slower in certain regions of the circle of
death. Having Ω 6= 0 does not necessarily imply that one has a rotating potential: if Ω is an
integer multiple ofω, it will always be the same zones where the zero moves faster or slower,

4One might wonder why the dependence of the potential is on 2Ω. This is due to the two-fold rotational
symmetry of the potential: after one half-period, it has regained its original shape.
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respectively. Thus, after averaging the potential remains static. We will pass most of this
section discussing this static case since it contains the essential physics. The constant phase φ
determines the orientation of the resulting potential. Later on we shall add a slowly varying
linear term which sets the potential into rotation.

Static anisotropies of arbitrary order

The rapid modulation scheme opens up new possibilities since it permits—at least in principle—
the creation of anisotropies of arbitrary polynomial order n. For the type of anisotropy we
are interested in, it is at the same time the order of the rotational symmetry: an anisotropy
of order n is invariant under rotations of 2π/n around the trap centre (see figure 2.1 for an
illustration for n = 2 where the potential has a two-fold rotational symmetry and n = 3 where
the symmetry is threefold). The maximum order that can be practically achieved is limited
by the bandwidth of the amplifiers used to produce the actual currents for the TOP coils: an
expansion to first order in the modulation parameter ε yields

Xt ≃ cosωt − εcos(Ωt +φ) sinωt ; Yt ≃ sinωt + εcos(Ωt +φ)cosωt , (2.15)

which means that one hasω as a carrier frequency and side bands at Ω−ω and Ω+ω (higher
order expansions in ε would yield more side bands). Since Ω= nω (it is in fact the same n as
the order of the anisotropy that comes out of it), this means that (n+ 1)ω must be within the
bandwidth of the amplifier. Since we use audio amplifiers, the bandwidth is 20 kHz, so, for
an example, n = 3 is feasible if one chooses a TOP frequency of 5 kHz. Of course, it would
be advisable in an actual realisation to correct for the dependence of the amplifier’s gain on
frequency, since carrier and side bands are quite far from each other.

FIGURE 2.1: Left: contour lines of a harmonic potential with a quadratic anisotropy (n = 2). The
isopotential lines become ellipses. Right: contour lines of a harmonic potential with a symmetric
cubic anisotropy (n = 3). The contour lines take on a “triangular” shape.

To analyse potentials of higher order than two, we have to extend the expansion of the
TOP potential to higher orders. Rigorously speaking, we would have to start by using more
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exact expressions for the quadrupole and the rotating field than the expressions used up to
now which are only correct to second and first order in the distance from the trap centre,
respectively5. However, apart from the fact that the effect is smaller than it seems due to the
argument of different length scales given earlier in this chapter, we are principally interested in
the anisotropic components of the resulting potential, and corrections to the constituent fields
will only change the isotropic part. Since we are going to present an analytical treatment to first
order in ε only (which permits to get an impression of how things work), it seems pointless to
strive for numerical accuracy in such a way and we will continue to use the idealised expressions
for the basic fields. Using the fact that for perfectly circular trajectories one has rt ≡ r0, one
calculates the instantaneous magnetic field modulus to fourth order in the spatial coordinates:

B =
b r0

2
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Xt x +Yt y

r 2
0

+
x2+ y2+ 4z2

2r 2
0

−
(Xt x +Yt y)2

2r 4
0
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Xt x +Yt y

r 2
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(Xt x +Yt y)2

2r 4
0
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8r 4
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+ 3r 2
0 (Xt x +Yt y)2

x2+ y2+ 4z2

4r 8
0

−
5(Xt x +Yt y)4

8r 8
0



+O [(x/r0)
5] .

(2.16)

To obtain the effective potential, one has to average this expression over one rotation period.
Since all the time dependence is in Xt and Yt , this means that the potential is completely
characterised by the dimensionless moments

Mkℓ ≡
ω

2πr k+ℓ
0

∫ 2π/ω

0
dt X k

t
Y ℓ

t
. (2.17)

It is not possible to carry out these integrals analytically using the exact expressions (2.14), so we
will use the expressions to first order in ε (2.15). As concerns an experimental realisation, this is
not necessarily an approximation: one can decide freely which version one wants to implement
as a wave form. Furthermore, the higher order side bands will be increasingly suppressed by
the amplifier’s bandwidth so that one cannot possibly hope to get an ideal realisation of (2.14)
in terms of actual currents. We will regard the moments and their effect order by order in Xt

and Yt (not to be confused with the order in ε. The order of the moments is a classification, not
a degree of approximation). A graphical representation up to fourth order is given in figure 2.2.

First order moments The first order moments M10 and M01 are just the averages of Xt/r0
and Yt/r0, respectively. They appear in two places in our expansion (2.16): as coefficient of the
linear part of the potential (the effect of which is to displace the trap’s center) and in the first of

5If the coils generating the rotating field were in a perfect Helmholtz configuration, i. e. circular coils separated
by their radius, the expression would be correct up to third order. We carried out all preceding calculations as if this
were the case, which works well since the second order contribution is quite small.
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FIGURE 2.2: First to fourth order (in Xt and Yt ) moments to first order in ε for ε = 0.05 and
φ= 0. Note the special role played by the points for which Ω is an integer multiple of ω.

the third order (in x) terms. We shall come back to the effects of this latter term later on. The
actual values are:

M10 =
ε

π

sin(πΩ/ω) sin(πΩ/ω+φ)

(Ω/ω)2− 1
; M01 =

ε

π

sin(πΩ/ω)cos(πΩ/ω+φ)Ω/ω

(Ω/ω)2− 1
. (2.18)

As we already stated, we are mainly interested in the case Ω= nω. One immediately sees that
for all n > 1, both first order moments vanish identically, so for static anisotropies one needs not
bother with its effects on the cubic part of the potential (the case of turning anisotropies requires
a more careful discussion). The case n = 1 must be regarded in the sense of de l’Hôpital’s rule:
the denominators vanish linearly, while the numerators are sums of linearly and quadratically
vanishing terms (depending on the value of φ). Thus, the first order moments remain finite for
all values of Ω at n = 1.

Second order moments In the magnetic field, the second order moments appear in the
second quadratic term (the one that generates the anisotropic part) as coefficients of x2, 2xy
and y2 (note the binomial coefficient in the cross term) and in the first quartic term. A
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straightforward calculation yields

M20 =
1

2
+
ε

π

cosφ− cos(2πΩ/ω+φ)

(Ω/ω)2− 4

M11 =−
ε

2π

[sinφ− sin(2πΩ/ω+φ)]Ω/ω

(Ω/ω)2− 4

M02 =
1

2
−
ε

π

cosφ− cos(2πΩ/ω+φ)

(Ω/ω)2− 4
.

(2.19)

For all n 6= 2, one has M20 =M02 = 1/2 and M11 = 0, i. e. the usual “softening” of the trapping
frequencies in the plane leading to the habitual TOP aspect ratio of 1 : 2

p
2. In this case the

second order contribution remains isotropic. The case n = 2 is reminiscent of the n = 1 case
for the first order moments, and treated in the same way. Here again, all moments remain finite
and simplify to

M20 =
1+ ε sinφ

2
; M11 =

εcosφ

2
; M02 =

1− ε sinφ

2
. (2.20)

Substituting these expressions as coefficients of x2, 2xy and y2, one immediately recovers an
expression of the same kind as (2.10). This proves that one can produce a quadratic anisotropy
with pure phase modulation.

Third order moments As far as we have carried out the expansion, the third order moments
appear only once in (2.16), in the second third order term (the first being proportional to the
first order moments). They are thus the coefficients of x3, 3x2y, 3xy2 and y3, respectively.
Explicit calculation gives

M30 =
3ε

π

[(Ω/ω)2− 3] sin(πΩ/ω) sin(πΩ/ω+φ)

(Ω/ω)4− 10(Ω/ω)2+ 9

M21 =
ε

π

[(Ω/ω)2− 3] sin(πΩ/ω)cos(πΩ/ω+φ)Ω/ω

(Ω/ω)4− 10(Ω/ω)2+ 9

M12 =−
2ε

π

sin(πΩ/ω) sin(πΩ/ω+φ)(Ω/ω)2

(Ω/ω)4− 10(Ω/ω)2+ 9

M03 =−
6ε

π

sin(πΩ/ω)cos(πΩ/ω+φ)Ω/ω

(Ω/ω)4− 10(Ω/ω)2+ 9
.

(2.21)

The common denominator vanishes linearly for n = 1 and n = 3, the numerators all vanish
linearly for all n. Thus, the overall moments vanish for all n except 1 and 3. For n = 3 these
expressions simplify to

M30 =
3

8
ε sinφ ; M21 =

3

8
εcosφ ; M12 =−

3

8
ε sinφ ; M03 =−

3

8
εcosφ . (2.22)



28 CHAPTER 2. CREATING VERSATILE POTENTIALS USING A TOP TRAP

It is readily verified that the expression

x3 sinφ+ 3x2y cosφ− 3xy2 sinφ− y3 cosφ (2.23)

is invariant under a rotation by 2π/3, i.e. the cubic anisotropy corresponding to this term has
threefold rotational symmetry. For n = 3, this is the only cubic term that survives since the
first order moments vanish. Thus, this configuration produces a maximally symmetric cubic
anisotropy which is a good starting point for rotations.

One can continue calculating higher order moments, but with respect to the technical limi-
tations mentioned earlier, it becomes increasingly pointless. Summing up our results for the
moments up to third order, we have two cases of interest: the case n = 2 where one has only a
quadratic anisotropy (and also a quartic one, but the quadratic one will be dominating) and the
case n = 3 where all anisotropies except the cubic one vanish.

Setting the anisotropy into rotation

We now turn to the case of a rotating cubic anisotropy. To understand how such a rotation
comes about we remark that the constant phase φ actually does rotate the magnetic field since
it displaces the regions of slow and fast motion in a uniform manner. A uniform rotation can
thus be achieved by making the replacement

Ω 7→Ω(1+δ) =⇒ φ 7→φ+Ωδ t . (2.24)

In this way, the signal is no more 2π/ω-periodic, but accumulates a small phase 2πnδ (for
Ω= nω) on each turn, which does the same effect as if one varied φ linearly with time. Thus,
after a time 2π/(nωδ), the potential regains its original shape, which happens after a rotation
by 2π/n for a potential with n-fold symmetry. This means that the anisotropy of order n will
rotate at the angular frequencyωδ.

It is clear that this permits us to rotate the anisotropy of our choice, but at the same time
it will create rotating anisotropies of other orders as well since we are deliberately moving
away from the “magic frequencies” which are plain integer multiples of the TOP frequency. We
are not moving far, though, since the order of magnitude for rotational speeds is given by the
trapping frequencies: if we assume a TOP frequency of 5 kHz and trapping frequency of 20 Hz,
we get δ ≤ 0.04. If we substitute (2.24) into (2.18) and (2.19), we can thus do a linear expansion
in δ. If we then set Ω= 3ω we obtain

M10 =
3εδ

8
sinφ ; M01 =

9εδ

8
cosφ (2.25)

M20 =
1

2
+

6εδ

5
sinφ ; M11 =

9εδ

5
cosφ ; M02 =

1

2
−

6εδ

5
sinφ . (2.26)

Evidently, there is also a slight modification of the third moments, but we are more interested
in the appearance of undesired lower order anisotropies. One sees that anisotropies of first and
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second order appear as well as a non-symmetric one at third order (from the first cubic term
in (2.16) which is a function of the first order moments), all of them rotating along with the
desired symmetric cubic anisotropy. But the amplitudes of all those components are of order
εδ, i. e. a factor of δ smaller than the amplitude of the symmetric cubic anisotropy. Since
δ is quite small for typical experimental parameters, it seems plausible that in such a system
the symmetric cubic anisotropy should be predominating (all other anisotropies would be
comparable to or small against residual static anisotropies due to experimental imperfections).

Stability in a rotating tripod potential

To supplement the above considerations, we analyse the stability of atom trajectories in the xy
plane in a trap with a rotating cubic anisotropy. In the static case, for n = 3 and φ= 0, one has
the following magnetic field:

B =
b r0

2

 

1+
x2+ y2+ 8z2

4r 2
0

− 9ε
3x2y − y3

16r 3
0

!

. (2.27)

In the xy plane, this will give rise to a potential of the form

V (x, y) = mω2
⊥

 

x2+ y2

2
+

η

3r0
(3x2y − y3)

!

, (2.28)

where we have introduced η= 27ε/8 for convenience.
Now let us imagine that this potential is rotated at an angular velocity αω⊥ so that V (x, y)

is actually the potential in the corotating frame (we will disregard for these considerations the
slight deformations of the static potential that occur in the rotating case). In this frame, there
will be two pseudo forces, the Coriolis and the centrifugal force. To the latter one can attribute a
pseudo potential −m(αω⊥)

2 r 2/2, permitting us to define the dimensionless effective potential

Ṽ (x ′, y ′) =
V (x, y)

mω2
⊥ r 2

0

−α2 x ′2+ y ′2

2
= (1−α2)

x ′2+ y ′2

2
+
η

3
(3x ′2y ′− y ′3) , (2.29)

where x ′ = x/r0 and y ′ = y/r0. Using this potential, the centrifugal force is completely taken
into account. A graphical representation of this effective potential is shown in figure 2.3.

The case of the Coriolis force which cannot be derived from a pseudo potential is less
obvious. In the case of a rotating quadratic anisotropy of the form (2.12), it is well known that
there are three regimes for the stability of a particle [79]: the effective trapping potential is
of the form m[(1+ ε− α2)ω2

x
x2+ (1− ε− α2)ω2

y
y2]/2. As long as α <

p
1− ε (we assume

ε > 0), the effective potential is confining in both directions and trajectories are stable. Forp
1− ε < α <

p
1+ ε, the effective potential is confining in one direction and repulsive in the

other, thus creating an unstable regime. Quite surprisingly, trajectories become stable again
for α >

p
1+ ε. In this latter case, the effective potential is repulsive in both directions, and

the particles are dynamically stabilised by the Coriolis force that “pushes” them along the
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FIGURE 2.3: Effective potential Ṽ (x ′, y ′) for α= 0.5 and η= 0.5 (these values have been chosen
in order to render the qualitative behaviour of the potential more clearly discernible). In the
middle of the potential, there is an approximately harmonic well, further outside the potential
takes the form of a triangular “ash tray”. The potential becomes negative on the top, the lower
left and the lower right of this contour plot so that particles whose energy exceeds the depth of
the central well will leave the trap in one of these directions.

equipotential lines of the effective potential (it might be doing the same thing in the slowly
rotating regime, but there trajectories are already stable). It can only do this because there are
closed equipotential lines. In the unstable regime, such lines do not exist since the effective
potential takes the form of a saddle point and equipotential lines are hyperbolas extending to
infinity. The Coriolis force cannot possibly do more than force particles on equipotential lines
since by its very mathematical structure it cannot do work.

Thus, for our purposes, we can say that trajectories are guaranteed to be stable when the
effective potential is globally attractive and guaranteed to be unstable when it takes the form
of a saddle point. The case of a globally repulsive effective potential is not clear from such
arguments, but since we are interested by the behaviour of atomic gases in which particles
collide, the issue of dynamic stabilisation is more complicated even for a quadratic anisotropy.
To be on the safe side, we will only regard trivially stable configurations.

According to these considerations, we only need to know the stationary points of the
effective potential and its behaviour in their vicinity. The stationary points are readily found:

r′1 = 0 ; r′2 =
1−α2

η
uy

r′3 =
p

3
1−α2

2η
ux −

1−α2

2η
uy ; r′4 =−

p
3

1−α2

2η
ux −

1−α2

2η
uy .

(2.30)

We find one stationary point in the centre of the trap and three which are evenly distributed on
a circle with radius

R′ =
1−α2

η
. (2.31)

Since these are points of symmetry (they are just 2π/3 apart), it is sufficient to regard one of
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these points. Expanding the effective potential around r′2 up to second order in x ′ and y ′ yields

Ṽ

 

x ′,
1−α2

η
+ y ′

!

= (1−α2)
3x ′2− y ′2

2
+
(1−α2)3

6η2
+O (x ′3) . (2.32)

Since x ′2 and y ′2 appear with opposing signs, the three stationary points on the circle are
always saddle points for α 6= 1 as opposed to the stationary point in the trap center which is a
minimum of the effective potential for all α=Ω/ω⊥ < 1. Thus, there is a stable zone which
extends from the trap centre up to the radius R′. This situation is very different from the case
of a rotating quadratic anisotropy: there, depending on the value of the rotating frequency,
either trajectories are stable at all energies (for |Ω−ω|/ω >

p
1+ ε), or they are unstable at

all energies (for |Ω−ω|/ω ≤
p

1+ ε) so that there is nothing like a zone of stability in space.
In the case of the rotating tripod, for Ω arbitrarily close to ω, we do have a spatial region of
stability the size of which depends on the rotation frequency.

To see what this means for actual experiments, we resubstitute our units: for a gradient
b = 100G/cm, a rotating field B0 = 5G, a near-critical rotation with α= 0.99 and a modulation
parameter ε= 0.05, one finds R= r0R′ = 354µm. The depth of the corresponding potential is
given by the difference between the minimum value of the effective potential on the circle with
radius R and the trap centre (the latter being already set to zero):

∆V = mω2
⊥ r 2

0

(1−α2)3

6η2
. (2.33)

Since, as we said earlier this chapter, the given values for b and B0 correspond to a trapping
frequency ω⊥ = 2π× 20 Hz, the depth for the given parameters is ∆V = kB× 69nK. This
depth can be increased by increasing the magnitude of the rotating field: since ω⊥ scales as
b/
p

B0 while r0 scales as B0/b , the productω2
⊥ r 2

0 scales as B0. Thus, near-critical rotation of a
cubic anisotropy seems to be feasible at least for very cold clouds. Of course, the stability of
trajectories also depends on the slight quadratic anisotropy that comes along with the rotating
cubic anisotropy as well as the inevitable slight imperfections of a concrete experimental
realisation. As a consequence, the region of stability will at least be smaller than what can be
expected from this analysis. If the mentioned effects become too strong, it will vanish altogether.
Thus, although it seems easier to achieve near-critical rotation with a cubic anisotropy than
with a quadratic one, a definitive answer can only be provided by an experimental test.

2.5 Evaporation and radio frequency-dressed potentials

As Petrich et al. pointed out, the TOP trap has a “built-in” means for evaporation given by
the radius of death [57]. However, this method lacks some flexibility since evaporation only
occurs on a small toroidal volume and one cannot change the radius of evaporation without
changing at the same time the trapping geometry. Thus, evaporative cooling in a TOP trap is
usually carried out using radio frequency (rf) waves.
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Radio frequency cooling in a TOP trap is slightly different from the case in a static trap: in
the latter, the potential “seen” by the atoms and by the rf waves is the same. In a TOP trap, due
to the separation of time scales, the atoms see an averaged magnetic field whereas the rf sees
the instantaneous one: when an rf field at a frequencyωrf is applied, this defines an ellipsoidal
surface centered on the instantaneous position of the magnetic field’s zero. In the xy plane, this
ellipse has a circular cross section the radius of which is |gF |µBB = ħhωrf. Atoms crossing this
surface become resonant with the transitions between the hyperfine states. They are transferred
to non-trapped states (in the case of the state F = 2, mF = 2, this takes two photons) and leave
the trap. When the TOP field rotates, this instantaneous evaporation surface rotates along
with it, creating an effective evaporation surface which is just the surface of revolution of the
instantaneous one around the trap centre. Figure 2.4 illustrates the instantaneous situation.

atoms

r0

ω

4ħhωrf

µB b

FIGURE 2.4: Geometry of evaporative cooling in a TOP trap in the plane: The surface of evaporation
is centered on the instantaneous zero of the magnetic field that is rotating around the atoms.
The radius of evaporation r0 is the distance from the origin to the evaporation surface.

Since in the xy plane one has B = b r/2, the radius from the trap centre to this effective
surface is given by

rev =
2

b

�

ħhωrf

|gF |µB
−B0

�

. (2.34)

The evaporation radius scales linearly with the rf frequency down to the trap centre, unlike the
case of a static harmonic trap where it scales with the square root which renders the approach
of the trap centre at the end of an evaporation sequence quite delicate. As Marc Cheneau has
explained in his PhD thesis, this results in a conveniently large condensation range in a TOP

trap (about 200kHz on our setup) [45].
A different point of view on the same process consists in saying that the rf couples different

magnetic substates on a certain surface, creating avoided crossings which results in an adiabatic
potential with a local minimum in the trap centre surrounded by “trapping walls” of finite
height [2, 80]. As Zobay and Garraway pointed out, this potential has a “twin” with a local
maximum in the middle and an ellipsoidal minimum (called a “shell” by the authors) located at
the evaporation surface of the “habitual” potential [36] (see figure 2.5 for an illustration of the
principle). Starting from a static harmonic trap, they conjectured it should be possible to create
two-dimensional gases on such a shell. Indeed, the Villetaneuse group succeeded in loading
ultracold gases in such a potential (both in a harmonic trap [37] and in a pure quadrupole [81]).
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On atom chips, considerable success was achieved by the Heidelberg group with similar
techniques which permitted among other things interferometry between condensates and
one-dimensional Bose gases [82, 83].

So far there is no published experimental work on adiabatic potentials in TOP traps, but
there has been a proposal by Lesanovsky and von Klitzing who argue that such time-averaged
adiabatic potentials can be quite versatile [84]. Of the diverse possible potentials they investigate
in their article we will discuss the double well potential since it is tempting to try to use it for
the production of a pair of 2d Bose gases.
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FIGURE 2.5: Principle of rf dressed potentials. Left: the potentials seen in a quadrupole trap by
the five substates of the F = 2 quintuplet, only two of which are confining. Right: if one adds
an rf field, the energies in the dressed state picture are shifted and become degenerate in certain
points (dashed and dotted line). The coupling between atoms and rf field lifts the degeneracy
(solid lines) and creates double well potentials (upper half ) as well as “evaporation” potentials
(lower half ). In the case of a TOP trap, the cusp in the middle would be rounded off.

The production of a double-well potential requires no special efforts in a standard TOP

trap since it is just the “twin” of the potential that naturally occurs during rf evaporation
(provided that—as is the case on our setup—the rf field is directed along the axis of rotation z
of the TOP): the instantaneous potential is a “shell” type one which is rotated about the trap
centre. Anywhere but close to the z axis, this will “close” the shell, leaving two minima of the
time-averaged potential above and below the trap centre. Note that without this dynamic effect,
the shell would be “open” anywhere so that there would be only one global minimum (at the
bottom of the shell, due to gravity).

Under the assumptions that the rf coupling is near-resonant and that the associated Rabi
frequency Ωrf is small compared to the radio frequency itself, the instantaneous potential can
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be calculated within the rotating wave approximation (RWA)6:

V (r) = |mF |ħh
q

[ωL(r)−ωrf]
2+Ω2

rf
(r) , (2.35)

with the Rabi frequency Ωrf = |gFµBB(r)×Brf|/|2ħhB(r)|, where Brf is the magnetic field
strength of the rf field. In the following, the direction of Brf is chosen to be along the z axis.
The effective potential is the time average of (2.35) over one rotation period. It is convenient to
define the constants

β=
|gF |µBB0

ħhωrf
=
ωmin

rf

ωrf
; γ =

Brf

B0
; φ=∠(B,Brf) ; ω2

0 =
|mF gF |µBb 2

2mBrf
, (2.36)

where ωmin
rf

corresponds to an evaporation exactly at the trap centre and ω0 is, as we will
see, a typical value for the resulting frequencies of oscillation. The parameter β which varies
between 0 and 1 controls the radius of evaporation and thus the shape of the potential while
γ characterises the rf coupling strength. The instantaneous potential for the double-well case
takes the explicit form

V (r, t ) = |mF |ħhωmin
rf

×
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(2.37)

with the local angle φ the sine of which is given by

sinφ(r, t ) =

 

x2+ y2+ r 2
0 − 2r0(x cosωt + y sinωt )

x2+ y2+ 4z2+ r 2
0 − 2r0(x cosωt + y sinωt )

!1/2

. (2.38)

Since the time average only affects the x and y directions, the location of the minima on
the z axis can be found directly from the instantaneous potential. For z ∼ r0, the angle φ can
be regarded as a constant, and one finds

z± =

Æ

1−β2 r0

2β
; ωz = 2

Æ

1−β2ω0 (2.39)

To get the frequencies in the xy plane around the minima, one has to make the more careful
approximation

sin2φ
�

�

z=z± ≃
x2+ y2+ r 2

0 − 2r0(x cosωt + y sinωt )

(r0/β)
2

. (2.40)

6This approximation can be and has been violated in experiment [85], so when considering an actual realisation
of such a potential, it is advisable to regard the non-RWA corrections. Here, we are just dealing with principal
questions of feasibility and will thus stick to the RWA.
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Substituting this into (2.37), expansion to second order in x and y and averaging yields a radial
frequency of

ω⊥ =
βω0

2

s

γ 2

2
+ 2

RWA
=
βω0p

2
, (2.41)

where we have used the fact that within the RWA one must have γ ≪ 1 so that to be consistent
one has to use the simpler expression forω⊥.

Two other quantities of interest are the trapping depth and the effective potential at the
bottom of the wells—the latter has to be high enough to prevent the atoms from doing Landau-
Zener transitions to the conjugated potential. The trapping depth can be defined as the
difference between the potential in the centre of the trap (the barrier between the two wells)
and at the bottom of one well, which can be calculated without approximations:

∆V =V (0)−V (0, z±) = |mF |ħhωmin
rf
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The potential at the bottom of a well is given by |gF mF |µBBrf/2= |mF |ħhΩrf. Thus, it is the rf
field itself that plays the role of a bias field (or more precisely, that determines the size of the
gap of the avoided crossing), and must be dimensioned accordingly.

We can now see whether such a potential can indeed serve the purpose of a pair of two-
dimensional Bose gases. In order to be in the 2d regime one needs to satisfy the condition
ħhωz ≫ kBT . The equivalent frequency for 100 nK is 2π× 2.08kHz, so it would be desirable
to be able to achieveωz = 2π× 4kHz. If one is to make interferometric experiments with two
2d Bose gases, the distance between the two should not be much greater than 5µm in order to
have reasonably spaced interference fringes7.

Owing to the great number of adjustable parameters, it is not easy to make definite state-
ments on the feasibility of a given configuration, so we will try to do this step by step. To
maximise the trapping frequency, the first (since unambiguous) step to take is to use the maxi-
mum gradient permitted by the trap. On our setup, the gradient provided by the quadrupole
coils is 0.6G/(cmA) and the maximum current that can be run by the power supplies is 300A
so that one cannot exceed b = 180G/cm. If we fix the gradient at this maximum value, ω0
still depends on the modulation parameter β and the rf field Brf [see equation (2.39)]. The
trapping frequencyωz is maximum for vanishing β, so if we take β= 0 for a first estimation,
we see that for ωz = 2π × 4kHz, we need Brf = 6.56mG. If we allow for finite β values
[which is necessary since otherwise the two minima will disappear at infinity according to
equation (2.39)], Brf must become even smaller for the same trapping frequency. But this is by
far too weak to prevent Landau-Zener transitions: the corresponding Rabi frequency is only

7If the original distance is d , the spacing between two interference maxima is asymptotically equal to h t/(md ).
For an example, after 15ms of free expansion, the fringe spacing between two rubidium clouds originally separated
by 5µm will be 13.7µm. It is advantageous to have short expansion times for two reasons: the cloud will expand
less and thus yield a higher signal, and its dropping velocity will be lower, causing less blurring during the exposure
time for imaging.
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2π× 2.29kHz, while in similar experiments like [37, 81, 86], the lowest reported frequency is
2π× 30kHz. The probability for a Landau-Zener transition at one crossing is 1− exp(−αΩ2

rf
),

where α depends on the trapping geometry. For the achievable gradient, one cannot have at the
same time sufficient field strength in the minima and a trapping frequency permitting to do 2d
physics.

In fact, this is not too surprising since the rf field in the minima plays a very similar role to
the field B0 in a normal TOP trap: in both cases, the “skeleton” of the potential is provided by
the quadrupole’s gradient which is then rounded off by the second field. By lowering towards
the tip of the potential the area over which this rounding off takes place, one can increase the
trapping frequency up to theoretically arbitrary values, but at the same time the lift of the
degeneracy with the other mF states becomes weaker and weaker.

As the examples discussed in this chapter show, the dynamic character of the TOP trap permits
the creation of a large variety of potentials. While it seems hard to use it for the creation of
two-dimensional gases (for which there exist other efficient methods, for example the optical
potentials discussed in chapter 4), the feasibility of rotating anisotropies has already been
demonstrated for the rigid rotation case.

As stated at the beginning of this chapter, we have systematically neglected the influence
of gravity which, depending on the type of potential, can be either a minor complication or a
major element. We will see in the following chapter how gravity can be used together with a
TOP to create an approximately isotropic harmonic trap.



Chapter Three

Towards an isotropic TOP trap

Never measure anything but frequency!

ARTHUR LEONARD SCHAWLOW (1921–1999)

ISOTROPIC harmonic traps are a common ingredient in the theory of confined gases. In
many cases, this is nothing but a matter of convenience and the general case of a trap with

up to three distinct trapping frequencies can be related back to the results by simple changes of
notation. In other cases, the isotropy of the trap may be a crucial prerequisite for the existence
of a given effect. One of the latter cases was first described in 1909 by Ludwig Boltzmann [46]
who found that in an isotropic harmonic trap the so-called monopole mode (or breathing mode)
of an interacting classical gas is undamped.

The age of this intriguing prediction notwithstanding, an experimental verification has
not yet been reported (the results reported in [87] come close, but they apply to two spatial
directions in a three-dimensional trap, the third having a much lower trapping frequency). This
is owed to the fact that the experimental realisation of an isotropic harmonic trap is not trivial:
a quadrupole trap has an aspect ratio of 1 : 2, and static magnetic traps made up by more than
two coils rather tend to have three distinct frequencies than to reduce the aspect ratio. A TOP

trap has a “natural” aspect ratio of 1 :
p

8 which is even more anisotropic than the quadrupole
trap. However, this can be changed by decreasing the gradient to values where its effect is
comparable to that of gravity.

We have performed experiments the goal of which was to render our TOP trap isotropic
and to verify Boltzmann’s prediction. While we were able to get quite near an isotropic trap, a
problem of reproducibility prevented us from carrying out this program in its entirety. Since
the setup has changed since then, addressing amongst other things the issue of stability, it is
not excluded that the group shall come back to this experiment one day. To this end, the
present chapter summarises the progress we were able to make and explains the techniques we
developed. It begins with a brief account of collective modes in a trapped gas to make clear
the original motivation, followed by the generalisation of the TOP magnetic field to the more
realistic case taking into account gravity. The experimental realisation of an isotropic TOP trap
is then discussed in detail as far as we were able to progress.
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3.1 Collective modes in trapped gases

The atoms in a trapped gas are constantly oscillating. Owing to their great number and the
dispersion of the amplitudes and phases, the density distribution at equilibrium is constant in
time. By transferring energy to the gas, it is possible to generate collective excitations in which
the density distribution becomes an oscillating function of time.

The totality of possible collective excitations of a trapped gas can be expanded on a set of
basis modes classified by two numbers n and ℓ. For our purposes, only three of these modes
are of interest: the monopole mode (n = 1,ℓ= 0) where the cloud shape is altered only by a
isotropic oscillating scaling factor, the dipole modes (n = 0,ℓ = 1) which are nothing but a
centre of mass oscillation of the entire atomic cloud without deformation of the latter (one
mode per axis) and finally the quadrupole modes (n = 0,ℓ= 2). Similarly to the dipole modes,
the quadrupole modes exist in three linearly independent realisations. Among the possible
bases we choose the one in which the basis functions are characterised by a principal axis: the
cloud is compressed along this axis and simultaneously expands in the plane perpendicular
to it during the first half of an oscillation, then the process is reversed. The monopole and
quadrupole modes are schematically represented in figure 3.1.

FIGURE 3.1: Schematic representation of the cloud deformation in the quadrupole and monopole
modes. A monopole oscillation will look as shown on the left seen from any direction. A
quadrupole mode will look as shown on the right when seen from a direction normal to its
principal axis, but as on the left when regarded along its principal axis.

The interest of these modes for the purpose of this chapter is the following: a dipole mode
is a mode of reference which permits to characterise the trap since it is easy to excite and
observe and, just as importantly, its frequency does not depend on the particular regime of the
atomic sample. The monopole mode is what we want to observe, so its importance needs not
be stressed. The quadrupole modes, finally, are interesting for two reasons: firstly, to have a
mode for comparison that exhibits clear damping (which requires a sufficient collision rate) and
secondly, because in the actual observation of an atomic sample one cannot completely separate
monopole and quadrupole modes: in the plane normal to the eigenaxis of a given quadrupole
mode, the cloud is always either isotropically expanding or contracting so that it looks just like
a monopole mode.

Apart from the corresponding deformation, the modes are characterised by their frequen-
cies. The case of the dipole mode is simple: since it is just the centre of mass oscillation of the
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cloud, its frequency is equal to the trapping frequency regardless of the microscopic properties
of the atomic sample. The monopole and quadrupole modes are more complicated in this
respect since they concern the deformation of the sample itself which is intimately connected to
its physical properties. The monopole and quadrupole frequencies for three limiting regimes—a
strongly interacting BEC and a classical gas for the two extreme cases of the collision rate—are
summarised in table 3.1.

Regime Quadrupole Monopole

Pure BEC (T = 0)
p

2ω0

p
5ω0

Classical gas (HD)
p

2ω0 2ω0
Classical gas (CL) 2ω0 2ω0

TABLE 3.1: Oscillation frequencies of the quadrupole and monopole mode in units of the dipole
frequency ω0 for a Bose-Einstein condensate, a classical gas in the hydrodynamic (HD) regime
and a classical gas in the collisionless (CL) regime.

A particularly clear account of the case of a classical gas has been given by Guéry-Odelin et
al. [88] who distinguish two regimes: the collisionless regime in which the atoms undergo a
large number of oscillations between two successive collisions and the hydrodynamic regime
where there are several collisions per oscillation. In the collisionless regime, one essentially has
an ideal gas in which the trajectories of particles are completely independent. Thus, there is
no coupling between modes, and both monopole and quadrupole modes have the frequency
2ω0 whereω0 is the trapping frequency (we consider the isotropic case). In the hydrodynamic
regime, the frequency of the monopole mode remains at 2ω0 but the quadrupole frequency
is lowered to

p
2ω0. The damping of the quadrupole mode is driven by binary collisions.

Guéry-Odelin et al. find a relaxation time of τ = 5/4γcoll where γcoll is the elastic collision rate.
The monopole mode is undamped, as already stated by Boltzmann. When the trap becomes
anisotropic, the monopole and quadrupole modes become coupled which induces a damping
of the monopole mode as well. We are principally interested in the hydrodynamic regime one
since in the collisionless one all modes are trivially undamped.

The case of a pure Bose-Einstein condensate in the strongly interacting limit has been
treated by Stringari [89]. Using a hydrodynamic formulation of the Gross-Pitaevskii equation,
he derived a frequency of

p
2ω0 for the quadrupole—the same result as for a classical gas in the

hydrodynamic regime—and a frequency of
p

5ω0 for the monopole mode, which is different
from the frequency in a classical gas. His predictions (for the case of an anisotropic trap) are
in fair agreement with experiment [90, 91, 87]. The experiments in [91] are only partially
in the strongly interacting regime, so to fully explain their data a more elaborate theory is
required [92, 93]. There also have been experimental as well as theoretical investigations of the
excitation frequencies of a BEC at finite temperature (see e.g. [94, 10, 95]). In the case of a pure
BEC, the monopole mode is undamped just as in a classical gas. In the intermediate situation
of coexistence of a BEC and a thermal cloud the interaction between the respective monopole
modes induces a damping of both of them.
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3.2 The TOP trap with gravity

It turns out that a TOP trap, notwithstanding the fact that its natural aspect ratio is even
larger than that of a quadrupole, can be rendered isotropic by taking advantage of the force of
gravity. In order to see how gravity modifies the trapping frequencies of a TOP trap, we have to
generalise the equations presented in chapter 2. To take into account gravity, we expand the
magnetic field not around its zero, but around an arbitrary point on the z axis with a distance
z0 from the origin. To second order in the spatial coordinates, the magnetic field after averaging
now reads

B =
b

2

q

r 2
0 + 4z2

0

 

1+
r 2

0 + 8z2
0

4(r 2
0 + 4z2

0 )
2
(x2+ y2)+

2r 2
0

(r 2
0 + 4z2

0 )
2
(∆z)2−

4z0

r 2
0 + 4z2

0

∆z

!

, (3.1)

with ∆z = z − z0. The total potential experienced by the atoms is V (r) = µB|mF |B(r)/2+
m g∆z up to a constant. The minimum of the harmonic trap is found at the point where the
two terms linear in∆z cancel, i.e. for

z0 =−
r0/2

Æ

(b/b0)
2− 1

, (3.2)

where b0 = 2m g/µB|mF | is the gradient that exactly compensates gravity. For mF = 2, one has
b0 = 15.3G/cm. Note that the ratio z0/r0 is a function of the gradient only and thus unchanged
by the TOP field B0. In the following, we will adopt the common practice of referring to z0 as
the gravitational “sag”.

The trapping frequencies corresponding to the total potential expanded around this point
are given by

ω⊥ =

√

√

√

√

|mF |µB b

8m

r 2
0 + 8z2

0

(r 2
0 + 4z2

0 )
3/2

;
ωz

ω⊥
=

√

√

√

√

8r 2
0

r 2
0 + 8z2

0

. (3.3)

In particular, one sees that the trap becomes isotropic for z0 =
p

7/8r0. The aspect ratio is a
function of the ratio z0/r0 only and will thus equally be completely determined by the gradient,
independently of B0. The dependence of the sag on the gradient as well as the dependence of
the aspect ratio on the sag are shown in figure 3.2.

One may inverse equation (3.2) to find the gradient that produces a given ratio z0/r0:

b = b0

√

√

√

√1+

�

r0

2z0

�2

. (3.4)

This has one important consequence: since an isotropic trap corresponds to a fixed ratio of
z0/r0, there is only one possible value for the gradient (for a given mF ) that permits to obtain
such a potential. For mF = 2, the gradient for an isotropic trap is 17.4G/cm which is only 14%
above the value equivalent to gravity. The trapping frequency is now controlled by only one
parameter—the TOP field B0, or equivalently the radius of death r0 = 2B0/b . For r0 = 1mm,
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FIGURE 3.2: Left: gravitational “sag” in units of the radius of death as a function of the magnetic
gradient in units of the gradient that is equivalent to gravity. Right: aspect ratio of the resulting
trap as a function of the sag (and hence of the gradient). An isotropic trap is obtained for

z0/r0 =
p

7/8.

one obtains a trapping frequency of 7.68 Hz, reference value from which all other possible
frequencies can be calculated by noting thatω ∝ 1/

p
r0. A radius of death of 1mm is realised

by choosing a TOP field amplitude of 0.87G. Note that the field experienced by the atoms is no
more b r0/2= B0 as in the case of strong gradients, but b (r 2

0 + 4z2
0 )

1/2/2 which for the case of
an isotropic trap is a factor of 2.12 higher.

In figure 3.3 we show a comparison of the effective field Beff = B + b0z calculated from a
numerical evaluation of the exact expression with the harmonic approximation (3.1). One sees
that the harmonic approximation is excellent in the xy plane with no visible deviation up to
the radius of death while in the vertical direction it is quite good “downwards” but fails sooner
in the upward direction. This means that in experimental practice one has to make sure that
oscillation amplitudes in the vertical direction be sufficiently small to guarantee that they take
place in the isotropic harmonic regime.

After these preparations, we will now turn to the description of the actual experiments we
performed. To verify Boltzmann’s prediction, there are two experimental tasks to accomplish:
firstly, to render the trap isotropic, and secondly, to excite the monopole and quadrupole modes
in a cloud in the hydrodynamic regime and measure their frequencies and damping. We will
begin our discussion with the excitation of the monopole mode which is directly connected to
the dynamic compensation of the gravitational sag and then pass to the task of rendering the
trap isotropic.
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FIGURE 3.3: Effective magnetic field Beff = B + b0z for b = 17.4G/cm, i.e. in the isotropic

case. Solid lines show a numerical evaluation of the exact average field, dotted lines the
harmonic approximation. The curves correspond to r0 = 200µm,400µm.. .1mm (in our
actual experiments, r0 is somewhat larger, but the general tendency is clear from the values
represented here). Left: Field in the horizontal plane around the minimum. Right: Field in the
vertical direction.

3.3 Sag compensation and monopole excitation

Experimentally speaking, the gravitational sag is inconvenient for several reasons: for the
imaging system, it is advantageous to have the sample always at the same position to avoid
having to displace optics elements each time the potential is changed (which means that it
cannot easily be a varied parameter of a series). When the sag becomes too large, the time that
can be used for a ballistic expansion becomes increasingly short since otherwise the sample
will hit the bottom of the science cell. Moreover, a displacement of the trap position during
decompression easily excites centre of mass oscillations in the vertical direction which are
particularly undesirable since the harmonic range is smallest in this direction.

Compensating the sag

Conceptually, compensating the sag is simple: it is sufficient to add a homogeneous magnetic
field of magnitude b z0 = B0/[(b/b0)

2− 1]1/2 [see equation (3.2)] along the vertical direction
which will effectively displace the quadrupole by the distance z0. Note that this does not change
the shape of the potential, it is only shifted as a whole.

It is not easy to carry this out in practice since the compensation of the sag needs to be quite
precise in order to avoid excessive dipole oscillations. With a straightforward application of
the theoretical formulae, we would be limited by the precision of our calibrations of our coils.
The idea is thus to measure the compensation current Icomp needed to maintain the sample at a
constant vertical position as a function of the quadrupole current Iq to which we can then fit
the theoretical formula which permits at the same time to improve the precision of our coils’
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calibrations. For the generation of the compensation field, we use a coil pair in Helmholtz
configuration (not listed in table 1.1 since it belongs to a preliminary version of the magnetic
trap) on the vertical axis with a 150W Delta current supply.

This procedure still leaves a free parameter which is a constant offset current. We can fix
this offset by requiring that the trap centre of the TOP coincide with the one of the quadrupole.
The latter is not easy to measure exactly due to the vertical asymmetry of a sample in a
quadrupole trap, so we rather calculate the sag for one reference configuration which requires
to inject a calibration of b and B0 that has to be checked for consistency afterwards. The
gradient (0.54 G/cm A) has been calibrated by a direct measurement of the coils’ magnetic field
before mounting. A calibration of B0 is obtained by determining the evaporation frequency
corresponding to the trap centre. The magnetic field there is equal to [B2

0 +(b z0)
2]1/2 which

has to be equal to 2hν0/µB, where ν0 is the frequency at which the atoms disappear. Since
the sag appears in this formula, one has to solve for B0 iteratively. For a given TOP current
amplitude and a quadrupole current of 175A we measure ν0 = 2290± 5kHz from which one
calculates B0 = 3.23G and a sag of 56µm, fixing the offset of the compensation current.

We can now carry out the procedure of keeping the sample in the same place, measuring
Icomp as a function of Iq which we vary over a range from 32A to 175A. The result is shown

in figure 3.4. We fit the function Icomp = P1/[(P2Iq )
2 − 1]1/2 to the resulting curve. The fit
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FIGURE 3.4: Calibration of the sag compensation current: the necessary current Icomp is measured

as a function of the quadrupole current Iq (error bars). The dotted line corresponds to a two
parameter fit.

constants correspond to the gradient per unit current of the quadrupole, which is given by
P2b0 and found to be 0.53G/cmA (just slightly smaller than the calibration stated above that
we used up to then), and the magnetic field per unit current of the compensation coils given by
B0/P1 with the best fit value 0.79G/A.

Note that this calibration is done at constant B0. It will remain correct as long as B0 is
well controlled. When there is a difference between the demanded and the real B0 (due to
nonlinearities in the response of electronic components such as the function generators), the
compensation will equally show deviations.
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Exciting the monopole mode

The sag compensation plays a critical role for the excitation of the monopole mode. This
excitation can be accomplished by modulating the magnetic field B0 at fixed gradient which
will keep the aspect ratio constant but modulate the trapping frequency which is exactly what
is needed. However, the sag will be modulated at the same time which can quickly lead to a
strong excitation of the vertical dipole mode. We could not completely suppress this excitation
(which is not a problem as long as the cloud stays in the harmonic part of the potential), but
considerably reduce its amplitude by dynamically compensating the sag during the excitation.
For the excitation, B0 is modulated by 8% at the expected monopole frequency during five
complete periods. The resulting dipole and monopole excitation of a quasi-pure BEC can be
seen in figure 3.5. Like all data presented in this chapter, these images are taken after 25ms of
TOF. Here and in the following, the x axis is the axis of the magnetic transport (the H1 axis),
the y axis the horizontal axis perpendicular to it (H2) and z the vertical axis (V).
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FIGURE 3.5: Top: absorption images of an oscillating BEC at 15,30, . . . 75ms after an excitation
of the monopole mode. The image plane is the x z plane. One clearly sees the oscillations of
the cloud size and centre of mass. Left: vertical centre of mass position as a function of time.
The dotted line corresponds to a sinusoidal fit with a frequency of 5.83 Hz. Right: Radius
normalised by the rms radius rrms = 25.3µm. The dotted line shows a sine fit with a frequency
of 12.9 Hz.

To extract quantitative information, we fit a two-dimensional Gaussian function to the
condensate. Evidently, a Gaussian is not the correct form, but since the oscillations correspond
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only to displacements and scalings (the latter follows from the Castin-Dum equations [96]) we
can at most make an error in the absolute numbers. We normalise the monopole amplitude to

the root mean square radius rrms =
�

∆x2+∆z2
�1/2

(the average is over all points in the series),

so this poses no problem.
The amplitude of the dipolar motion is about 70µm which is small compared to the radius

of death which is equal to 1.7mm so that the atoms only explore the harmonic part of the
potential. Both the dipole and the monopole motion are conveniently fitted by a single sine
curve which yields the frequencies 5.82 Hz for the vertical dipole motion and 12.9 Hz for
the monopole mode. The ratio of these frequencies is 2.21, in excellent agreement with the
theoretically expected value

p
5≈ 2.24.

The data shows no indication of a quadrupolar excitation: the quantity (∆x2−∆z2)/r 2
rms

only shows erratic patterns with an amplitude of the order of 10−3. The amplitude of the
monopole exhibits some “overshoots”, but they do not seem to stem from a quadrupole
contribution either (we recall that the quadrupole mode whose principal axis coincides with
the imaging axis looks just like a monopole mode) since when one tries to fit a sum of two sine
curves, the second sine has a negligible amplitude and its frequency differs from the expected
quadrupole frequency.

This shows that a modulation of B0 with dynamic compensation of the sag is an efficient
method for the excitation of the monopole mode. The simultaneous appearance of the vertical
dipole mode is not a problem since its amplitude is sufficiently small thanks to the compensation.
Note that the absence of quadrupole excitation is related to the lift of degeneracy between the
monopole and quadrupole mode in a condensate. Indeed, we found experimentally that for a
thermal gas in the collisionless regime, the quadrupole mode is excited appreciably with this
scheme.

For reasons of symmetry, one would like to have a similar means to specifically excite the
quadrupole mode. We do not have any data on this, but following the same logic this should be
feasible by modulating the gradient at constant B0 (equally with dynamic sag compensation):
of course, this would at the same time excite the monopole mode since all trapping frequen-
cies change in the same direction, but the change in the aspect ratio directly couples to the
quadrupolar mode which has its principal axis along the vertical direction.

3.4 Rendering the trap isotropic

Our approach to the realisation of an isotropic trap can be divided into two steps: in a first step,
we deliberately keep the frequency 5% higher along the vertical direction which decouples the
vertical and horizontal degrees of freedom1. In this configuration we try to render the TOP trap
as isotropic as possible in the xy plane. Once we are satisfied with this, we lower the gradient
trying to equalise all three frequencies.

1The vertical frequency is nonetheless chosen close to the others since the idea is to have the TOP trap isotropic
in the plane for the current amplitude used for an isotropic trap. In order to be able to use this amplitude without
having an r0 too small, the gradient must not be too high. This is especially important since the response of our
function generators to the amplitude command is neither completely linear nor identical for the two generators.
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In all cases, the frequencies are measured by exciting a dipolar motion and observing it for
a given period of time. Since the absorption imaging technique is destructive, each measured
point requires the generation of a new sample. The excitation of the dipolar motion in the TOP

plane is done using a coil deliberately placed at an angle in which we induce a 50µs current
pulse. The vertical motion needs no excitation since it is already present due to the imperfection
of the sag compensation.

Symmetrising the TOP in its plane

For the optimisation of the TOP with “high” vertical trapping frequency, we found graphs show-
ing the projection of all points of one series on the imaging plane to be an excellent means for
diagnostics: for a two-dimensional harmonic oscillator, the motion along the eigenaxes x ′ and y’
is of the form x ′0 cos(ω1 t+φ1) and y ′0 cos(ω2 t+φ2). Due to the difference between the frequen-
cies along the eigenaxes the trajectory will cover the entire rectangle [−x ′0, x ′0]× [−y ′0, y ′0] for
sufficiently long times. If one regards the projection of the points of an experimental series on
the xy plane, all points lie inside a rectangle the sides of which are parallel to the eigenaxes of
the potential. The graphs permit at the same time to verify that the oscillation is well excited
on both eigenaxes (hence the deliberate angle of the excitation coil) and to determine the angle
between the eigenaxes of the potential and the x and y axes.

This angle permits to distinguish between the respective influences of the TOP currents’
amplitudes and relative phase: if the TOP field is not the ideal one considered up to here, but
has slight deviations in amplitude in phase such that

xt =
2(B0+∆B/2)

b
cos(ωt +φ/2) ; yt =

2(B0−∆B/2)

b
sin(ωt −φ/2) , (3.5)

with∆B≪ B0 and φ≪ 1, carrying out the expansion and averaging yields a potential of the
type

V (x, y) =
mω2

0

2
[(1+α)x2+ (1−α)y2+ 2εxy] (3.6)

(we leave out the z direction for notational clarity). For a nearly isotropic TOP trap, one
calculates α ≃ −0.104∆B/B0 and ε ≃ 0.208φ. The sag and aspect ratio between the mean
frequency in the plane and the vertical one remain unaltered to first order in α and ε. A
principal axis transformation of equation (3.6) yields the eigenfrequenciesω± and the angles
θ± between the eigenaxes and the x axis:

ω± =ω0

q

1±
Æ

α2+ ε2 ; tanθ± =−
α

ε
±
È

�α

ε

�2
+ 1 . (3.7)

When α≫ ε, the eigenaxes will almost coincide with the x and y axes. In the opposite case
ε ≫ α, the eigenaxes are rotated by 45◦ with respect to the x and y axes. Thus, the angle
observed in a given measurement permits to see whether the phase or the amplitude is farther
from the correct value. Two examples of such measurements are shown in figure 3.6.
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FIGURE 3.6: Projection of all the points in one series in the xy plane. Left: case where the error in
the relative phase dominates: the eigenaxes are turned by ∼ 45◦. Right: case where the errors in
phase and amplitude are of equal order: the eigenaxes are turned by neither 0◦ nor 45◦. Between
these two datasets, the relative phase of the TOP currents has been corrected by 4◦.

This method is especially useful since the relative phase between the TOP coil pairs is
hard to measure: while amplitudes can be measured sequentially using the same instrument,
thus avoiding calibration errors, the relative phase can only be inferred from a simultaneous
measurement of both channels. This implies the usage of two devices (even if they are two
channels on the same instrument) which may have a relative dephasing themselves. Note that
in the case of a perfectly isotropic trap there is no preferred referential, so the angle can take
any value. One can nonetheless distinguish the isotropic case from one in which α and ε are
of equal magnitude, but finite: in the isotropic case, the rectangle will shrink to a line since
the axis of excitation is automatically an eigenaxis, whatever its orientation in the plane. Of
course, when this occurs in experiment, one has to make sure that the excitation was not along
an eigenaxis by accident which would have the same effect.

Owing to the finite rotation angle, the oscillations observed along any lab frame axis
are actually superpositions of oscillations along the eigenaxes of the potential. When the
frequencies get close, they exhibit clear beats. We have tried two different methods to extract
the frequencies from such data: either we fit the sum of two sines with different frequencies
to the oscillations along each of the measured axes or we rotate the measured points by the
observed angle to obtain the oscillations along the eigenaxes and fit single sine curves to the
result. The double sine method has the advantage of being considerably faster, but it treats
the datasets as if they were independent so that there are redundant fit parameters. For both
methods, the line of oscillation must turn by at least 90◦ in order to clearly discern the beats or
the orientation of the rectangle’s sides, respectively.
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The three-dimensional case

Once the frequencies in the TOP plane are equal to better than within one percent, the only free
parameter left is the gradient. It should thus be enough to precisely tune the quadrupole current
to achieve an isotropic trap. Of course, there might be complications due to the imperfect
geometry of the coils that introduces a coupling between different directions of space, but in a
first step, all that one has to look at is the gradient.

It turns out that the current supply system (two current supplies in parallel delivering up
to 200A controlled by the experiment’s computer using National Instruments PXI interface
cards) we used in this version of the setup has a limited precision: the command voltage of
a given channel can take on 1024 different values on the relevant range from 0 to 5V (4096
values on the full range from −10V to +10V). This means that with a 200A current supply
the available precision is 0.2A. The theoretical gradient of 17.4G/cm is obtained for a current
of 32.6A according to the calibrations stated above. Thus, a precision of 0.2A will permit
to reach a precision of about 6× 10−3. In order to be able to do better, we use a coil pair
(diameter ∼ 6cm, four windings each) on the vertical axis connected to a 150W power supply
(equally a Delta Elektronika unit) to fine-tune the gradient. The gradient per unit current of
this supplementary coil pair is about 0.2G/cmA. Taking together the factor of at least twenty
between the peak currents of the power supplies (the 150W Delta units exist in a 30V,5A and
a 15V,10A version) and the factor of more than two of the specific gradients, this extra coil
pair increases the possible precision by at least a factor of forty which is more than sufficient.

While decompressing the trap, one has to take care to avoid excessive excitation of dipole
modes—especially the vertical one which easily acquires an amplitude of several hundreds of
microns. Since the trapping frequencies become very low during decompression, it seems
logical that it is advantageous to decompress very slowly. However, this is not what we found
experimentally. The most likely explanation is the existence of mechanical resonances that
transfer energy to the sample which does more harm when the trapping frequency is close
to the resonance for a longer time. An obvious candidate for such a resonance is the 50 Hz
frequency of the electric network.

To avoid this resonance, we adapted the sequence so that the vertical trapping frequency is
already at 46 Hz (using a gradient of 93G/cm and a TOP field of 6.7G) after the 15s decompres-
sion phase during evaporation. Of course, the frequency still passes by 50 Hz in this manner,
but during evaporation the extra energy can be dissipated. During the subsequent second
decompression phase, the gradient is varied as (bi − b f )(1+ cos{π[1− exp(−t/τ)]})/2+ b f ,
where bi and b f are the initial and final value of the gradient, respectively, and τ is a time
constant. B0 is varied in the same manner. This functional form ensures a smooth variation
of the sag compensation current. We found that vertical oscillations are minimised for a total
duration of 10s for this phase using a time constant τ = 2s.

When the gradient is lowered so that all three frequencies are approximately equal, the
situation of the two-dimensional harmonic oscillator described above is generalised to three
dimensions: the oscillations take place inside a cuboid the sides of which are parallel to the
three eigenaxes of the potential. These eigenaxes form an orthonormal system that is rotated
with respect to the lab frame, a rotation which can be described using the formalism of Euler
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angles. Just as in the two-dimensional case, an eigenaxis will almost coincide with a lab frame
axis when the corresponding frequency is significantly different from the others—in fact, this is
the reason why we could separate the system into a two-dimensional system and one lab frame
axis by keeping the vertical frequency somewhat higher than the two others.

When one regards the projection of all points in a series on one imaging plane, the points
will lie inside the projection of the cuboid on the plane. In the general case, this projection will
have a hexagonal shape in which opposing sides are parallel, as can (approximately) be seen in
figure 3.7 (right).
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FIGURE 3.7: Left: Oscillations in one spatial direction in a nearly isotropic situation. There are
clear modulations in the amplitude corresponding to beats between the three frequencies. The
rapidly oscillating dotted line corresponds to a simple three frequency fit to the data. Right:
projection of all points of the oscillation on the xy plane. Since all three eigenaxes are at arbitrary
angles, the projection takes on a hexagonal shape. The dashed line is just a rough guide to the eye
and not supposed to render accurately the outline of the points.

The oscillations along a given lab frame axis become quite complicated in the three-
dimensional case since one now has a superposition of oscillations at three different frequencies.
An example of such an oscillation can be seen in figure 3.7 (left). To extract the frequencies,
one has to generalise one of the two methods stated above. Since the reconstruction of the
Euler angles from two projections (or worse, from a single one) is not only mind-twisting but
also hard to do accurately, we opted for a fit using a sum of sines. We improved the scheme by
performing simultaneous fits using the same fit parameters on the oscillations on all observed
axes. In this case, the fit parameters are three amplitudes, three frequencies, three phases and
the three Euler angles.

To give an example, for the data shown in figure 3.7, this fitting procedure yields the
following results: the “vertical” eigenaxis of the potential is tilted with respect to the vertical lab
axis by 22◦, the frequencies in the tilted “horizontal” plane are 5.97 Hz and 5.92 Hz while the
frequency along the “vertical” axis is 5.86 Hz. Since the fitting procedure is quite complicated,
it can get stuck in secondary minima so that different seed values may yield different results.
We found that frequencies inferred from such a three-frequency fit typically vary by up to one
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percent.
Evidently, it is advantageous to have data on all three axes because otherwise there will

be one frequency that is just a slight “admixture” along both observed directions. Since on
one image one can only see a projection on one plane, one has to image the same series from
two directions in order to obtain a complete data set. This can be done either by imaging
simultaneously on two axes during the sequence or by repeating a series under identical
conditions and changing the imaging axis between the runs. For a certain time, we tried
the first possibility, but we were limited by the quality of the resulting images since for each
imaging direction there is a motion of the cloud in the observed plane due to the radiation
pressure from the other imaging beam. We thus abandoned this scheme and opted for the more
time-consuming solution of repeating the series.

3.5 Limitations and open questions

In order to increase the measurement’s precision, one has to observe the oscillations of the
sample for increasingly long times. Basically, to measure a single frequency, one measures the
accumulated phase per time. In order to be able to identify the phase, one has to take several
points per period, and to increase the relative precision of the measurement, one has to measure
over a long time interval. Depending on the quality of the data, one may try to leave out a part
of the interval in order to get longer periods with a comparable number of points, but if there
is noise, this can lead to errors in the count of periods which destroy the gain in precision. In
the case of a measurement of several frequencies, the same considerations apply to the beats
between the individual frequencies. In our experiments, we successively increased the total
duration of our measurement interval up to 30s. We experimented with schemes of leaving out
part of the interval, but returned to a measurement of all points later on.

Such long measurement intervals are inconvenient for two reasons: the first one is that evi-
dently the measurement will take considerably longer. The second and more fundamental one
is that the measurements only make sense if they are reproducible which becomes increasingly
difficult with increasing duration. While trying to improve the measurement precision beyond
the one percent level, we eventually noticed that the frequencies coming out of two similar
measurements did not agree. To see how this comes about we repeated one series with identical
parameters within four days and explicitly compared the trajectories. The result is shown in
figure 3.8.

One clearly sees that for short times on the order of a few seconds, the x component is
reproducible from one series to the other, but beyond 6s the normalised difference between the
x components from both series becomes completely erratic. One might be tempted to accuse
the atomic micro-motion in the TOP [72] that is not reproducible since the SRS generators
cannot be triggered, but the amplitude of the micro-motion for a TOP frequency of 10kHz
after 25ms of TOF is only ∼ 4µm which is a small effect—besides, there is no reason why it
should be a progressive effect. Thus, we allot the non-reproducibility mainly to thermal effects.

Given this situation, the question arises whether it is possible to carry out the measurements
we have in mind nonetheless, i.e. whether the time during which the oscillations are repro-
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FIGURE 3.8: Illustration of the reproducibility problem: x1 and x2 are the same coordinate for two
series with identical parameters taken within four days. Left: Difference of both divided by the
amplitude of oscillation. One sees that after about 5s (about 30 periods) the difference becomes
non-negligible. Right: The coordinate of the second series as a function of the coordinate of the
first. Only for short times do the points lie close to the x2 = x1 line that corresponds to perfect
reproducibility.

ducible is sufficient to see an appreciable damping of the quadrupole mode. This would permit
to discriminate between the trivial situation of non-damping due to the absence of collisions
and the scenario described by Boltzmann where the non-damping is a specific property of the
monopole mode only.

The thermal gases that we were able to load into the near-isotropic trap were typically quite
close to quantum degeneracy with typical temperatures of 25nK and atom numbers of 600000.
For a trapping frequencyω = 2π× 8 Hz, this corresponds to a central density of 1.27µm−3.
The collision rate is given by γ = n(0)vthσcoll/2, where vth = (8kT /πm)1/2 is the thermal
velocity and σcoll = 8πa2 is the collisional cross section for pure s wave scattering (a is the
scattering length). Substituting these definitions one finds that the scattering rate is given by
γ = 4a2N mω3/πkT . For the numerical values stated above, γ = 1.02s−1. We thus obtain
ω/γ = 48.3 which is deeply in the collisionless regime. According to Guéry-Odelin et al. [88],
the damping time constant of the quadrupole mode in a classical gas is then approximately
given by

Γ≃
τ

2

ω2
CL
−ω2

HD

1+ (ωCLτ)
2

, (3.8)

where τ = 5/4γ . For our numbers, Γ = 0.21s−1. Thus, in five seconds, the amplitude of the
quadrupole should have decreased to less than a third which would be marginal but perhaps
still acceptable. However, it turns out that for our near-degenerate clouds, the damping is
considerably slower since we have observed appreciable quadrupole amplitudes even after more
than ten seconds. Thus, we were not able to obtain a configuration where there was appreciable
damping of the quadrupole over a duration during which measurements are reproducible.
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We therefore decided to suspend this experimental project and to replace the quadrupole
coils by the ones of the current version of the setup with enhanced water cooling. In doing
so, we lost the absolute calibrations done up to this moment (even if we could redo them
more quickly since we have had time to refine our methods), so we decided to put the priority
on the work on two-dimensional Bose gases instead of carrying on the isotropic trap project.
Since then, we have equally modified further parts of the setup and gained a more thorough
understanding of other ones so that one may be optimistic that today we could achieve a better
reproducibility. To be explicit, we have gained more control on the following aspects:

• Due to the improved water cooling system, the temperature of the quadrupole coils
varies less during the sequence. Thus, there is less thermal dilatation of the coils.

• We have seen that (with the current version of the setup) it takes a certain time for the
setup to enter a “stationary” regime. During that warm-up time, the equilibrium position
of the atomic sample is displaced by about 30 . . . 45µm (the displacement is larger for
shorter MOT durations since the magnetic trap cools down during the MOT phase) in
the vertical direction and about 12µm in the x direction. After a “cold start”, it takes
between 45 minutes and an hour to reach the stationary regime. When the experimental
cycle is interrupted (for example to change parameters), it takes some minutes until the
stationary regime is reestablished. In order to have reproducible data, one has to ensure
that the experiment is properly warmed up before taking data. However, it is not evident
that there actually is a stationary regime when the duration of individual shots may differ
by as much as 30s.

• We have exchanged the TOP function generators by a single device that may be triggered
so that the TOP phase is now reproducible from shot to shot. In this manner, the micro-
motion of the atoms is reproducible as well. At the same time, the usage of two channels
of a single device should ensure an equal response of both channels to external commands.

• In the near future, we will implement a non-destructive phase contrast imaging system
which will permit to take several images during one experimental cycle which will
considerably reduce the duration of series so that thermal drifts will be less important.

Compared to the others, the third point is rather cosmetic, but it reduces the number of
questions one might want to ask when data differs from expectations.

A complementary approach to reducing the problem of reproducibility is to try to increase
the trapping frequency since it would permit to measure the same number of oscillations over
shorter periods of time. Within the “TOP with gravity” scheme presented here, one cannot
increase the trapping frequency much since otherwise the TOP field B0 becomes too weak to
ensure adiabatic following of the atomic magnetic moment. The Oxford group has shown that
with a zTOP [66] it should be possible to produce an isotropic trap with a higher trapping
frequency—however, the experimental feasibility of this approach has yet to be demonstrated.
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In summary, we have developed a range of techniques that should permit to render a TOP trap
isotropic to within a few 10−3. We are equally able to excite a pure monopole mode in the
trapped gas and to control residual dipole motion sufficiently to ensure that the sample remains
in the harmonic part of the potential. Since the problem of reproducibility prevented us from
going further, there remain a few questions that we have not yet addressed experimentally
such as the excitation of the quadrupole mode and the observation of its damping (as well
as the non-damping of monopole) as well as the creation of non-condensed samples with a
sufficient collision rate to be in the hydrodynamic regime. The most difficult among these
issues is certainly the obtention of an appreciable collision rate to increase the damping of the
quadrupole mode, but in principle it should be possible to resolve all these problems. With the
progress of understanding of our setup since the acquisition of the data shown here, there are
chances that Boltzmann’s prediction may finally be verified within the next years.





Chapter Four

Producing versatile optical potentials using phase
plates

Einen solchen Gebrauch also, der mit der Natur
völlig übereinträfe, könnte man den symbolischen

nennen, indem die Farbe ihrer Wirkung gemäss
angewendet würde und das wahre Verhältnis

sogleich die Bedeutung ausspräche.

JOHANN WOLFGANG VON GOETHE (1749–1821)
Zur Farbenlehre

THE principal tools used for the manipulation of neutral atoms are quasi-static magnetic
fields and electromagnetic waves [97], the latter in the form of radio-frequency waves and

coherent light from laser sources (the use of electro-static fields [98, 99] and microwaves [100]
has been reported, but is far less common). Therefore, there are continuous efforts to render
these tools more versatile and to enhance existing manipulation techniques. We have seen
some examples of such efforts in chapter 2. In this chapter we will discuss a means to extend
the possibilities of dipole potentials created with laser light: holographic plates that imprint
a carefully chosen phase distribution on an incident light beam [101, 35, 102]. In fact, there
is a second type of holographic pattern which changes the field amplitude rather than the
phase [103, 104], but we will not consider these here since they have the disadvantage of
reducing the available light intensity. The potentials tailored by holographic plates rapidly
found applications for the production of multiple optical tweezers [105, 106] which may be
used for the controlled manipulation of single atoms [107].

In order to appreciate the working principle of the phase plates, the chapter begins with
some brief reminders on the dipole force (section 4.1), followed by some rather comprehensive
reminders on wave optics in general and Gaussian beams in particular (section 4.2). We shall
dwell on those somewhat longer than what is strictly necessary for the purposes of this chapter,
hoping it will serve to clarify certain points such as the validity of the paraxial approximation.
Besides, we will come back to the equations in this section for a different reason in chapter 7.

In section 4.3, having established the bases, we calculate analytically the electric field
distributions created by the four types of phase plates that are at our disposition: the “phase
step” plate where the phase jumps from 0 to π on a line that divides the plate in half, the “phase
barrier” plate on which the phase is zero everywhere except on a stripe in the middle of the
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plate where it equals π, and two different kinds of “vortex” plates where the phase increases
from 0 to 2πn (n an integer) when turning around the plate.

The results of these calculations are then compared to experimental measurements taken
with our actual plates (which have been fabricated by the company Silios and are designed to be
used with light at a wavelength of 532nm) for all four types (section 4.4). Finally, we discuss the
preparation of the phase step and barrier plates for the creation of two-dimensional Bose gases.
This last section has its logical continuation in chapter 6 where we shall present and discuss
experiments that we have conducted on two-dimensional Bose gases using the phase step plate.
Possible future uses of the phase barrier and vortex plates will be mentioned in chapter 8.

4.1 The dipole force

Atoms plunged into a light field experience a force that can be divided into two qualitatively
different components [108]: (i) the scattering force which is nonconservative and caused by
fluorescence cycles, i.e. the absorption of a photons followed by the spontaneous emission of
randomly directed photon, and (ii) the conservative dipole force caused by coherent photon
scattering processes.

The dipole force scales broadly speaking as −I/(ω0−ω) whereω0 is an atomic transition
frequency,ω the light frequency and I the intensity. If the light frequency is higher than the
transition frequency (blue-detuned light), the potential is repulsive and atoms will be attracted
to local intensity minima. In the opposite case (red-detuned light) the potential is attractive and
atoms will accumulate in local maxima. The scattering force is just the momentum carried
by a photon multiplied by the photon scattering rate, which falls off as (ω0−ω)−2 for large
detunings. Thus, if the frequency of the light is strongly detuned with respect to the atomic
transition frequencies, photon absorption is strongly suppressed and the principal contribution
comes from the dipole force.

For the calculation of the dipole force, there are two common approximations the validity
of which has to be verified: the first one is the “Rotating Wave Approximation” (RWA) which
consists in neglecting terms proportional to 1/(ω0 +ω) (where ω0 is a given resonance
frequency) against terms proportional to 1/(ω0 −ω) which is evidently correct for small
detunings [109]. In our case, however, the transition frequencies corresponding to the D1 and
D2 line of our 87Rb atoms are ωD1

= 2π× 3.85× 1014 Hz and ωD2
= 2π× 3.77× 1014 Hz,

respectively [60]. The laser frequency is ω = 2π × 5.65× 1014 Hz (corresponding to the
532nm wave length of our 10W Verdi laser fabricated by the Coherent company) so that
|(ωD1
−ω)/(ωD1

+ω)|= 0.19. Thus, one has to retain the non RWA terms in order to have
results that are correct to better than within twenty percent.

The second approximation consists in neglecting the difference between the detunings
with respect to the different fine structure energy levels of the atoms. This is nothing but
the difference between the transition frequenciesωD1

andωD2
. For our parameters, one has

|(ωD1
−ωD2

)/(ωD1
−ω)|= 0.045, so this approximation is reasonable. In the following, we

will setω0 ≡ 1/3ωD1
+ 2/3ωD2

= 2π× 3.80 Hz (the factors correspond to the Clebsch-Gordan
coefficients that appear when the atoms interact with linearly polarised light).
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Under these conditions, the dipole potential U and the photon scattering rate Γsc are given
by the expressions [110]

U =−
3πc2

2ω3
0

�

Γ

ω0−ω
+

Γ

ω0+ω

�

I ; Γsc =
3πc2

2ħhω3
0

�

ω

ω0

�3� Γ

ω0−ω
+

Γ

ω0+ω

�2

I ,

(4.1)
where c is the speed of light in vacuum and Γ≡ 2/3ΓD2

+1/3ΓD1
= 2π×5.97MHz is the natural

line width of the rubidium D line [60]. In our case, the laser is blue-detuned with respect to the
atomic transitions, so the potential U will be repulsive. In our actual experimental situation,
all quantities except the intensity are fixed and can be absorbed into simple multiplicative
constants: U = αI , Γsc =βI . Plugging in all constants, we obtain α= 8.09×10−37 Jm2/W and
β= 0.65× 10−9 m2/Ws.

Experimentally, one wants to minimise the photon scattering rate as it leads to heating of
the sample. We will now estimate this rate for a relevant example: let us imagine an intensity
distribution in one dimension which has a local harmonic minimum. The corresponding
potential will be of the form U = U0+mω2

ho
x2/2. The typical extension of a cold sample

in this potential well will be the harmonic oscillator length a =
Æ

ħh/mωho. The average of
the potential from −a to +a around the minimum is1 U0+ ħhω/6. If the intensity vanishes
in the minimum, the photon scattering rate will thus be around βħhωho/6α. Now, βħh/6α=
1.38× 10−10, so the photon scattering rate is small against 1/s for any experimentally relevant
trapping frequency. Likewise, an intensity corresponding to 1mW focussed on a surface of
1mm2 corresponds to a photon scattering rate of Γsc = 0.65× 10−6 /s. Thus, for our Verdi
operating at 532nm, photon scattering remains a minor issue as long as the minima in which
the atoms are trapped remain at reasonably low intensities.

4.2 Reminders on wave optics

In order to set the stage for the discussion of the phase plates, we will first review the equations
of wave optics in the paraxial approximation [111, 112] and Gaussian light beams [113] on an
introductory textbook level. This permits us to define all required concepts and notations for
this chapter as well as for the imaging aspects discussed in chapter 6.

Propagation of light

The basis for the understanding of the phase plates’ effect is to know how the electric field
transforms along a propagating light beam. The electric field E(r, t ) of a light wave can be
described by a d’Alembert wave equation

∂ 2

∂ t 2
E(r, t )+ c2∆E(r, t ) = 0 . (4.2)

1The one-dimensional case is the most disadvantageous one: in 2d, when averaging over a disk of radius a, the
second term is multiplied by 3/4.
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This is a linear equation which does not induce any coupling between the different vector
components of the electric field, so for all that follows it will not be necessary to heed its
vectorial character and we will write scalar equations. We can further simplify the equation by
noting that we are working with monochromatic light where the electric field takes the form2

E(r, t ) = E(r) e iωt . The d’Alembert equation (4.2) thus simplifies to the Helmholtz equation

∆E(r)+ k2E(r) = 0 , (4.3)

with the wave number k =ω/c .
The general solution of this equation is conveniently expressed by its Green function (or

propagator)

G (r′− r) =C
e−i k|r′−r|

|r′− r|
, (4.4)

where C is a normalisation factor that we have yet to fix. This function permits us to calculate
the electric field on a surface S ′ if we know it on a surface S :

E(r′ ∈S ′) =
∫

S
d2 r E(r)G (r′− r) . (4.5)

Physically speaking, this is nothing but Huygens’s principle: each point on the surface S can
be regarded as the origin of a spherical wave, and the electric field on a second surface S ′ is
obtained by summing the contributions of all those “elementary waves”3. While the form of
the surfaces S and S ′ can in principle be arbitrary, the only case of interest for our purposes
will be planes perpendicular to the propagation axis. This situation is illustrated in figure 4.1.

In the following, we will focus on the propagation of light beams where in each plane
perpendicular to the propagation direction the total power is concentrated in a finite area.
Thus, distances L along the direction of propagation (for concreteness, let it be the z axis) will
in general be far greater than distances perpendicular to it, permitting us to use the paraxial
approximation

|r′− r| ≃ L

 

1+
(ρ′−ρ)2

2L2

!

, (4.6)

where ρ(′) denotes the projection of r(′) on the xy plane and is thus a vector in a two-dimensional
space. All vectors appearing in the following are such 2d vectors. Within this approximation,
the Green function reads4

G (ρ′−ρ) =
C
L

e−i kLe−i k(ρ′−ρ)2/2L . (4.7)

2Rigorously speaking, the electric field is the real part of this quantity. The quantity of interest for dipole
potentials is the time-averaged (over one period of oscillation) intensity which is proportional to the square of the

real electric field. Since (ℜ{E e iωt })2 = |E |2/2= (|E |cosωt )2, one can do all calculations as if the field was complex.
3 Note that (4.4) corresponds to a retarded Green function. It will give correct results only when applied in the

direction of propagation of the light field (in the other direction, one has to use the advanced Green function which
differs from the retarded one by the sign inside the exponential).

4Note that we can just set the denominator equal to L since the correction is of second order in ρ/L. In the
exponent, however, one has the product of ρ/L with kL which has no reason to be small since kL can be arbitrarily
large so that the ρ2 term is not negligible.
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0

rρ

r ′
ρ
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L

FIGURE 4.1: Geometric conventions for the propagation of the light field. The field distribution
is supposed to be known in a plane S and we want to calculate it in a second plane S ′ at a
distance L along the z axis. The projection of the physical points r(′) in the respective planes is
denoted by ρ(′).

The argument of the Green function is now the difference of two 2d vectors, even though the
physical points described by these vectors are in different planes.

Now, conservation of energy requires that

∫

S
d2ρ |E(ρ)|2 =

∫

S ′
d2ρ′ |E(ρ′)|2 . (4.8)

Substituting equation (4.5) for the electric field in the plane S , one finds

∫

S ′
d2ρ′ |E(ρ′)|2 =

∫

S
d2ρ

∫

S
d2ρ′′ E(ρ)E∗(ρ′′)

∫

S ′
d2ρ′G [ρ′]G ∗[ρ′− (ρ′′−ρ)] . (4.9)

In order to reproduce equation (4.8) from equation (4.9), one has to require

∫

S ′
d2ρ′G (ρ′)G ∗(ρ′−ρ) = δ(ρ) (4.10)

which readily gives |C | = 1/λ. One can fix the phase of the propagator by requiring that a
plane wave E0e−i k z be multiplied by e−i kL when propagated over a distance L (conceptually,
this approach is a bit doubtful since a perfect plane wave physically cannot be described within
the paraxial approximation). The normalisation factor then becomes C = i/λ. Thus, the final
expression for the propagator in the paraxial approximation is

G (ρ′−ρ) =
i

λL
e−i kLe−i k(ρ′−ρ)2/2L . (4.11)
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The phase factor e−i kL plays an important role in interferometric experiments in which a light
beam is split up into several parts that are then recombined after running through different
lengths, as in a Mach-Zehnder interferometer. For our purposes, all phase factors without
explicit dependence on x and y will vanish in final results since we always regard the intensity
in a single plane. Thus, we will not always bother to explicitly write down these global phases.

It is worthwhile to note [113] that in many cases the paraxial approximation is much
less restrictive than the derivation presented here using the approximation (4.6) suggests: in
particular, in the case of a well localised light beam (such as a Gaussian one), the propagator
(4.11) may be used for arbitrarily short distances and will yield correct results. The reason
is the following: the paraxial propagator will obviously give the correct answer when used
over a large distance L from a plane S1 to a different one S2. If now the electric field in the
plane S2 is well localised as well, there is no reason against calculating a propagation from S2
over a distance L(1− ε), with ε≪ 1, in the opposite direction so that one obtains the field in
a plane S3 which is at the small distance εL from the first plane S1. The result one obtains
from this double propagation is the same as the one that is found using a direct propagation
over the distance εL from S1 to S3. Thus, as long as it is possible to find a plane at a large
distance where the power is well localised so that one can do a backward propagation from there
using the paraxial approximation, it is justified to use the paraxial propagator over arbitrarily
short distances [113]. This is the case for the unperturbed propagation of a well localised
beam, but breaks down in general when diffraction occurs, since diffraction patterns usually
have electric field distributions that fall off quite slowly. The same applies to the electric
field after a phase plate that induces abrupt variations of the phase5. In such cases, it is still
possible to calculate the field at a large distance from the perturbing object using the paraxial
approximation (corresponding to the regime of Fraunhofer diffraction), but one cannot hope to
obtain correct results for shorter distances.

Optical elements

In actual experiments, we use optical elements to change the shape of light beams. The
two objects of interest here are lenses and phase plates. Evidently, mirrors are important
experimentally, but since an ideal mirror will not alter the electric field distribution (of course,
a real one will cause some attenuation as well as clipping on its borders), we will not consider
them here. The same applies to retardation plates and polarisation cubes.

Lenses are used to change the beam’s curvature, permitting for example to make it converge
in a certain plane. An ideal lens conserves the total power. Thus, for an ideal, infinitely thin
lens, the modulus of the electric field directly after the lens must be the same as the one directly
before the lens. In other words, from the point of view of wave optics, a lens does nothing but
imprint a certain phase distribution on the electric field. For an ideal lens with focal length f ,
the electric field transforms as

E(ρ) 7→ E(ρ)e i kρ2/2 f . (4.12)

5This is clearly the case for phase plates with phase jumps such as the step and barrier plates. For the vortex
plates it is less evident, but it turns out to be similar.
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This definition is chosen to reproduce as closely as possible the behaviour of an ideal lens as
one would expect from geometrical optics. If one combines a lens and a propagation over the
distance f , the two quadratic terms in the phase will cancel out and the resulting electric field
will be (almost) the Fourier transform of the one incident on the lens:

E( f ,ρ′) =
e−i kρ′2/2 f

λL

∫

lens
d2ρE(0,ρ)e i kρ·ρ′/ f , (4.13)

up to a constant global phase. The focussing effect is thus achieved by a modification of the
phase distribution. Broadly speaking, one may say that the phase determines “where the
intensity will go”. Now, one also obtains a Fourier transform by letting the beam propagate on
a very long distance so that kρ2/2L≪ 1 for all values of ρ for which E(ρ) gives a non-negligible
contribution. This means that the intensity distribution in the focal plane of a lens is (up to a
scale factor) the same one would find after an infinitely long propagation. This equivalence has
the important consequence that the field in the focal plane of a lens may be calculated correctly
within the paraxial approximation even if the physical distance is not large compared to the
extension of the intensity distribution incident on the lens.

As can be seen from equation (4.13), the situation between the lens plane and the focal
plane after the lens is not symmetric: if the incident field has a uniform phase, the field in the
focal plane will have a finite curvature (which causes a displacement of the plane in which the
intensity is most strongly confined). A more symmetric situation prevails between the two
focal planes (the one before and the one after the lens): using two propagations by a distance f
and multiplying by the “lens phase” in between, one readily finds

E( f ,ρ′) =
i

λ f

∫

d2ρE(− f ,ρ)e i kρ·ρ′/ f (4.14)

provided there is no clipping due to the finite size of the lens. Thus, if the phase is uniform in
the incident focal plane, it will also be uniform in the outgoing focal plane. In any case, the
respective electric field distributions are pure Fourier transforms of one another. This is just
the focussing property of the lens: a collimated beam is converted to a strongly converging
beam while a beam strongly diverging from the incident focal plane becomes collimated.

The fact that (apart from a different phase factor) the electric field in the outgoing focal
plane is the Fourier transform of both the field in the incoming focal plane and the plane of
the lens itself might sound contradictory since the intensity distributions in these two planes
are different in general. In fact, this is a consequence of the mathematical structure of the
paraxial propagator, and the phenomenon is even more general: the field distribution in the
incoming focal plane can be calculated from the distribution in any other plane S on the
same side of the lens using the appropriate (retarded or advanced) paraxial propagator. The
electric field distribution in the outgoing focal plane is the Fourier transform of the distribution
in the incoming focal plane and thus, by virtue of the convolution theorem, the product of
the respective Fourier transforms of the field distributions in the plane S and the paraxial
propagator. Since the Fourier transform of the paraxial propagator is a pure phase factor, we
find that the field distribution in the outgoing focal plane is (apart from the phase factor) the
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Fourier transform of any particular plane on the incoming side. Of course, this is only true for
freely propagating beams. For the usage of our phase plates, this is quite advantageous since it
means that as long as no clipping occurs, the position of the phase plate should not at all be
critical (which is what one observes experimentally).

Using the same type of calculation, one readily finds the magnifying property of lenses: the
electric field distributions between an object plane at distance d and an image plane at b on the
other side of the lens, with 1/d + 1/b = 1/ f (thin lens equation), a short calculation yields

E(b ,ρ′) =−
1

G
E(−d ,−ρ′/G)exp

�

−i
k

2b

G+ 1

G
ρ′2

�

, (4.15)

where G = b/d is the magnification factor. The electric field in the image plane is a scaled
and upside down version of the one in the object plane up to a spatially varying phase. The
geometric situation is illustrated in figure 4.2. When either b or d approaches f , the other one
will go to infinity.

ff

d b

(−d ,G−1ρ
′)

(b ,ρ′)

FIGURE 4.2: Using a lens as a magnifying glass: for each object plane at a distance d of the lens
there is a corresponding image plane at the distance b , with 1/b +1/d = 1/ f where the electric
field distribution is a magnified (by a factor G = b/d ) and upside down version of the object
distribution.

Phase plates generalise the principle of lenses by imprinting an arbitrary phase distribution
φ(ρ) on the electric field:

E(ρ) 7→ E(ρ)e iφ(ρ) . (4.16)

During a subsequent propagation, the modification of the phase distribution will result in a
modification of the electric field’s modulus and hence of the intensity. As we will see below, this
permits to create very different beam profiles. In order to appreciate the possibilities offered by
these plates, we first have to look at the “carrier” of the phase, that is, the profile of the beam
before the phase plate.

Gaussian beams

Since the transformation of a light beam is governed by Fourier transforms, it is natural to
assume that a Gaussian intensity profile must be particularly adapted for their description: being
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an eigenfunction of the Fourier transform, a Gaussian can be expected to describe correctly
the intensity profile of a light beam along its entire trajectory as long as no diffraction occurs.
Indeed it turns out that not only this conjecture is true but also laser beams have intensity
profiles which—depending on the specific laser—very nearly match a Gaussian6. Thus, this is
one of the gratifying cases where the most convenient theoretical description corresponds at
the same time to a common situation in actual experiments.

The isotropic Gaussian beam is commonly defined in the following form:

E(ρ, z) = E0

w0

w(z)
exp

 

−i kρ2

2q(z)

!

e−i[k z−ζ (z)] , (4.17)

with the amplitude E0, the beam parameter q(z) and the Gouy phase ζ (z) which are defined as
follows:

1

q(z)
=

1

R(z)
− i

2

kw2(z)
; ζ (z) = arctan

�

z

z0

�

. (4.18)

Here, R(z) is the local radius of the wave front’s curvature, and w(z) is the local width. The
two are given by

R(z) = z − z0+
z2

R

z − z0
; w(z) = w0



1+

�

z − z0

zR

�2



1/2

, (4.19)

where z0 is the location of the plane with the smallest width, the so-called beam waist, w0 is the
width at the waist and zR is the Rayleigh length defined by

zR =
kw2

0

2
=
πw2

0

λ
. (4.20)

A graphical representation of the principal characteristics of the Gaussian beam is given in
figure 4.3. The waist is the beam’s plane of symmetry and the only plane in which the phase is
uniform. This is equivalent to saying that it is the only wave front without finite curvature.

Despite the apparent multitude of definitions, these conventions allow a very simple
description of the light beam’s propagation. Indeed, for our purposes, the Gouy phase is of
strictly no interest since it is constant in each plane. All that is necessary to characterise a
given beam is the location of its waist z0 and the width in this plane w0 (in the following, we
will sometimes follow the common practice of using the term “waist” meaning the width at
the waist). The transformation of the beam under free propagation and when passing a lens
corresponds to a simple transformation of the beam parameter q(z):

Propagation over a length L : q 7→ q + L ; Lens with focal length f :
1

q
7→

1

q
−

1

f
,

(4.21)
6The deviation from a Gaussian beam is usually quantified with the M 2 number which is defined as the ratio

between the angle of divergence of the laser’s beam and the one of an ideal Gaussian beam having the same width.
Here, the width is measured as the standard deviation of the intensity distribution. Since a Gaussian is the beam
profile with minimal divergence, the M 2 number is always greater than one [114].
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FIGURE 4.3: Schematic representation of the main features of a Gaussian beam. The solid lines
mark the radius w(z) on which the electric field has fallen to 1/e of its original value, the dashed
lines indicate the asymptotes of this width. The dotted lines show the wave front curvature.

as can be verified by explicit calculation using the propagator (4.11). In a Gaussian beam, the
intensity is well localised in any plane along its propagation, so we have here one of the cases
where propagations over arbitrarily short distances can be correctly evaluated using the paraxial
propagator.

Equation (4.19) shows that a Gaussian beam can never be perfectly collimated: around
the waist at z0, the width grows (linearly for large distances), the scale of variation being the
Rayleigh length zR. Table 4.1 shows how this length varies with the beam width. For large
enough beam widths, the situation becomes indistinguishable from perfect collimation, which
means at the same time that it becomes challenging to exactly localise the waist—at the same
time, one has less and less reason to need to know its exact position. On the opposing end of
the scale, the waist is easy to localise, but the beam cannot be collimated on long distances. As
we shall see, both cases are of practical relevance in the actual use of phase plates.

Beam waist Rayleigh length

5 µm 148 µm
10 µm 590 µm
50 µm 14.8 mm
100 µm 59.0 mm
500 µm 1.48 m
1 mm 5.90 m
5 mm 148 m

TABLE 4.1: Rayleigh lengths corresponding to different beam waists for a wavelength of λ= 532nm,
covering the entire range relevant for our experiment. Collimation is limited to submillimetric
distances impossible for beam waists below ten microns. For beam waists of the order of a
millimeter or more, the beam remains collimated on long distances.
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FIGURE 4.4: Two experimentally relevant geometries when a gaussian beam is incident on a lens.
Left: the incoming waist is in the incident focal plane. By symmetry, the outgoing waist is
in the opposite focal plane, and the widths are related by equation (4.22). Right: the incident
waist is in the lens plane. In this case, the width in the outgoing focal plane is equally given by

(4.22), but the waist has a smaller width and lies closer to the lens (the distance f − f̃ has been
exaggerated for illustration).

If a Gaussian beam is incident on a lens, there are two cases of special interest which are
illustrated in figure 4.4: in the first one (left panel) the incident waist is in the focal plane, where
by symmetry and according to equation (4.14) the outgoing waist will equally be in the focal
plane. As we stated before, the field distribution in the outgoing focal plane is just the Fourier
transform of the one in the incident focal plane. The width in the outgoing focal plane will be
the new waist w ′0, defining a new Rayleigh length z ′R. The two are given by

w ′0 =
λ f

πw0
; z ′R ≡

πw ′20

λ
=

f 2

zR
. (4.22)

In the second case (right panel in figure 4.4) the incident waist is in the plane of the lens
itself, and the outgoing waist will be at the distance f̃ = f /(1+ f /zR), where zR is the Rayleigh
length of the incoming beam. If the incoming beam is sufficiently large to have zR≫ f (the
situation of a quasi-collimated beam), this plane is indistinguishable from the focal plane. In
this case, the electric field in the focal plane behind the lens will be the Fourier transform of
the electric field in the incident waist up to a spatially varying phase factor. The width in the
outgoing focal plane is equally given by equation (4.22), but the width at the new waist and
the associated Rayleigh length will be somewhat smaller. In the cases of interest for us, we can
neglect this difference, i.e. f and f̃ will be almost identical.

For a given lens and wave length, one can make two useful estimations: firstly, there is an
“invariant” waist given by

p

λ f /π (for λ= 532nm and f = 10cm this gives 130µm). Secondly,
taking into account the finite radius R of a lens, one can estimate the smallest spot size that can
be achieved with it: imposing R≥ 2w0 to avoid clipping, one finds a spot size in the conjugated
plane of w ′0 = 2λ/(π tanθ), where tanθ= R/ f is the f -number of the lens7. For a focal length

of 10cm and a radius of 2cm, this minimum spot size is w ′(min)
0 = 3.18λ.

7For most practical purposes, it is almost identical to the numerical aperture NA = n sinθ, where n is the
refractive index of the medium in which the light propagates. In our experiments, this is either air or vacuum where
one has n ≃ 1 to a very good precision, and for typical optical configurations, sinθ≃ tanθ.
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The generalisation to an anisotropic Gaussian beam is straightforward since the propagation
integral can be separated into two integrals over x and y. Instead of one waist situated at z0 with
width w0 and Rayleigh length zR, one has two waists situated at z

(x)
0 and z

(y)
0 with respective

widths w
(x)
0 , w

(y)
0 and associated Rayleigh lengths z

(x)

R
and z

(y)

R
. The quantities along the two

axes are independent from each other and transform just as the corresponding quantities in the
isotropic case when the beam propagates or passes a lens.

4.3 Basic use of phase plates

We will now turn to the intensity distributions that can be generated using phase plates. To
this end, we will assume the geometric situation to be the one of the right panel in figure 4.4
with the phase plate directly before the lens, i.e. the incident waist is on the phase plate which
in turn is in the lens plane (which we define as z = 0). Thus, the electric field in the focal plane
corresponds to the Fourier transform of the field just after the phase plate (since for dipole
potentials only the intensity is important, we need not worry about the inhomogeneous phase).
The electric field incident on the phase plate shall be that of a Gaussian beam carrying the
power P with widths w

(x)
0 and w

(y)
0 :

E(0,ρ) =

√

√

√

√

2P

πw
(x)
0 w
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0

exp
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. (4.23)

This notation actually constitutes a slight abuse of terminology: the field which we denote by
E here and in the following has the dimension of the square root of an intensity and is chosen
in order to have I = |E |2. The actual complex electric field amplitude is given by E ×

p

2/cε0,
where ε0 is the dielectric constant.

The field distributions in the focal plane can be obtained by multiplying with the appropri-
ate phase distribution and calculating the Fourier transform (since we are mainly interested in
the intensity distribution, we will not bother with the inhomogeneous phase that arises in this
configuration) which we will do for the four types of phase plates currently at our disposition.

The phase step plate

The simplest nontrivial phase plate is one on which the imprinted phase only takes two different
values, separated by a straight line. The strongest effect will certainly be obtained when the
difference between the two values equals π, i.e. when the plate causes a change of sign on one
part of the beam. A schematic representation of such a plate is shown in figure 4.5.

For the calculation of the resulting potential, we will only consider the symmetric situation
where the line of separation passes by the centre of the incident beam. In this case, the field
distribution in the focal plane is given by

E( f ,ρ′) =
1

λ f

∫ ∞

−∞
dx

�
∫ ∞

0
dy −

∫ 0

−∞
dy

�

E(0,ρ)e i kρ·ρ′/ f . (4.24)
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FIGURE 4.5: Left: Schematic representation of the phase step plate. The imprinted phase makes an
abrupt jump by π in the middle of the plate. Right: the resulting intensity distribution in the
focal plane (solid line), normalised to the peak intensity of the same beam in absence of the phase
plate (intensity distribution corresponding to the latter: dashed line). The dotted lines show the
asymptotic behaviour for large distances.

This integral can be evaluated analytically and gives [35]

E( f ,ρ′) =−i
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where erf(z) = 2/
p
π
∫ z

0 exp(−t 2)dt is the error function. The general structure is that of
a Gaussian beam “modulated” by the error function. This should not trick the reader into
believing that the field will behave as a Gaussian for large y ′. In fact, the Gaussian in the y ′

direction is compensated and replaced by a more slowly decaying function as we will see.
Since the error function is an odd function, the electric field vanishes linearly on the y ′ = 0

line (which is a very desirable feature since it guarantees the smallest possible photon scattering
rate for atoms confined in the centre of the potential). This means that the intensity distribution
will be harmonic in the vicinity (we set x ′ = 0 for ease of notation):

I (x ′ = 0, y ′≪ w
′(y)
0 )≃

8P

π2w
′(x)
0 w

′(y)
0
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w
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0







2

. (4.26)

Using U = αI with α = 8.09× 10−37 Jm2/W and the experimentally feasible configuration
P = 1W, w

′(x)
0 = 100µm and w

′(y)
0 = 5µm, one obtains a confinement ofωy = 2π× 4.33kHz,

a value well suited for the creation of two-dimensional gases (see chapter 6). For the same



68 CHAPTER 4. PRODUCING VERSATILE OPTICAL POTENTIALS USING PHASE PLATES

parameters, the central intensity of the unperturbed Gaussian I0 = 2P/πw
′(x)
0 w

′(y)
0 is equivalent

to a temperature of αI0/kB = 76µK. As can be seen in figure 4.5, the barrier height is about
one third of this which is large compared to experimentally feasible temperatures which range
down to ∼ 50nK. The extreme aspect ratio w

′(x)
0 /w

′(y)
0 = 20 of this numerical example has a

practical reason: since the trapping frequency decreases as a Gaussian for x ′ 6= 0, a large width
is necessary to ensure that the trapping potential is uniform over the typical extension of an
atomic cloud.

The asymptotic behaviour for y ′≫ w
′(y)
0 can equally be calculated from (4.25) by using a

suitable asymptotic expansion of the error function. Instead of doing this, we will make a little
side tour that will prove quite instructive when applied to the phase barrier plate: we note that
the integral (4.24) can also be written in the following form:

E(x ′, y ′) =
2
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′(y)
0
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∫ ∞
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, (4.27)

where we have set

E (x ′) = i
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0

�2�
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For y ′ ≫ w
′(y)
0 , the sine inside the integral is rapidly oscillating. One can now replace the

integral by a sum of integrals, each over one period of the sine. Over one period, the Gaussian
multiplying the sine will vary very little, permitting us to replace it by its Taylor expansion
around the starting point of the period:

∫ ∞

0
du sin(ξ u)e−u2

=
∞
∑

n=0

∫ 2π/ξ

0
du sin(ξ u)

h

e−(2πn/ξ )2 +
�

−4πn/ξ e−(2πn/ξ )2
�

u + · · ·
i

,

(4.29)
with ξ = 2y ′/w

′(y)
0 . The integral over one period of a pure sine vanishes, so the first finite

contribution comes from the term linear in u leading to

E(x ′, y ′)

E (x ′)
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1
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π
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y ′
, (4.30)

where we have replaced the sum by an integral in the last step. The resulting expression is
a good approximation to the exact result for y ′ > 3w

′(y)
0 . We see that the intensity decreases

as 1/y ′2, i.e. quite slowly. This has two consequences: firstly, a significant part of the total
beam power will go into the wings where it does not participate in the confinement of the
atoms. Secondly, one has to worry about clipping when for experimental reasons the phase
plate cannot be positioned in the direct vicinity of the lens.
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The phase barrier plate

Having seen that the phase step plate permits the creation of a single two-dimensional gas, it
is natural to ask if one can generalise this principle in order to produce two such gases at a
small distance from one another. This is a highly interesting configuration since it permits to
observe interferences between the two gases in ballistic expansion, allowing to study the degree
of coherence between the two.

It turns out this is indeed possible by using the phase distribution schematically shown in
figure 4.6: a stripe of width a and phase π surrounded above and below by zero phase zones.
Once more, we will only consider the case where the beam is centered on the phase plate.
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FIGURE 4.6: Left: schematic representation of the phase barrier plate. The imprinted phase equals
π on a limited range a. Right: Resulting intensity distributions in the focal plane for different

values of the ratio w
(y)
0 /a. If the ratio is small, one obtains a double peak structure, for higher

values, a third peak emerges in the middle. For w
(y)
0 /a ≃ 2, all three peaks have the same height.

It is obvious that the resulting electric field distribution will be a function of the ratio
of the incident beam width w

(y)
0 and the width of the phase barrier a and that there will be

several regimes: if the beam width is small compared to that of the phase barrier, the beam will
see a uniform phase distribution which leaves it unaltered, the same applies to the opposing
limit when only a negligible fraction of the total power will see a phase different from zero.
Obviously, we are more interested in the intermediate regime. The field in the focal plane is
given by the integral

E( f ,ρ′) =
1

λ f

∫ ∞

−∞
dx

 

∫ −a/2

−∞
dy −

∫ a/2

−a/2
dy +

∫ ∞

a/2
dy

!

E(0,r)e i kρ·ρ′/ f (4.31)
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with the exact solution

E(x ′, y ′) = i
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As we anticipated, this is a function not only of the ratio of the coordinates and the outgoing
waists, but also of the ratio of the incoming vertical waist w

(y)
0 and the width of the phase

barrier. For w
(y)
0 ≪ a, the error functions will be equal to one and one recovers a Gaussian

beam. When w
(y)
0 grows, the central intensity (y ′ = 0) will diminish, forming a dip in the

intensity distribution. At w
(y)
0 /a = 1.048, the central intensity vanishes. When w

(y)
0 is increased

further, the central electric field changes sign, creating two zero crossings which correspond
to harmonic minima of the intensity distribution. As in the case of the phase step plate, the
intensity vanishes in these minima, minimising the photon scattering rate. The three maxima
separating the two minima are at roughly the same height for w

(y)
0 /a ≃ 2. The trapping

frequency in the two wells cannot be calculated analytically in the general case, but can be
determined by fitting a quadratic function to the profile for a given ratio of w

(y)
0 /a. For

w
(y)
0 /a = 2 (the case where all three maxima have about the same height), one finds that for

equal power the trapping frequency is about 0.65 times the trapping frequency one finds with
the phase step plate [115], e.g. 2.81kHz for P = 1W, w

′(x)
0 = 100µm and w

′(y)
0 = 5µm. For

w
(y)
0 /a = 2, the separation of the two wells is 1.6w

′(y)
0 .

The fact that the central peak only appears for certain values of the incident waist signifies
that it would be possible to split an atomic cloud by passing from a single to a double well
potential if one was able to vary w

(y)
0 /a between 1 and 2, typically. This is not too far-fetched

since one can build the equivalent of a phase barrier plate by a succession of two phase step
plates shifted with respect to each other. By putting the plates on a motorised translation stage,
one would have complete control over the width of the resulting phase barrier.

The asymptotic behaviour of this electric field distribution can be calculated in the same
manner as for the phase step plate. Rewriting (4.31) as
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we can divide the integral into a sum of integrals in quite the same manner as above (the first
term is of no interest since it falls off exponentially). However, there are two differences: firstly,
the integral has a finite upper limit so that the number of cycles will not be integer. One can
cope with this by dividing up the sum into an “integer” part of integrals over complete periods
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and a “non-integer” part with the remaining integral. Secondly, we have a cosine instead of a
sine, and since

∫

x cos x dx = 0 for integrals over a complete period, the first contribution to
the integer part comes from the quadratic term in u from the expansion of the Gaussian. The
result scales as E ∼ 1/y ′2. However, in the non-integer part, the first contribution is from the
constant term so that the result scales as E ∼ 1/y ′, thus giving the asymptotic behavior of the
electric field:

E(x ′, y ′)

E (x ′)
≃−2

s

w
′(y)
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w
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(y)
0

�2

. (4.34)

For w
(y)
0 = 2a, this is a very good approximation once y ′ > 6w

′(y)
0 .

The vortex plates

The third kind of phase plate used by our group is completely different from the first two:
instead of a finite number of zones with a uniform phase, the phase is a smoothly varying
function of the spatial coordinates. More specifically, it is constant as a function of the radius
and varies linearly with the angle, accomplishing n complete revolutions of 2π 8. We have two
types of such plates at our disposition, with n = 1 and n = 6. Both are schematically shown in
figure 4.7. Of course, this is an idealisation of the actual realisation of such plates where the
total angle is subdivided into a finite number of angular sectors, the phase increasing step by
step as one passes from sector to sector. For the moment, we will stick to the idealised version
as it permits exact analytical calculations.

2π
y

x

2π

y

x

FIGURE 4.7: Schematic representation of the two types of vortex plate available to our group. Left:
a “charge one” vortex plate. The phase passes from 0 to 2π once around the plate. Right: a

“charge six” type plate. Around the plate, the phase passes six times from 0 to 2π.

The radial symmetry of these phase plates suggests the usage of an isotropic incident beam
centered on the plate which is what we will do. The field in the focal plane is given by the

8For the case n = 1, such a plate has successfully been used by Denschlag et al. [102] to create vortices in a
sodium BEC. Our use of such a plate would be a different one since we are rather interested in the far-detuned
regime where no photons are absorbed so that no angular momentum can be transferred.



72 CHAPTER 4. PRODUCING VERSATILE OPTICAL POTENTIALS USING PHASE PLATES

expression

E(ρ′,φ′) =
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This integral is most conveniently calculated in cylindrical coordinates using ρ·ρ′ = ρρ′ cos(φ−
φ′). One can then in a first step evaluate the integral over the angle which up to a constant
factor is just the integral representation of the Bessel function of the first kind Jn(kρρ

′/ f ). The
radial integral over the product of a Bessel function and a Gaussian can be expressed in terms of
the confluent hypergeometric function 1F1(a, b , z) [116, 117] so that the final expression for
the field reads
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where Γ(z) =
∫∞

0 t z−1e−t dt is the Gamma function. A striking feature of this solution is that
the angular dependence of the phase is the same as that of the electric field just after the phase
plate—the “vorticity” of the field is conserved by the Fourier transformation. The Gaussian
envelope is replaced by the confluent hypergeometric function (which is traced in figure 4.8
for both relevant values of n with a Gaussian for comparison). This contains the case n = 0
(equivalent to no phase plate at all) since 1F1(1,1,−z2) = exp(−z2). For the two cases relevant
for our phase plates n = 1 and n = 6, 1F1 can equally be expressed in terms of more familiar
functions:
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1F1(4,7,−z2) =
120

z12

h

3z4− 24z2+ 60− e−z2
(z6+ 9z4+ 36z2+ 60)

i

, (4.38)

where Ik is the modified Bessel function of the first kind.
The confluent hypergeometric function is flat and equal to one for ρ′ → 0 so that the

behaviour in the centre will be dominated by the factor ρ′n : the first non-vanishing term in a
power expansion of the resulting intensity will by of order 2n. Thus, the potential of the n = 1
plate will be harmonic in the centre whereas the potential corresponding to the n = 6 plate will
be of polynomial order twelve, mimicking a box potential with a flat bottom followed by a
sharp increase of the potential. Both intensity distributions are shown on the right of figure 4.8.

A straightforward calculation shows that the trapping frequency in the centre of the
potential caused by the n = 1 plate obeys the relation ω2 = αP/mw ′40 . Using the value of
α stated above, a power of 1W and a waist of 10µm, one calculates a trapping frequency of
2π× 3.80kHz. By focussing more, the trapping frequency can even be much higher owing
to the w ′20 dependence. Thus, the n = 1 vortex plate is an ideal tool for the production of
one-dimensional gases.

For all n, the intensity vanishes in the centre so that photon scattering will not be a major
concern. As in the case of the phase step, the wings of the potential exhibit no modulation—
there is no feature that could cause interferences. Even before an explicit calculation, it is clear
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FIGURE 4.8: Left: plots of the confluent hypergeometric function appearing in the field distribution
of vortex plates for the two values of n relevant for our phase plates. A Gaussian corresponding
to an unperturbed beam is shown for comparison. Right: The resulting intensity for the two
types of phase plates. For optical clarity, the n = 6 profile is shown a second time multiplied by a
factor of ten.

that the decay of the intensity must be faster than for the other phase plate types since an
intensity decreasing as 1/ρ′2 would not be normalisable in two dimensions. We expect this to
be true also from a physical point of view since we have no abrupt variations of the phase (even
if in the centre of the plate, they become increasingly “fast”) that would cause strong diffraction.
The approach we used to calculate the asymptotic behaviour of the phase step and barrier plates
is not transposable since there is no simple integral involving a periodic function here, so we
rather use the fact that for large and negative z , one has 1F1(a, b , z)≃ (Γ(b )/Γ(b−a))|z |−a [116].
The field distribution becomes

E(ρ′,φ′)≃
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Thus, for all n > 0, the intensity falls off as 1/ρ′4 regardless of the “vortex charge” (for n = 0,
the decay is Gaussian). In turn, its absolute value scales as n2 so that with increasing n, an
increasing fraction of the total power will go into the wings which explains the difference
between the height of the respective maxima visible in figure 4.8.

4.4 Phase plates in practice

Having discussed the potentials that would be created by ideal phase plates, we now turn to
measurements performed on their real counterparts. Of course, further theoretical investigation
can in principle provide more information such as the behaviour of the potentials in planes in
the vicinity of but not equal to the focal plane [115]. However, the final answer to the question
about the consequences of all possible imperfections (which can come from the realisation of
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the phase plates as well as from an imperfect preparation of the incident beam or from the
optics after the phase plate) can only be provided by an experimental test.

Preliminary tests

Imaging the intensity distribution produced by the phase plate is not trivial since we are
interested in the distribution in the focal plane. One has to ensure that the waist is not too
small in this plane in order to have a sufficient resolution. This is unproblematic for the phase
step and vortex plates where there is no constraint on the width of the incident waist so that
one can always arrange for a convenient beam size in the plane of measurement (there is still a
compromise to make since it becomes increasingly difficult to centre the incident beam on the
phase plate when the incident waist decreases). However, the phase barrier imposes a definite
size on the incident waist so that all one can do to prevent the outgoing waist from becoming
too small is to choose a large focal length for the lens. The width of the barrier being 1.7mm, the
incident waist for the case of three equal peaks will be 3.4mm, so w ′0 = 4.98µm× f /100mm.
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FIGURE 4.9: The three configurations used for the preliminary tests of the phase plates (not to
scale). Top: configurations 1 (left) and 2 (right), bottom: configuration 3. The difference between
configurations 1 and 2 is only in the shaping of the beam wheras the third configuration probes
the free propagation of the beam after the phase plate instead of its Fourier transform.

As light source, we use a green laser pointer providing coherent light at 532nm. Since the
mode of such a device is visibly non-Gaussian (on the one used for these measurements, there is
a clear subdivision into several light lobes), we inject it into a single-mode fibre and work with
the beam coming out at the other end which has a profile very close to a Gaussian. At the fibre
exit, we use one of three different configurations of optical elements to obtain images of the
intensity distribution. In the following, we will refer to them by their respective numbers. The
configurations (which are illustrated in figure 4.9) are as follows:

1. The beam is collimated using a microscope objective with a nominal magnification of 10
and a numerical aperture of 0.25, values that have been found experimentally to match
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most closely the divergence of the light coming out of the fibre. The collimated beam has
a width of 0.9mm (determined by measuring the fraction of power left after a razor blade
as a function of its position and fitting an error function to it). It passes a phase plate and
is then focussed by a f = 500mm lens, so one expects a width of about a hundred microns
in the focal plane of the lens which allows for convenient imaging. This configuration is
adapted for all plates except the phase barrier, for the reasons stated above. For all other
plates, this configuration permits to measure the intensity distribution as it will be seen
by the atoms.

2. The beam is collimated with a fibre outcoupler lens to a width of 350µm. It is widened
to a width of 3.2mm using a telescope made up of two achromatic lens doublets with
focal lengths 40mm and 300mm, respectively9. The beam then passes a phase plate and
is focussed by a lens with f = 500mm. The image in the focal plane is magnified using
a microscope objective of magnification 40 (the numerical aperture is not specified) for
imaging. The beam preparation is even closer to experimental needs, but the imaging is
more indirect due to the introduction of the final microscope objective. The latter may
also degrade the image quality with its aberrations and finite aperture. For the phase
barrier plate, this is the only choice possible among the configurations discussed here.

3. The third and last configuration is identical to the first one up to the phase plate, but
instead of focussing the beam afterwards one just lets it continue to propagate and takes
the image after a propagation of between one and two meters. Here one is not really
in the Fraunhofer regime, but such images permit to have an idea of how the intensity
distribution transforms to the final one.

In all cases, we work with an isotropic beam for simplicity. The images are taken with a Lu 055
camera fabricated by the Lumenera company. This camera has a resolution of 640× 480 pixels,
each pixel being a square with an edge length of 7.8µm. It provides 8 bit monochrome images,
i.e. it distinguishes 256 shades of grey, progressing linearly with increasing intensity. When in
the following we express intensities in arbitrary units, these are nothing but the shades of grey
(note that all images shown in this chapter have been color inversed for better reproduction).
For images in the focal plane, the camera is positioned by displacing it along the optical axis
until the size of the Gaussian spot is minimal.

We first discuss the intensity distribution produced by the phase step. Here, we take the
images using the first configuration. To begin, we observe the beam without phase plate on the
camera and attenuate the beam (by putting optical densities before the fibre entrance) until there
is no more saturation. The resulting image is stored and we fit a two-dimensional Gaussian
with an offset (to account for a finite background illumination) to it. Then we insert the phase
plate and store the resulting image. The fitting parameters from the Gaussian permit us to
subtract the offset, express the lengths in units of the unperturbed waists and the amplitude
in units of the Gaussian’s peak intensity. If we now take a cut through the profile (which we

9One would expect the resulting waist to be smaller, but since a beam of width 350µm has a Rayleigh length in
the sub-meter range, the beam incident on the telescope is not collimated.
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average over three adjacent lines to diminish the effect of noise) and choose the origin of the
spatial coordinate to coincide with the minimum, no adjustable parameter remains and the
result can be directly compared to the theoretical prediction. The image taken by the camera as
well as the direct comparison with theory are shown in figure 4.10.
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FIGURE 4.10: Left: light intensity in the focal plane after the phase step plate as measured with a
CCD camera, in arbitrary units. A vertical cut through this profile, averaged over three columns,
is shown on the right. Solid line: measured intensity profile in units of the measured width and
peak intensity of the beam in absence of the plate. Dashed line: theoretical prediction (the same
data as in figure 4.5).

The agreement between theory and measurement is fair on the whole and excellent close to
the centre. The visible differences are most likely due to slight absorption of the beam on the
phase plate’s coating and the uncertainty of the fitted beam width. The residual intensity in the
minimum is most likely caused by the pixel resolution of the camera.

As has already been anticipated, the phase barrier plate has been tested using the second
configuration. For the length scale, we proceed exactly as for the phase step plate, in contrast
we renounce to a properly normalised intensity. The result is represented in figure 4.11. Here,
for the cut, the subtraction of the offset was done by hand, and the theoretical prediction
multiplied by a factor so that the central intensity comes out equal.

On the cut, one sees that while the overall shape of the potential is reasonably close to
the theoretical prediction, there is a pronounced asymmetry in the respective heights of the
peaks. This is, however, not a defect of the phase plate, but rather a result of the imperfect beam
preparation: when the incident waist is large, the shape of the Gaussian beam is quite sensitive
to displacements of the optical elements with respect to the optical axis. Since there was some
tolerance on the crossed translation stages on which they were mounted, the achievable quality
of the images was limited. Later in this chapter, we will show a more symmetric image taken
later with better equipment directly on the main experimental setup.

The n = 1 vortex plate has equally been tested in the second configuration, rather for
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FIGURE 4.11: Left: intensity distribution produced by the phase barrier plate as recorded with the
CCD camera, in arbitrary units. Right: vertical cut through the distribution, averaged over 11
adjacent lines (solid line) and theoretical prediction (dashed line, same data as in figure 4.6 for

w
(y)
0 /a = 2 ). The latter has been multiplied by a factor to match the intensity in the centre.

“historical” reasons since the first one would have been more adapted. Just as for the phase
barrier plate, we express lengths in units of the unperturbed beam width, but leave the intensity
in arbitrary units, multiplying the theoretical prediction by a factor in order to match peak
values. The result can be seen in figure 4.12.

On close inspection, one remarks that the distribution of the intensity on the ring around
the centre is all but equal: there are two significantly darker patches on the lower left and upper
right of the intensity profile, and while the cut does not exceed an intensity of 10 in arbitrary
units, one finds values of up to 27 in the two-dimensional distribution. One might try to do an
angular average, but since the shape does not look perfectly round either, we shall leave it at
that.

Considering these observations, one might say that the cut and the theoretical prediction
are reasonably close on a qualitative level, but one should try to produce such images with a
more symmetric beam in order to be able to draw conclusions on a quantitative level. A first
conclusion that can be drawn from the experiences with the phase barrier and n = 1 vortex
plate is that the preparation of the incident beam merits particular attention since it has a
decisive impact on the resulting potential.

To conclude these preliminary tests, the n = 6 vortex plate has been tested using the first
and the third configuration. In both cases, no attempt was made to provide length or intensity
scales. It turns out, as is clearly visible in figure 4.13, that one needs not strive for a quantitative
agreement with theory.

In both configurations, the cuts through the intensity distribution show clear qualitative
differences with respect to the theoretical prediction. A common feature in both configurations
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FIGURE 4.12: Left: intensity distribution created by the n = 1 vortex plate as measured with the
CCD camera. Right: Horizontal cut through the intensity distribution, averaged over three
adjacent lines (solid line) and theoretical prediction (dashed line) multiplied by an appropriate
factor.

is that the “walls” are visibly steeper than in the theoretical profile for equal peak height. One
also sees that the overall shape is slightly hexagonal. In the focal plane (first configuration),
there is a “bump” in the centre which is absent from both theory and the intensity after free
propagation.

David Jacob from the ENS sodium team has carried out further investigations on this
discrepancy. His findings will be described in detail in his thesis. Here, we just summarise
the main points without entering into the details: as we stated before, the actual realisation of
the phase plates is not continuous, they are rather subdivided into a finite number of angular
sectors each of which has a constant phase. Moreover, between these sectors there are lines of
separation of finite width on which the phase is not properly defined.

From a pragmatic point of view, this does not mean that the n = 6 vortex plate is not
usable for actual experiences: the profile after free propagation shows a very flat bottom just as
desired, and if the walls increase more steeply than predicted by theory, this will only make the
potential resemble more closely to a box potential. Since this is the intended use of this plate,
one does not need all too small a beam width so that it is not strictly necessary that the atoms
be in the focal plane.
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FIGURE 4.13: Upper left: intensity distribution measured in the focal plane (first configuration).
Upper right: Horizontal cut through this distribution, averaged over three adjacent lines (solid
line) and the more or less adjusted theoretical prediction (dashed line). Lower left: intensity after
some meters of propagation. Lower right: cut through this distribution, averaged over three
adjacent lines (solid line) and a theoretical curve (dashed line) in approximate adjustment.
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One can sum up the results of these preliminary tests by saying that the behaviour of the phase
step and barrier is sufficiently well understood to proceed to actual experimental use. The
vortex plates, especially the n = 6 one, however, merit a more careful investigation beyond the
one presented here in order to know how they can best be used for experiment.

Phase step and barrier in experimental use

Having gained sufficient confidence in the behaviour of phase step and barrier, the remaining
problem for experimental use is the preparation of the incident beam. The experimental goal
is the production of two-dimensional gases by tightly confining the atoms in one direction of
space. We choose the vertical axis for this strong confinement since it is the axis of symmetry.

Taking into account the estimations for the trapping frequency stated earlier in this chapter,
we strive for a vertical width of w

′(y)
0 = 5µm in the plane of the atoms. In the horizontal

direction, we aim for a waist of w
′(x)
0 = 120µm to ensure that the entire atomic cloud will be

tightly confined. It is more than difficult to approach the focussing lens more than up to 10cm
from the atoms, so we use an achromatic doublet (Newport PAC 073 AR.14) with fs = 100mm
(s for “spherical”) and a diameter of 38mm. This means that the vertical and horizontal beam
widths incident on the lens must be w

(y)
0 = 3.4mm (which is also just what is needed to produce

three peaks of equal height with the phase barrier plate) and w
(x)
0 = 141µm, respectively.

To produce such an anisotropic beam starting from a circular one we use cylindrical lenses
which modify either only the vertical (v) or only the horizontal (h) electric field distribution.
For practical reasons, it is most desirable to have the incident beam collimated in both directions
on a certain part of the way because otherwise one would have to scrupulously respect fixed
distances all the way from the atoms back to the source. Now, the horizontal width before the
length corresponds to a Rayleigh length of only 116mm (cf. table 4.1), so it is not possible to
keep the beam collimated along the x direction far enough to permit a clean separation between
the beam shaping and the focusing part.

However, this problem can easily be circumvented: for the creation of the single and double
well potential, one must ensure that the electric field in the y direction be the Fourier transform
of the field just after the phase plate. The same does not apply to the distribution as a function
of x which remains Gaussian. Thus, the image plane must be a focal plane for the y direction,
but not necessarily for the x direction. This leads to the idea of using the final lens fs at the
same time as a focusing lens on the y direction and as the second lens of a telescope along the
x direction. This latter telescope reduces the waist w

(x)
0 from a size that is readily collimated

to the final size in the image plane. As a consequence, before the final lens fs , one has one
“vertical” cylindrical lens fv and two “horizontal” cylindrical lenses fh1 and fh2. The vertical lens
collimates the vertical waist to w

(y)
0 = 3.4mm. The first (seen from the fibre exit) horizontal

lens fh1 collimates the beam horizontally to an intermediate waist w
(x)
0 while the second one

fh2 acts as the first lens of a telescope (the second one being, as already mentioned, the spherical
lens fs ). All cylindrical lenses used in our experiment are from the Thorlabs LJ xxxx L1-A series.
Putting everything together, one obtains the disposition schematically shown in figure 4.14.
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FIGURE 4.14: Schematic representation of the beam shaping optics: a circular, slightly diverging
beam is collimated horizontally and vertically by two cylindrical lenses fh1 and fv . For the
horizontal part, the final beam width is produced by a telescope formed by a second horizontal
cylindrical lens fh2 and the focussing lens fs . The vertical width is produced by focussing the
collimated beam. The phase plate is at a finite distance dp before the focussing lens for practical
reasons.

On the left of these optical elements, there is an incoming diverging beam with a (possibly
virtual) waist at a certain distance from the first lens. By virtue of collimation, the distance
between the “vertical” lens fv and the second “horizontal” one fh2 can be arbitrary—on our
setup, it is even negative, i.e. their order is inversed and there is no interval where the beam
is simultaneously collimated in both directions. The diverging beam is produced using a
microscope objective of magnification 10 and numerical aperture 0.25 (the same that was
already used for the preliminary tests) that reduces the divergence of the beam coming out of
an optical fibre without completely collimating it. We denote the distance from the objective to
the first horizontal lens with dh and the one to the vertical lens with dv . After the experiences
during our first tests, we strive for a maximum of mechanical stability of all optical elements
and the best possible centering of the beam on the lenses to avoid beam deformation.

While we have seen that we have every reason to put the phase plate directly before the
focussing lens to avoid clipping, practical considerations force us to place it at a finite distance dp :
the alignment of the dipole beam is by far more convenient and one has widely superior means
of diagnostics if the beam is superposed with an imaging beam. Not only it is guaranteed that it
will pass by the atoms, but also one can directly image the potential seen by the atoms using
the camera and optics used for absorption imaging (even if one has to account for chromatic
aberration between the near-infrared probe light and the green dipole beam). Since the phase
shall be imprinted on the dipole beam only, the phase plate has to be moved back far enough to
accommodate a dichroic plate (Melles Griot 03 BDS 003) that reflects visible light and transmits
infrared10. All focal lengths and the (approximate) lengths are summarised in table 4.2.

In this discussion, we have so far only mentioned the elements taking an “active” part in

10The reflexion of green light by this plate is about ninety percent (according to the catalogue), so there is a
visible second reflexion separated by some millimeters from the principal one, which we block with a darkened
razor blade.
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fh1 fh2 fv fs dh dv dp

200 500 1000 100 425 1225 ∼ 150

TABLE 4.2: Focal lengths and distances in our experiment. All numbers are in millimeters.

shaping the beam. Apart from these, we also have to assure that no clipping occurs which
becomes a serious issue in the vertical (y) direction where the waist on the phase plate is 3.4mm.
To be on the safe side, all mirrors are two inch diameter ones on the part of the beam trajectory
where the vertical width is appreciable.

The beam thus prepared is imaged with the same imaging optics and camera (model Basler
A 102f) that is used for horizontal absorption imaging. The equivalent pixel size of the camera
has been measured (using an atomic cloud in free fall) to be 1.25µm, made up of a physical
pixel size of 6.45µm and a magnification of 5.16. The latter is obtained using an achromatic
doublet with a meniscus lens (Melles Griot 01 LAM 225 and 01 LAO 225). The camera has
a bit depth of 12, i.e. it distinguishes 4096 shades of grey which will be the new “arbitrary
units” for intensity. The horizontal and vertical width are measured by adjusting the optics
until the central intensity is maximised and then fitting a two-dimensional Gaussian to the
recorded image. We find w

′(x)
0 = 146µm and w

′(y)
0 = 4.54µm, which fulfills the requirements

stated above. Thanks to the careful positioning of the lenses, the beam profile is free of the
asymmetries seen in the preliminary tests. If we now insert for example the phase barrier plate,
we obtain the intensity distribution shown in figure 4.15 (using the fitted vertical width as a
length scale).
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FIGURE 4.15: Left: intensity of the phase barrier plate in the actual experimental configuration. The
large horizontal extension ensures uniform vertical confinement. Right: vertical cut through
the centre of this distribution (solid line) and theoretical prediction (dashed line). The visible
modulation of the lateral peaks is most likely an imaging artifact.
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The agreement with the theoretical prediction is excellent in the centre, but one sees a kind
of modulation on the outer slopes of the lateral peaks. This modulation disappears when one
voluntarily displaces the imagery by some 50µm, so it may be assumed that they are imaging
artifacts due to aberrations of the imaging triplet fs . However, a contribution due to clipping
at the focussing achromatic doublet caused by the finite distance between the phase plate and
the doublet cannot be excluded either. From this perspective, the fair agreement between
measurement and theory has to be taken with a grain of salt. However, there is no reason to
expect serious problems since when taking this measurement together with the preliminary one
shown above, there seems to be little room for major deviations from the expected behaviour.

At this point, the characterisation of the phase step and barrier plate is about as complete as
necessary for all practical purposes, so the focus of interest naturally shifts from the intensity
distributions produced with the phase plates to the effect of the corresponding potentials on
the atoms. As has been stated several times throughout this chapter, the very purpose of these
phase plates is the production of two-dimensional Bose gases the experimental investigation
of which will be the subject of chapter 6. There, we shall come back to the principles and
results exposed here not only for the phase plates themselves, but also for the effects of finite
resolution imaging.





Conclusion

WITH the work described in the foregoing chapters, we are quite confident that the
mentioned process of “apprenticeship” as concerns the setup has come to an end.

There will certainly be more technical elements to understand when the setup is progressively
extended for future experiments, but at least the basic functioning is fairly well established. In
particular, we have established a certain number of calibration techniques. Not all of these are
helpful for every type of experiment, of course, but they provide a set of standard solutions to
frequently appearing questions.

At the same time, with the prospective part of the work (on the one hand, the work
described in the foregoing chapters, on the other hand, work on other aspects of the setup
such as the usage of an optical “plug” to circumvent Majorana losses in a quadrupole), we have
acquired a certain advance with respect to our actual needs so that we have a certain amount of
solutions ready to tackle experimental problems that might appear in future applications.





Part II

Thermodynamics of the quasi-two-dimensional
Bose gas





Introduction

By “height” I mean a Dimension like your
length: only, with you, “height” is not so
easily perceptible, being extremely small.

EDWIN ABBOTT ABBOTT (1838–1926)
Flatland. A romance of many dimensions

WHILE the first part of this thesis was rather heterogeneous in that it contains descriptions
of commonly used experimental techniques, actual experiments and prospective studies,

this second part completely revolves around recent experiments on quasi-two-dimensional gases
which constitute the most important part of my thesis work.

The data acquisition part of this work mainly took place from March to May 2009 and
was accompanied—and succeeded—by an elaborate data processing part which continued all
through the rest of the year. I was much involved in the data acquisition and even more so in
its processing for which I held almost full responsibility. The data’s processing taking so long
and not even being finished at the writing of this manuscript is owed to the fact that the data
contained some surprises of which we only gradually became aware. It is the purpose of this
part to explain the original motivation of these experimental studies, present the results and
discuss our findings and possible explanations for them as far as they are known at the time this
manuscript is finished.

The central chapter in this part is chapter 6 which presents our data along with the exper-
imental procedure followed for its acquisition, our original motivation for taking it and our
results as far as they are understood. It is preceded by an overview of some elements of theory
concerning two-dimensional Bose gases in chapter 5 which provides the theoretical bases as
well as concrete predictions for what we expected to find.

It turned out that our experimental data has clear qualitative and quantitative deviations
from theoretical predictions. The second part of chapter 6 is dedicated to the description of
these discrepancies as well as the discussion of possible causes. Our first suspect was the imaging
optics, so I carried out a detailed analysis which is described in chapter 7 (along with general
considerations on how absorption imaging works for quasi-two-dimensional systems where
the standard derivation of the Lambert-Beer absorption law does not seem applicable). It may
be anticipated that the result of this particular study is that quite clearly the observed effects
cannot be explained in this way. Thus, we presently believe that their explanations has rather
to be searched in the collective interaction of the atoms with the probe light. We have reasons
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to believe that the latter is highly nontrivial since the inter-particle spacing in our samples is
notably smaller than the probe light’s wavelength.

In parallel with these experimental studies, there have been ongoing prospective studies
(both experimental and theoretical) which will give rise to future experiments. A brief survey
of these studies and the associated experiments that are planned for the near future is given in
chapter 8.



Chapter Five

Two-dimensional Bose gases: elements of theory

Der Philosoph, der tritt herein
Und beweist Euch, es müßt so sein:

Das Erst wär so, das Zweite so,
Und drum das Dritt und Vierte so;

Und wenn das Erst und Zweit nicht wär,
Das Dritt und Viert wär nimmermehr.

JOHANN WOLFGANG

VON GOETHE (1749–1832)
Faust I

FOR a proper appreciation of experimental findings, it is helpful to have some theoretical
background. Thus, the intention of the present chapter is to give a minimal overview of the

theory of two-dimensional Bose gases. Considering the amount of literature on the subject, we
have to limit ourselves to some selected aspects that are most relevant for our actual experimental
work—a more comprehensive overview may be found in recent reviews [118, 16, 119].

It has been noticed by Peierls as early as 1935 that the dimensionality of a system may
strongly affect its properties [120]. This is certainly the case of the Bose gas where one
finds the celebrated Bose-Einstein condensation in the three-dimensional case, but not in
lower dimensions (for homogeneous systems): as noted by Mermin and Wagner [121] and by
Hohenberg [122], there cannot be any long range order (corresponding to a broken continuous
symmetry) in systems of dimension lower than three if the potential satisfies certain sum
rules [122], which inhibits Bose-Einstein condensation. However, there is a different phase
transition in an interacting two-dimensional Bose gas (the Berezinskii-Kosterlitz-Thouless
(BKT) transition [123, 124]) in which the sample passes from a normal to a superfluid state.
First experimental evidence for this transition has been given by Bishop and Reppy in 1980
in a sample of superfluid helium [125]. It has also been demonstrated to occur in arrays of
Josephson Junctions [126] and two-dimensional hydrogen [127]. More recently it has been
extensively studied with ultracold atoms [41, 128, 43].

For our purposes, both phase transitions are relevant only as regards their impact on the
equation of state which is our principal object of interest. In a first step, we will review the
derivation of the equation of state for the ideal Bose gas for arbitrary dimensions, permitting
to get a first impression of the peculiar character of the two-dimensional regime. In typical
experiments with ultracold gases the degrees of freedom in the third direction cannot be com-
pletely frozen [129], leading to a “quasi-two-dimensional” regime. We will then briefly discuss
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the role of dimensionality on the collisional interactions (concentrating on our experimental
geometry [130, 131]) and discuss the equation of state on a mean field level. We will discuss
how the quasi-2d character of experimentally feasible systems can be taken into account within
mean field theory. The existence of the BKT transition makes mean field theory fail for high
densities where one has to use more elaborate theories. In the last section of this chapter we
will briefly review some theoretical results for the equation of state in this regime which are of
direct relevance to our experiments [132, 47, 48].

5.1 The ideal Bose gas

Einstein was the first to analyse the equation of state of an ideal gas using not the classical
Boltzmann statistics, but the quantum statistics introduced by Bose for the description of the
photon gas [133]. In particular, Einstein showed that in an ideal gas of bosonic particles, there
may be a phase transition towards a state in which a macroscopic fraction of the atoms occupy
the fundamental single-particle state [6]—today, this fraction goes by the name of Bose-Einstein
condensate (BEC). Since the notion of a BEC has been used in more subtle contexts in the
meantime, we will speak of a BEC in the Einstein sense1 meaning a macroscopic fraction of
atoms in the fundamental state in the thermodynamic limit.

Bose-Einstein condensation

Einstein’s original argument can be presented in quite a synthetic way as follows: within the
grand canonical ensemble, the total number of particles in a gas is given by

N =

∫ ∞

0
dε f (ε−µ)D(ε) (5.1)

where µ is the chemical potential,

f (ε) =
1

exp(βε)− 1
(5.2)

is the Bose-Einstein distribution function (with β= 1/kBT ) and

D(ε) =
∑

{α}
δ(ε− Eα) (5.3)

is the density of states. The parameter α stands for the quantum numbers characterising the gas,
and Eα are the corresponding eigenenergies.

1A natural generalisation of Einstein’s definition has been brought forward by Penrose and Onsager who
associate Bose-Einstein condensation with the presence of a macroscopic eigenvalue in the reduced single-particle
density matrix [134]. This definition includes Einstein’s, but is also valid for interacting or finite-size systems. Thus,
there are examples of systems who Bose-condense in the Penrose-Onsager, but not the Einstein sense—for example
the interacting 2d Bose gas in a finite-size square potential [135].
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From the form of the Bose-Einstein-distribution, it is obvious that all physically reasonable
values for the chemical potential must be smaller than the energy of the single-particle funda-
mental (otherwise one would get negative occupations for low-lying states which is unphysical).
The maximum values for f (ε−µ) are achieved when µ is just equal to the lowest single-particle
energy. For ease of notation, we choose the origin of energies to coincide with this energy in the
following. In this situation, for µ= 0, the Bose-Einstein distribution converges exponentially
to zero for ε→∞ and diverges as 1/ε for ε→ 0. It now depends on the form (more precisely,
the asymptotic form for ε→ 0) of the density of states D(ε)whether the integral (5.1) converges
or diverges. If it converges, this means that one may only put a finite number of particles in
the excited single-particle states2. The energy of the fundamental being chosen as zero, just as
the chemical potential, it does not cost any energy to put particles in the fundamental which
can thus always host an arbitrarily large number of atoms. All particles beyond the number
that can be put in excited states must go into the fundamental where they will accumulate as a
Bose-Einstein condensate. Note that this is a sufficient, but not forcibly a necessary condition
for the existence of a macroscopic fraction in the fundamental state. This is exactly the point
where more subtle definitions of BECs in finite size or interacting systems enter [134]. For
an example, one does not expect a Bose-Einstein condensate in a two-dimensional system in a
harmonic trap in the thermodynamic limit according to [122, 121]. In a finite-sized system,
one nonetheless finds macroscopic eigenvalues of the reduced one-particle density matrix [48].

To know whether an ideal gas exhibits Bose-Einstein condensation in the Einstein sense or
not it is thus sufficient to calculate the density of states to see whether or not the integral (5.1)
is infrared convergent (the density of states actually gives access to all fundamental properties
of the trapped gas [29], but we will only regard the question of Bose-Einstein condensation
and the equation of state). Since f diverges as 1/ε, it is sufficient that D(ε) scale as εα with any
α > 0 to render the integral convergent and make Bose-Einstein condensation occur.

Let us first consider the case of the homogeneous ideal gas in a d -dimensional box of
volume Ld with periodic boundary conditions. In this case, the quantum number is the
discretised momentum ħhk, where each component of k is an integer multiple of 2π/L, and
the energy is Ek = ħh

2
k2/2m (the kinetic energy of an atom, the potential being zero). In

the thermodynamic limit (N →∞ and L→∞ with N/Ld held constant), these values get
increasingly close so that we may replace the discrete sum in (5.3) by an integral. Using
δ[g (x)] =

∑

xi
δ(x − xi )/|g ′(xi )| (where xi are simple zeros of g ) and the fact that the surface

of the (d − 1)-sphere is 2πd/2/Γ(d/2), one finds

Dhom(ε) =
Ld

Γ(d/2)

�

m

2πħh2

� d
2

ε
d
2−1 . (5.4)

Thus, the density of states diverges for d = 1, is constant for d = 2 and proportional to
p
ε for

d = 3: a BEC in the Einstein sense only occurs in three (or more) dimensions. Note however
that the two-dimensional case is marginal—an ever so slight increase of the exponent of ε

2Rigorously speaking, one would have to take out the fundamental of this integral explicitly, but in the
thermodynamic limit its contribution to the integral vanishes so that one may think of (5.1) of being the total
number of atoms in the excited single-particle states.
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would be sufficient to produce Bose-Einstein condensation. In the three-dimensional case, a
Bose-Einstein condensate is present when n(3)Λ3 ≥ g3/2(1) ≃ 2.612, with n(3) = N/L3, the

thermal wavelength Λ= (2πħh2β/m)1/2 and gα(x) =
∑∞

n=1 xn/nα, i.e. when there are several
particles per thermal wavelength.

The second relevant case (especially for experiment) is the case of a harmonically trapped gas.
For ease of notation, we will consider an isotropic trap with trapping frequencyω. In this case,
the energy levels (relative to the fundamental) are En= ħhω

∑d
i=1 ni , so the quantum numbers

are the occupation numbers n1 . . . nd . In this case, the thermodynamic limit corresponds to
N →∞ andω→ 0 with Nωd held fixed3. The density of states can then be written as

Dho(ε) =
1

(ħhω)d

∫

dd E δ

 

ε−
d
∑

i=1

Ei

!

=
1

(ħhω)d

∫

dd−1E θ

 

ε−
d−1
∑

i=1

Ei

!

. (5.5)

The anisotropic case with d distinct trapping frequenciesω1 . . .ωd leads to the same expression
by appropriate substitutions, withω = (ω1 · · ·ωd )

1/d . From a geometrical point of view, (5.5)
is just a d − 1-dimensional volume integral, more precisely it is the volume under a regular
d − 2-simplex, so

Dho(ε) =
1

(d − 1)!

εd−1

(ħhω)d
. (5.6)

Plugging this result into the integral (5.1), we see that in the presence of a harmonic trap, one
has a BEC in the Einstein sense for d ≥ 2, i.e. only in one dimension Bose-Einstein condensation
is absent. In particular, the critical atom number in two dimensions is (using

∑∞
n=1 n−2 =π2/6)

N (2d)
c =

π2

6

�

kBT

ħhω

�2

. (5.7)

The equation of state

For our purposes, the main quantity of interest is the density. For the homogeneous case, it
can be obtained be evaluating the integral (5.1) using the density of states for the homogeneous
gas (5.4) (the integral converges for any d for µ< 0) and dividing by Ld . One finds

n(d )Λd = gd/2

�

eβµ
�

(5.8)

which is the equation of state for the homogeneous ideal Bose gas in d dimensions. In particular,
one obtains a quite simple relation for d = 2 since g1(x) =− log(1− x):

n(2)Λ2 =− log
�

1− eβµ
�

. (5.9)

An analogous expression for the harmonically trapped gas can be derived in two ways: the first
consists in using the local density approximation (LDA) which amounts to replacing the constant

3In the case of a Boltzmann gas where the density is given by n(d ) =N (βmω2/2π)d/2 exp(−βmω2 r 2/2), the
central density remains constant when taking this limit.
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chemical potential by a local chemical potential µ(r) =µ−V (r), where µ now is the chemical
potential in the center of the gas. The physical idea behind this is that if the external potential
V (r) is varying slowly enough, it can be regarded as approximately constant over a volume
large enough so that the particles inside it can be considered to be in the thermodynamic limit,
their behaviour should be just as in a homogeneous sample. The other possibility is to treat the
integral (5.1) in a semi-classical way by writing the energy as ε= p2/2m+V (r) and treating p

and r as classical variables so that dε/(ħhω) = d2 r d2 p/(2πħh)2. Carrying out the integration
over the momentum leaves the spatial integral over the density distribution which is just the
same as the one obtained using the LDA, i.e.

nΛ2 =− log
�

1− e−β[V (r)−µ]
�

. (5.10)

Here and in the following, n without a superscript is the two-dimensional density.
The total number of atoms for a harmonic trap V (r) = mω2 r 2/2, obtained by integration

of (5.10), is
N (µ) = g2

�

eβµ
�

/(βħhω)2 . (5.11)

In the limit µ→ 0 this reproduces the critical atom number (5.7). Note that in the same case,
the density in the trap center will diverge. This unphysical divergence is a consequence of
the replacement of the discrete sum in equation (5.1) by an integral—the numerical evaluation
of the discrete sum converges to a finite value [136]. Anyway, equation (5.10) cannot give a
correct account of the density distribution in the presence of a Bose-Einstein condensate since
it only “holds” the non-condensed atoms whose number saturates at N (2d)

c (the same argument
holds for any d ≥ 2).

Note that the equation of state of the d -dimensional ideal Bose gas (5.8) is scale invari-
ant [137]. Mathematically speaking, a function f of n variables x1, x2, . . . , xn is said to be scale
invariant if

f (λx1,λx2, . . . ,λxn) = λ
−∆ f (x1, x2, . . . , xn) , (5.12)

for some exponent∆. For a function of exactly two variables, a possible way to achieve scale
invariance is that the function depends only on the ratio of the two, i.e. f (x1, x2) = g (x1/x2),
where g is an otherwise arbitrary function. In fact, the equation of state (5.8) is just of this
form, since the d -dimensional phase space density n(d )Λd is a function of βµ=µ/kBT only.

Another remark worthwhile to make is that unlike in three dimensions, the density can be
directly measured using absorption imaging in one and two dimensions. In three dimensions,
absorption imaging only gives access to the column density, that is, to the density integrated
along the axis perpendicular to the image whereas in two dimensions, there is nothing to
integrate over if the imaging plane is chosen as the plane of the sample itself, and in one
dimension the same is true for any imaging plane perpendicular to the extension of the sample.
Now, if the sample is large enough for the LDA to hold, and it has the mentioned property
of scale invariance, this means that a single image of a sample trapped in a known potential
constitutes a complete measurement of the equation of state: since the phase space density
depends only on µ/kBT , it is sufficient to measure for one temperature, and the trapping
potential V (r) “automatically” varies the chemical potential which can be calculated explicitly
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since V (r) is supposed to be known. At this stage, this remark seems of purely academic
interest since in reality one deals with interacting gases, thus introducing a supplementary
energy scale and breaking the scale invariance. However, we will see that this does not forcibly
happen in a two-dimensional Bose gas.

The thermally quasi-two-dimensional regime

Up to this point, we have taken the existence of Bose gases with dimension lower than three for
granted. The world in which we live is three-dimensional, so systems of lower dimensionality
can only exist as subsystems in three-dimensional space.

In classical mechanics with solid bodies, such systems are easily realised by imposing
mechanical constraints which eliminate one or more degrees of freedom (such as attaching a
mass to a rod fixed at the other end so that it may only move on a sphere). The closest analog for
the situation of a quantum gas is to impose an external potential which is very tightly confining
along one or more directions of space, so that the associated excitation energy is large compared
to all typical energies of the system, thus freezing the degrees of freedom in the corresponding
direction.

For concreteness (and because the experimental realisation comes more than close to it)
let us suppose that we impose a harmonic potential U (r) = mω2

z
z2/2 which is constant in

the xy plane, but tightly confining in the z direction. Instead of the free wave eigenstates of
the three-dimensional Schrödinger equation Ψ(r) = e ik·r/(2π)3/2 with eigenenergies ħh2

k2/2m
one obtains the factorised eigenstates

Ψν ,κ(r) =ψν (z)
e iκ·ρ

2π
; Eν ,κ=

�

ν +
1

2

�

ħhωz +
ħh2

κ2

2m
, (5.13)

where ψν (z) are the one-dimensional harmonic oscillator eigenstates, and κ and ρ are two-
dimensional vectors in the xy plane.

The dynamics in the plane and along the confined direction are completely decoupled.
Typically, ħhωz > kBT so that one must retain the quantum-mechanical treatment for the z
direction, but one can make the semi-classical approximation for the x and y directions. For
large enoughωz , the z degree of freedom is completely frozen out and one has an effectively
two-dimensional gas whose density distribution is given by (5.10). As has been pointed out
by Holzmann et al. [129], actual experiments on cold atoms are not really in this regime
since one typically has kBT ® ħhωz , but not kBT ≪ ħhωz . In this case, one may still make
the semi-classical approximation for each energy level in the z direction and the total density
distribution takes the form

n(r) =−
1

Λ2

∞
∑

ν=0

log
�

1− e−β(ν ħhωz−µ)
�

|ψν (z)|2 , (5.14)

where we have absorbed the zero-point energy ħhωz/2 in the chemical potential which is
measured with respect to the state with the lowest energy. Since the states ψν (z) are normalised,
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equation (5.14) can be integrated along the z direction to obtain the quasi-two-dimensional (in
the thermal sense4) density distribution

n(ρ) =−
1

Λ2

∞
∑

ν=0

log
�

1− e−β[ν ħhωz+V (ρ)−µ]� , (5.15)

where we have made use of the LDA to allow for a slowly varying trapping potential in the xy
plane. In the limitωz →∞, one recovers equation (5.10).

In the limit |β[µ−V (ρ)]| ≫ 1, β[µ−V (ρ)] < 0, one may expand the logarithm in
equation (5.15). The sum then becomes a geometric series and the quasi-2d density n(ρ)Λ2 ≃
exp{−β[V (ρ)−µ]}/[1− exp(−βħhω)] which is the limit of a pure Boltzmann gas. If the
temperature is sufficiently low so that βħhωz ≫ 1, one may expand the logarithm for all ν ≥ 1
as long as β[µ−V (ρ)] does not become large compared to unity and the density reads

n(ρ)Λ2 ≃− log
�

1− e−β[V (ρ)−µ]
�

+
e−β[V (ρ)−µ]

eβħhωz − 1
, (5.16)

i.e. one retains the ideal Bose gas description for the fundamental along z and describes all other
levels in the Boltzmann approximation.

Rigorously speaking, the residual thermal excitation along z breaks the before-mentioned
scale invariance since it introduces the additional energy scale ħhωz . As long as temperatures
are sufficiently low, though, this effect remains rather small, especially for high phase space
densities where the population of the excited states along z becomes negligible with respect to
the fundamental due to Bose statistics.

5.2 The interacting two-dimensional Bose gas

Real gases differ from the ideal ones discussed up to now in that the atoms interact by colliding
with one another. Since we are considering very dilute gases, we only need to consider
binary collisions which may be described by a single-particle Schrödinger equation [138].
The collision is then characterised by a scattering amplitude which depends on the energy
of the colliding particles. In cold atom experiments, one may frequently regard the limit
of this quantity for vanishing energies. In the case of a three-dimensional interacting gas,
collisions are then completely characterised by the s wave scattering length as (for our 87Rb
atoms, as = 5.1nm [60]).

The collisionally quasi-two-dimensional regime

The situation is different in the case of a two-dimensional sample. Indeed, the dimensionality
has so large an impact on the scattering properties that we have to refine a bit our terminology:
from a thermodynamic point of view, the gas can be considered as being two-dimensional when

4We will see later in this chapter that the term “quasi-two-dimensional”, or “quasi-2d”, is also employed with a
different meaning when discussing interactions.
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kBT ≪ ħhωz . However, this criterion does not determine whether collisions can be regarded as
two-dimensional. For collisions, the relevant quantities are the extension of the wave function
in the vertical direction lz and the typical range of the interaction potential. If the temperature
is sufficiently low to be in the regime of pure s wave scattering, the latter is given by the
scattering length as . Thus, a gas is two-dimensional from a collisional point of view if lz ≪ as .

It turns out that this is not the case in typical experiments with (quasi-)2d cold atoms
such as those reported in [41, 42, 43, 139] or those described in chapter 6. On the contrary,
in these experiments one typically has lz ≫ as (typical numbers on our setup: lz = 180nm,
as = 5.1nm) so that the gas remains three-dimensional from the collisional point of view. We
can thus qualify these gases as “collisionally quasi-2d” even if the temperature is so low that
they are thermally purely two-dimensional. For currently accessible experimental parameters,
the samples are quasi-two-dimensional both from the thermal and from the collisional point of
view. Therefore we will often in the following refer to “quasi-2d” gases without specifying in
which sense since there is no risk of confusion.

In order to be able to have a self-contained theory for the gas, one has to derive an effective
2d coupling constant g from three-dimensional scattering. Petrov et al. have carried out such a
derivation [130, 131] and shown that when lz ≫ as , the coupling constant is given [130] by

g =

p
8πħh2

m

1

lz/as − log(πq2 l 2
z
)/
p

2π
, (5.17)

where q2 = 2mµ/ħh2 depends in turn on the density via the chemical potential µ. It is
convenient to use the quantity g̃ = m g/ħh2 which is just a dimensionless number.
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FIGURE 5.1: Variation of the dimensionless coupling g̃ = m g/ħh2 with the 2d density n for two
different choices of µ(n), corresponding to the pure condensate and the mean field regime. Over

the entire experimentally relevant range, g̃ remains equal to
p

8πas/lz to within better than
five percent. These curves have been calculated using lz = 180nm and as = 5nm.

Since we have lz ≫ as (for our experimental numbers, lz/as ≃ 36), the logarithmic term is
usually small against lz/as . This is not completely evident due to the self-consistent character



5.3. HARTREE-FOCK MEAN FIELD THEORY 99

of equation (5.17), but as one can see in figure 5.1, where we have represented the solution of
this equation for lz = 180nm, as = 5nm and two different choices for µ(n), g̃ remains constant
to a good approximation over the experimentally relevant range of densities (it falls to zero for
very low densities, but they are so low that they vanish in noise for our parameters). Thus, in
the following, we will treat g̃ as a constant, with

g̃ =

p
8πas

lz

. (5.18)

Note that one arrives at the same value using the following “naïve” argument [136]: the
three-dimensional mean-field interaction energy is given by

Eint =
1

2

4πħh2as

m

∫

d3 r |Ψ(r)|4 . (5.19)

Factorising Ψ(r) into Ψ(r) =ψ(ρ)e−z2/2l 2
z /(πl 2

z
)1/4, one may carry out the integration over z

to obtain

Eint =
1

2

ħh2

m

p
8πas

lz

∫

d2ρ |ψ(ρ)|4 , (5.20)

where the interaction is indeed characterised by g̃ . Typical experimental values for g̃ are 0.02
(reported by the NIST group from experiments on sodium [43]) and 0.14 (our group, [41, 42]
and the data presented in chapter 6) so that current experiments are in the weakly interacting
regime.

While this means that the interactions in a quasi-2d gas behave just as in a three-dimensional
one at the mean field level, there is one important difference: in three dimensions, the in-
teraction defines a length scale (the scattering length as ) whereas in the quasi-2d regime the
interaction constant is dimensionless (within the “naïve” derivation, the length dimension of the
scattering length is cancelled by the integral over z) and cannot serve to define a characteristic
length5. This means that a priori there is no breaking of scale invariance due to interactions,
unlike in three (or one) dimensions. Thus, the equation of state is expected to be scale invariant
provided the temperature is low enough to warrant a negligible population of the excited states
in the z direction.

5.3 Hartree-Fock mean field theory

The most elementary way to take into account interactions is to do this at a Hartree-Fock mean
field level. The idea of the Hartree-Fock method is to obtain an approximate, self-consistent

5In fact, this is not entirely true since one can define a two-dimensional scattering length a2 =

lz

p
C exp(−

p

π/2lz/as ) [140, 119], where C is a constant of order unity. However, for typical experimental
parameters, a2 is very small—for lz = 180nm and as = 5nm, a2 ∼ 10−19 m. It is thus hard to imagine that it might be
a characteristic length scale of the problem for typical experimental parameters.
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solution to the many-body Schrödinger equation by a variational approach [138]: The energy
functional

E(Ψ) =
〈Ψ|H |Ψ〉
〈Ψ|Ψ〉

(5.21)

is minimised using a trial wave function that is a symmetrised product of orthonormal single-
particle states φα. The variational problem can be recast in the form of an integro-differential
equation (in three dimensions):

 

−
ħh2

2m
∆+V (r)

!

φα+
∫

d3 r ′U (r− r′)
∑

µ

|φµ(r′)|2φα(r)

+
∑

µ

∫

d3 r ′φ∗µ(r
′)U (r− r′)φµ(r)φα(r

′) = Eαφα(r) , (5.22)

(the Hartree-Fock equations), where U (r−r′) is the two-particle interaction potential. Equation
(5.22) simplifies considerably in the case of a contact potential U (r− r′) = gδ(r− r′): using
the fact that

∑

µ |φµ(r)|2 = n(r), it takes the form

 

−
ħh2

2m
∆+V (r)

!

φα+ 2g n(r)φα(r) = Eαφα(r) . (5.23)

This has the same form as a single-particle Schrödinger equation in which the potential V (r) is
replaced by an effective potential Veff =V (r)+2g n(r). Thus, within these approximations (the
Hartree-Fock approximation and the contact potential) we can take into account interactions
by replacing V par Veff and solving the resulting self-consistent equations for the density. Note
that the Hartree-Fock approximation does not take into account correlations between different
particles since it starts out from a factorised wave function. It is thus not surprising that it
breaks down at high phase space densities where particles become strongly correlated, as in the
case of a Bose-Einstein condensate.

Mean field theory for a thermally two-dimensional Bose gas

In the case of a gas that is collisionally quasi-2d, but thermally 2d so that there is only one
populated level along z, taking interactions into account at the mean field level amounts to
subtracting a term 2g n from the chemical potential in equation (5.9). It then becomes an
implicit equation for the density n, or rather for the phase space density D = nΛ2:

D =− log
�

1− eβµ− g̃ D/π
�

. (5.24)

While this expression cannot be solved for D in closed form, it can be solved for the chemical
potential:

βµ= log
�

e g̃ D/π
�

1− e−D
��

. (5.25)



5.3. HARTREE-FOCK MEAN FIELD THEORY 101

Thus, one can calculate the density numerically by evaluating equation (5.25) for a suitable
set of values which gives µ(D). Inversing the roles of the two parameters yields D(µ). In the
following, we will refer to this theory as the single level mean field (SLMF) theory to distinguish
it from more elaborate theories which take into account the thermally quasi-two-dimensional
character of the gas.

From a physical point of view, the difference between equations (5.9) and (5.24) is far more
than cosmetic: it is easy to see that when D is varied from 0 to∞, βµ as given by equation
(5.25) takes on all values from −∞ to∞ which is equivalent to saying that equation (5.24) has
a finite solution for D for any value of µ, unlike the ideal gas where D diverges for µ→ 0 and
is not defined for µ> 0. From equation (5.25) we see that for D≪ 1 one recovers the ideal gas
(5.9). In the case of a trapped gas (which can also be described using equation (5.24) by making
use of the LDA), this means that the wings of the density distribution will be increasingly close
(with increasing distance to the trap centre) to those of an ideal gas.

With some efforts [141], one can calculate the atom number in a harmonically trapped gas
(with trapping frequencyω) corresponding to this density distribution:

N =
1

(βħhω)2

¨

g2

�

−eβµ− g̃ D(0)/π
�

+
g̃

2π
[D(0)]2

«

. (5.26)

This relation was first presented as a perturbative result in [142], but it is in fact exact within
SLMF theory [141]. Using equation (5.25) [replacing D by D(0)] one can express the atom
number either as a pure function of βµ or of D(0). Either way (µ is a monotonic function of
D) one sees that N increases monotonically with µ or D(0) and there is no saturation. This
means that there is no BEC in the Einstein sense in the harmonically trapped quasi-2d Bose gas
within SLMF theory, in contrast to what one finds for the ideal harmonically trapped 2d Bose
gas (a more rigorous proof is presented in [143]).

Multi-level mean field theory

As we already stated, the typical experimental situation is that of a thermally quasi-2d Bose
gas so that one has to find a means to integrate the thermal excitation along z into the mean
field picture. Within a short time span, three versions of such a theory have been presented by
the groups of Werner Krauth [129], Peter Blakie [144] (essentially a variant of the preceding)
and ours [136]. All three approaches yield very similar results [144, 145], so for our purposes
we limit ourselves to a brief review of the theories [144, 136]. For ease of notation, we will
write our equations for a gas that is homogeneous in the plane, knowing that we can recover
the trapped gas by making use of the LDA.

The basic idea in [129, 144] is to introduce a coupling term of the form 2g n into each term
in equation (5.15). Since the total density is divided up into different contributions nν which
correspond to different wave functions along z, the effective two-dimensional interaction will
depend on this level structure. An intuitive approach is to start out from the three-dimensional
interaction energy (5.19) and to substitute

|Ψ(r)|2 =
∑

ν

nν |ψν (z)|2 ; nν = log
n

1− exp
h

−β
�

ν ħhωz + 2
∑

ν ′
gνν ′nν ′ −µ

�io

, (5.27)
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so that the energy takes the form

Eint =
1

2

∑

ν ,ν ′
gνν ′nνnν ′ , (5.28)

where the interaction constants gνν ′ are essentially g̃ multiplied by an overlap integral between
the density associated to the states ψν (z) and ψν ′(z):

gνν ′ =
ħh2 g̃

m

q

2πl 2
z

∫

dz |ψν (z)|2|ψν ′(z)|2 , (5.29)

with g̃ as given above. We have already seen that g00 = ħh
2 g̃/m, the two following values are

g01 = g10 = g00/2 and g11 = 3g00/4. With these definitions, one has a self-consistent set of
equations for the densities nν (5.27) which can be numerically solved without difficulty.

This version of a multi-level mean field (MLMF) theory uses the unperturbed eigenstates
along z which in reality may be modified due to interactions. This is exactly the point where
the more elaborate versions presented in [136] and [145] come into play. The approach in [136]
consists in numerically solving the eigenvalue problem



−
ħh2

2m

d2

dz2
+Veff



ψν (z) = Eνψν (z) , (5.30)

where ψν (z) denotes the eigenfunctions along z and

Veff = 2g (3)n(3)(r) , (5.31)

with the three-dimensional coupling constant g (3) = 4πħh2as/m and the three-dimensional
spatial density

n(3)(r) =−
1

λ2

∑

ν

|ψν (z,ρ)|2 log
�

1− eβ[µ−Eν ]
�

. (5.32)

As before, the two-dimensional density is obtained by integrating over z which gives the same
equation without the |ψν |2 since they are normalised.

This system of equations can be solved by starting out with an intelligent guess for the
density distribution (e.g., a Boltzmann gas) and then iterating until a stable configuration is
reached. When we refer to MLMF theory in the following, it is this version of it that is meant.

Note that this version of MLMF theory differs from SLMF theory even at zero temperature
[which is not the case of the simpler version described above, equations (5.27) to (5.29)] since
interactions will modify the eigenfunctions ψν (z) regardless of the temperature. The theory
presented in [145] works in a similar way, but is formulated in terms of matrices with respect
to the base formed by the unperturbed wave functions along z. Another important remark
concerns the application of MLMF theory to trapped gases using the LDA: Since the effective
potential depends on the three-dimensional density, it depends in particular on the position in
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the plane so that in the system of equations (5.30) to (5.32) both the wave functions ψν and the
energies Eν become functions of ρ.

As far as the resulting density profiles are concerned, all three theories mentioned here give
very close results over the experimentally relevant parameter range [145]. One can go even
further by considering a “poor man’s MLMF theory” in which one just adds a thermal gas in
the states ψν>1(z) to the SLMF density distribution—since the interaction parameter is small for
current experiments and temperatures are at most of the order of some ħhωz/kB, the densities
in the excited levels are only weakly affected by the effects of interaction. Explicitly, the density
in this approach is given by

nΛ2 = D (0)−
∑

ν≥1

log
�

1− e−β(ν ħhωz−µ)
�

≃ D (0)+
eβµ

eβħhωz − 1
, (5.33)

where D (0) is the solution of the self-consistent equation (5.24) and we have carried out the
integration over z to obtain the quasi-2d density. The approximation on the right hand side is
again that of a Boltzmann gas in the excited levels.

In figure 5.2 we have represented the phase space density profiles obtained using MLMF

theory for the experimentally relevant range of temperatures andωz = 2π×3.58kHz, in direct
comparison to the ideal gas. At vanishing temperature, there is no visible difference to the
latter for βµ < −1. We equally show the direct comparison between the full MLMF result
and the one obtained using equation (5.33) (using the approximated version on the right-hand
side). The last plot in figure 5.2 serves to estimate when one may safely use the Boltzmann
approximation for the excited levels: for the range of chemicals potentials where mean field
theory is appropriate, its usage induces a negligible error. However, for βµ> 0, the quality of
the approximation rapidly deteriorates so that one must use the expression using the ideal Bose
gas.

5.4 Beyond mean field theory

While mean field theory permits an accurate description of the (quasi-)two-dimensional Bose
gas for low enough phase space densities (D ® 4), it fails at high phase space densities. In
fact, it has been shown by Berezinskii [123] and by Kosterlitz and Thouless [124] that while
there is no Bose-Einstein condensation in a homogeneous 2d system in the thermodynamic
limit, there is a phase transition from a normal (at high temperatures) to a superfluid (at low
temperatures) state. This transition has many intriguing properties a comprehensive review of
which would be far beyond the scope of the present work. Rather, we will content ourselves
with its existence, its location and its consequences on the density distribution.

As concerns the “location” of the transition, Prokof’ev, Ruebenacker and Svistunov have
shown [132] that in a weakly interacting two-dimensional Bose gas the critical point of this
transition lies at a critical chemical potential and phase space density

βµc =
g̃

π
log

 

ξµ

g̃

!

; Dc = log

�

ξD

g̃

�

. (5.34)
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FIGURE 5.2: Left: Phase space densities according to MLMF theory (the curve at 0nK essentially
reproduces SLMF theory) compared to the ideal gas prediction. Right: the same data in semi-
log representation. Bottom left: comparison between the elaborate MLMF method and the
approximate pmMLMF result (with the Boltzmann approximation for the excited levels) for
0nK, 100nK and 200nK. In the experimentally relevant temperature range, the two are almost
indistinguishable. Bottom right: ratio of the phase space density contained in the excited states
as obtained using the Boltzmann approximation or the ideal Bose gas.

The authors have numerically calculated the constants ξµ and ξD using classical Monte Carlo
algorithms and found ξµ = 13.2(4) and ξD = 380(3). For our experiment, g̃ = 0.14 so that the
critical chemical potential satisfies βµc ≃ 0.2 and the critical phase space density is Dc ≃ 8.

Around the critical point, there is a fluctuation region where mean field theory breaks down.
Outside this region, the gas is well described by either the mean field theory discussed above
(for low D values) or the interaction-dominated (Thomas Fermi or TF) limit where µ ≃ g n
(with g = ħh2 g̃/m)6 so that the density distribution of a harmonically trapped gas within

6This relation is the simplest approximation to which there are corrections even at vanishing temperature. There
has been considerable theoretical research on the equation of state in this regime both analytically [146, 147, 148]
and numerically using QMC methods [149, 150]. Of those recent results, the analytical results of [148] are in
excellent agreement with the numeric ones [149, 150]. However, all these corrections are so small that they can be
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the local density approximation takes on the shape of an inverted parabola with curvature
∂ n/∂ r 2 = (2 g̃ a4

ho
)−1. There is no simple theory for the equation of state in the fluctuation

region, but Prokof’ev and Svistunov have calculated it numerically [47] in extension of their
former work [132]. Their results are given in the form of tabulated values for two universal
quantities called X and θ(X ). In our notations, their definitions read

X =
1

g̃
(βµ−βµc ) ; θ(X ) =

D

π
−
βµ

g̃
. (5.35)

Using these definitions, one can calculate the phase space density D from these two quantities:

D =π
βµc

g̃
+π[θ(X )+X ] . (5.36)

For the lowest values of X , the authors recommend to use the mean field expression D =
− log[1− exp(βµ− g̃ D/π)] instead which is readily parameterised as

D =− log
�

1− e− g̃θ(X )
�

. (5.37)

Equations (5.36) and (5.37) become equal at X =−1.7, so this is where we pass from the first
(higher X ) to the second (lower X ) when calculating D from the tabulated values. In the
following, we will refer to profiles obtained in this way as “PS profiles”.

In order to compare the results by Prokof’ev et al. to experiment, one has to cope with
two issues: firstly, all the results in [132, 47] are derived for a very weakly interacting Bose
gases and the authors “expect that universal expressions established in this study are likely
to work without limitations only for mU significantly smaller than 0.1” [47], where mU
corresponds to g̃ in our notation. Thus, it is a priori not clear that these results are really
valid for our experiments with g̃ = 0.14. Secondly, the theory considers a thermally perfectly
two-dimensional Bose gas. For a meaningful comparison, one must have an idea about the
deviations from these results that may be caused by the quasi-two-dimensional character of our
samples.

Both issues have been addressed in the quantum Monte Carlo (QMC) calculations carried
out by Holzmann and Krauth [48] and later on by Holzmann, Chevallier and Krauth [145].
They succeeded in calculating density profiles for a quasi-two-dimensional geometry in close
correspondence to preceding experiments of our group [41, 42]. In terms of atoms numbers,
they were even able to go beyond experimentally feasible system sizes.

Using a set of QMC profiles that Werner Krauth kindly met at our disposition, we could
make the following observations (note that one has to apply the LDA on the PS profiles in order
to compare them since Prokof’ev et al. consider a homogeneous system whereas Holzmann et
al. carried out their calculations for a trapped gas):

• At temperatures low enough that MLMF essentially coincides with SLMF, the QMC

profiles are in agreement with the profiles calculated by Prokof’ev et al. to a precision

ignored in the present context.
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FIGURE 5.3: Left: comparison with a QMC profile for T = 60nK (where thermal excitations along
z are negligible with the prediction by Prokof’ev and Svistunov ( PS). Both curves are strikingly
similar. Right: comparison of three QMC curves with temperatures 77nK, 103nK and 135nK
(from top to bottom) with “poor man’s QMC” ( pmQMC) curves for the same temperatures.

that is sufficient for experimental purposes, i.e. the differences are notably smaller than
typical experimental noise, as can be seen in the left panel of figure 5.3. In fact, the
calibration of the chemical potential for the QMC profile in this plot is slightly abusive:
instead of aiming for a perfect superposition at low D (corresponding to a mean field fit),
we adjusted it to have the best possible superposition of the entire curves.

• At higher temperatures, one can produce very satisfactory imitations of the QMC profiles
by adding the density distribution of an ideal quasi-two-dimensional gas in the excited
levels to the PS profile just as we did in the case of mean-field theory. The density profile
would then be given by equation (5.33) (without making the Boltzmann approximation),
but this time using the PS profile for D (0) instead of the SLMF one. Here again, the
differences are smaller than typical experimental noise so that in the following, we
can use such curves [which one could call “poor man’s QMC profiles” (pmQMC)] for
comparison with experiment. This is very convenient since the profiles are rapidly
calculated numerically once the precalculated values by Prokof’ev et al. have been
entered. A comparison between pmQMC and real QMC data is shown in the right panel
in figure 5.3 for experimentally relevant parameters.

Thus, the QMC profiles provided to us by Werner Krauth give at the same time the answer as
concerns the applicability of the theory of Prokof’ev et al. on our data and provides us with a
“cooking recipe” to generate with modest numerical effort density profiles that closely match
the QMC ones for any experimentally relevant temperature or atom number. When in the
following chapters we refer to “theory” we mean pmQMC unless otherwise stated.
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The inflexion point of the equation of state

A common qualitative feature of the QMC and Prokof’ev-Svistunov predictions is the existence
of an inflexion point of D(βµ) (equivalently, using the LDA, it corresponds to a maximum of
the curvature at the origin of a trapped gas profile [48]). Its position seems to be at least very
close to the BKT transition [48], and using an idea put forward by Zhou and Ho in a different
context [151] one can attribute still another physical meaning to this intriguing point: it can
be directly related to particle number fluctuations7 by making use of the relationship between
the equation of state and the cumulants of the atom number [155].

We recall the definition of the cumulants of a statistical quantity X : if X is distributed
according to some distribution function f (X ), the generating function of the cumulants of X
is defined as g (t ) = log(〈e tX 〉), where 〈· · · 〉 denotes the expectation value with respect to the
function f (X ). The cumulants 〈X k〉c are defined by expanding this function in a power series:

g (t ) =
∞
∑

k=1

〈X k〉c
t k

k!
=⇒ 〈X k〉c =

dk g

dt k

�

�

�

�

�

t=0

. (5.38)

The cumulants are directly related to the moments 〈X k〉, in particular, the first two cumulants
are nothing but the expectation value and variance of X .

In a finite-size homogeneous system (we may imagine it to be a subvolume inside a larger
system), expectation values may be calculated using the grand canonical partition sum

ZG =
∑

N

∑

{ j }
eβµN e−βE j , (5.39)

where { j } represents the quantum numbers of the system’s eigenstates.
Owing to the mathematical structure of ZG , one has

dk

dt k
log
�¬

e tN
¶�
�

�

�

t=0
=

dk

d(βµ)k
log(ZG) , (5.40)

i.e. differentiating log(ZG) with respect to βµ successively yields all cumulants of the atom
number N .

Coming back to the inflexion point, the necessary condition for its existence is d2N/d(βµ)2 =
0 (since the inflexion point appears at constant temperature, one may regard the atom number
just as well as the phase space density). According to our reasoning above, the kth derivative
of the (average) atom number with respect to βµ is the (k + 1)th cumulant. Specifically,
dN/d(βµ) = σ2

N
, i.e. the variance of the atom number. The inflexion point thus corresponds

to a situation where the variance of the atom number has a stationary point—one intuitively
expects it to be a maximum since it lies well inside the fluctuation region, but not necessarily
at the critical point. We could localise the inflexion point between βµ= 0.17 and βµ= 0.21

7Particle number (or density) fluctuations in very cold samples have first been considered by Price in 1954 [152].
The particular case of a Bose-Einstein condensate has more recently been investigated by Giorgini et al. [153] and
by Astrakharchik et al. [154].
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in the following way: we calculated the numerical derivative of an interpolated version of
the PS profiles and searched for its maximum. The involved interpolation notwithstanding,
the precision of the result is in fact limited by the discretisation of the original tabulated data.
Thus, we may say that the location of the inflexion point is compatible with the critical point
without being able to give more precise information. The same conclusion has been reached by
Holzmann and Krauth based on their QMC data [48].

Scale invariance and universality

The theory by Prokof’ev and Svistunov is actually universal beyond the scale invariance that
we stated: using the quantities stated in equation (5.35) (and other quantities defined in a similar
way that we do not use here) they could construct their theory in a way that it is universal with
respect to the coupling constant as well whereas the scale invariance we were discussing only
implies the temperature and the chemical potential.

However, for our purposes, the interest of universality with regard to the coupling constant
is essentially academic: the easiest way to vary the value of g̃ is to change the trapping frequency
along z. With our current setup, we cannot go far beyond the value 3.6kHz (at which the
majority of our data is taken, as described in chapter 6)—and if we could, it might raise new
problems since the atom number one can charge into the quasi-2d potential decreases with
increasing trapping frequency. In contrast, it is very easy to reduce the trapping frequency (and
thus g̃ ), but in this case scale invariance will quickly disappear due to the increasing population
of excited levels along z. A different albeit technologically very involved possibility to vary g̃
is to change the scattering length using a Feshbach resonance. However, this would necessitate
considerable magnetic fields (the broadest Feshbach resonance for 87Rb lies at a magnetic field
of 1007G [156]) and our present setup does not have any coils that can easily be used to this
end. Thus, we are essentially capable of realising one unique value of the coupling constant and
can only verify the universality with regard to temperature and chemical potential.

A question of particular interest is to which degree the scale invariance of the PS theory is
preserved at finite temperature in a quasi-2d system. Since we have seen that the resulting density
profiles may be described quite satisfactorily by our pmQMC approach, it is straightforward to
give a quantitative answer to this question: the density corresponding to the particles in the
fundamental state along z actually is scale invariant to experimental precision. There is a slight
breaking of this scale invariance due to the particles in the excited states ν ≥ 1 which is to a
very good approximation given by Dν≥1 as given by equation (5.33) (without the Boltzmann
approximation). For experimentally relevant parameters, this is maximally of the order of one.
Thus, it is comparable to density as given by mean field theory, but will be small against the
phase space density as given by PS theory.

This can be seen in figure 5.4: at a scale permitting to see the high phase space density
region, profiles for different temperatures superpose almost perfectly over the whole range
relevant for our experiment. Of course, by zooming in, one would find the deviations (shown
in figure 5.2) in the low density regime which is accurately described by mean field theory.
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FIGURE 5.4: pmQMC profiles for temperatures covering the experimentally relevant range. Notwith-
standing the factor of three between the extreme temperatures, all profiles are practically super-
posed at this scale.

With these considerations we conclude our review of the aspects of two-dimensional Bose gas
theory most relevant for our purposes. To sum up the points that are most important for the
following chapter, we have seen that experimental systems are quasi-two-dimensional both
thermally (entailing the necessity to heed the residual excitation along z in the mean field limit)
and collisionally (permitting to account for interactions by means of the dimensionless constant
g̃ ). The equation of state exhibits scale invariance which should only marginally be broken for
experimentally achievable temperatures. Finally, we have concrete predictions for the equation
of state that should be directly comparable to experimental findings.





Chapter Six

Experiments with two-dimensional Bose gases

Vous voyez bien. Passer d’une joie absurde à une
mélancolie aussi absurde. Tout ça ne repose sur rien.

YASMINA REZA (*1959)
Trois versions de la vie

DURING our short review of 2d Bose gas theory in chapter 5, we have laid special emphasis
on the aspect of scale invariance in the 2d Bose gas’s equation of state. Indeed, the pre-

sumed existence of this scale invariance in a quantity that is experimentally directly measurable
on our new setup—the two-dimensional density—was the very motivation of the experimental
studies that are presented in this chapter.

As we stated in chapter 5, given the scale invariance and the local density approximation,
one single measurement would be sufficient to determine the equation of state for all densities
from zero to the central density of the measured sample. Our idea was to scan the experimen-
tally accessible range of temperatures and atom numbers and use this data to verify whether
there is indeed scale invariance. The experimental sequence we used for the production and
measurement of our samples along with the necessary calibrations is described in the first part
of this chapter.

When we obtained our first results in this respect (which necessitates a somewhat involved
data processing that we shall describe in detail), they essentially corresponded to our expec-
tations. This ceased to be the case when we began to do direct comparisons to theoretical
predictions: it turned out that there were differences on both the qualitative and the quantitative
level which need to be explained. In trying to understand them, we carried out further studies
of our data which will be described in the second part of this chapter. The particular question
of the influence of the imaging optics gave rise to extensive study the description of which
needs a lot of space so that we dedicate a separate chapter (chapter 7) to it, all other aspects
that we have studied up to now are described in this chapter1. In order to avoid jumping back
and forth between phenomena and possible explanations with different degrees of plausibility,
we first describe all the effects we observed on our data and then discuss the explanations we
considered.

1The last aspect we discuss—the collective interaction between the atoms and the probe light—is actually far
more complex than the imaging optics aspect, but in the available time, we could not carry out an extensive study
on it so that we have to limit ourselves to a brief qualitative discussion here.
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In the course of our more profound investigations, we were sometimes led to analyse data
that was originally not supposed to serve other than quick calibration purposes and is therefore
of inferior quality, or data the quality of which in itself is satisfactory, but which has been taken
only once. We try to mark explicitly those cases where a certain scepticism is appropriate.

6.1 Preparation of a single two-dimensional Bose gas

The production of our objects of study takes several steps: first, we produce a cold (degenerate
or near-degenerate) three-dimensional cloud in the science cell using a sequence as described in
chapter 1. Then we add the optical potential so that the atoms become very strongly confined
in the vertical direction, thus entering the quasi-2d regime. However, only a fraction of the
total sample can be loaded into the plane, the remaining atoms are pushed outside the optical
potential, but remain confined by the magnetic trap. In order to make images along the axis
perpendicular to the plane (i.e. the vertical axis), one has to remove those side planes since
otherwise they would by far dominate the signal.

Loading the atoms into the optical potential

The optical potential is generated using a 10W Verdi laser operating at 532nm using the optics
described in the last section of chapter 4. The actual beam power can be varied between zero
and a maximum which is in practice given by what we can inject into the fibre. For most of the
data presented in this chapter, the total beam power on the atoms was 1.3W. The variation
of the power is achieved by changing the modulation power in an acousto-optical modulator
(AOM). In order to obtain a given intensity “on demand”, the power of the AOM is controlled
by a feedback-loop circuit which compares a reference signal coming from the control computer
to the signal of a photodiode which monitors the actual power.

The dipole potential is ramped up slowly over 1.5 s, the value which we found to minimise
heating. In fact, it is very hard to be adiabatic in practice when covering such a large range
of frequencies (from ∼ 60 Hz—the vertical frequency in the TOP trap—to ∼ 4kHz) since one
would have to increase the power so slowly that other heating effects (especially due to the
residual intensity fluctuation of the beam) would dominate. To limit the effect of heating, the
ramp takes place in the presence of the evaporation rf field. The frequency of the latter remains
constant during the ramp and a subsequent hold time phase of 4 s, thus determining the final
temperature.

The adjustment of the Verdi beam is quite delicate: in order to charge the maximum number
of atoms in the central plane, one wants the beam to hit the center of the cloud as precisely as
possible (the horizontal alignment is far less sensitive, but needs some care as well). In order
to facilitate the beam adjustment, the dichroic plate which serves to superpose the Verdi with
the imaging beam—and which is at the same time the last reflecting element on the Verdi’s
path before reaching the atoms—is fitted with a pair of graduated precision actuators (Newport
DS-4F).

While the optical potential one can observe in a given plane perpendicular to the prop-
agation direction corresponds nicely to the theoretical prediction, we observed a peculiar
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FIGURE 6.1: Schematic representation of the geometry of the dipole beam on the atoms (not to
scale): the beam propagates along the y axis and is focussed to a size of ≃ 5µm. The atoms are
about 50µm further “downstream”.

behaviour when trying to load an atomic sample in the optical potential with the focal plane in
the middle of the atomic sample: the cloud shape in the plane becomes strongly anisotropic,
and the centre is displaced in the y direction by up to ∼ 20µm whereas the Verdi beam should
not create any significant potential in the horizontal (xy) plane. We thus judged it preferable to
work with a slightly reduced trapping frequency by voluntarily displacing the focal plane from
the atoms by ∼ 50µm, i.e. by a third of a Rayleigh length (see figure 6.1 for an illustration). In
this situation, the cloud is still slightly compressed along the propagation direction (the ratio of
the trapping frequencies is about 1.11) of the Verdi beam, but the centre coincides with the one
in the absence of the beam.
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FIGURE 6.2: Left: combined (magnetic and optical) potential in the vertical direction. There are
three distinct minima: a very narrow one in the center corresponding to the quasi-2d plane
and two shallower ones corresponding to the upper and lower side planes. Right: Horizontal
absorption images of the quasi-2d plane before (top) and after (bottom) cleaning. These images
were taken with a vertical trapping frequency considerably lower than the data presented
throughout the remainder of chapter for better visibility. The horizontal lines above and below
the cleaned sample are caused by diffraction.
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While we had to find a means to ensure that the atoms in the side planes do not perturb
the measurement of the atoms in the plane, one has to note that in order to do this it is not
mandatory to physically remove these atoms—it is sufficient to transfer them to an internal
state in which they will have no appreciable interaction with the probe beam.

Our solution to this problem is to use a laser beam tuned to the F = 2 7→ F ′ = 2 transition
(the same transition that is used for optical pumping which permits to use the same laser).
After a few absorption cycles, the atoms will be in the F = 1 hyperfine state which does not
interact with the imaging beam. Of course, in doing so, one has to avoid making the atoms
in the quasi-two-dimensional plane suffer the same fate. To this end, we used a telescope of
magnification 7.5 to image the shadow cast by a piano string of diameter 200µm on the plane.
The power in the center of the shadow is lower than the maximum power by a factor of
more than 100. In order to use the available power efficiently, we broaden the beam using an
anamorphic prism pair to match more closely the shape of the atomic distribution.

As is easy to imagine, the “protection” of the atoms in the plane is quite sensitive to the
vertical adjustment of this “cleaning beam”. In order to facilitate this adjustment, we decided to
superpose the cleaning beam with the imaging beam which in turn (as already mentioned in
chapter 4) is superposed with the dipole potential beam on the horizontal axis perpendicular
to the magnetic transport axis. Thus, we can take a horizontal absorption image of the atoms
without cleaning beam in the presence of the optical potential (taking care that the system is
properly warmed up), mark the position of the atoms on the screen and use this reference to
align the cleaning beam while observing it on the screen. After adjustment, one can immediately
verify using horizontal absorption imaging that the side planes are well cleaned. The power of
the cleaning beam is reduced as much as possible, i.e. we make sure that the side planes are well
cleaned for the highest used temperature (where the extension of the “side lobes” is largest),
but reappear when the duration of the cleaning pulse is reduced by more than 10%. A typical
duration is 60µs. During data acquisition, the cleaning is the object of periodic verification:
since our data is mostly taken with vertical imaging where there is no means to know whether
cleaning is still in order, we return to horizontal imaging from time to time to make sure the
side planes have not reappeared (either due to a drift of the cleaning beam relative to the atoms
or to a decrease in the cleaning beam’s intensity).

Time of flight measurements

As usual in experiments on cold atoms, we take our absorption images either in the trap (in
situ) or after a certain duration of ballistic expansion after rapidly switching off the trap [the
time of flight (TOF) method]. In the present context, we additionally introduce a variant to the
standard TOF scheme (where all trapping potentials are simultaneously switched off) which
consists in switching off the magnetic trapping potential while keeping the optical potential
constant. In this configuration, the atoms remain strongly confined in the vertical direction
so that the free expansion can only take place in the plane. In the following, we refer to this
situation as “2d TOF” whereas the usual TOF will be called a “3d TOF”.

The 2d TOF is of special interest since it has been predicted by Kagan et al. [157] and
by Pitaevskii and Rosch [158] that in this special configuration the expansion of the density
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distribution after being released from an isotropic in-plane trap with trapping frequency ω
follows a simple scaling relation2:

n(ρ, t ) =
1

γ (t )
n
�

ρ/
Æ

γ (t ), 0
�

; γ (t ) = 1+ (ωt )2 . (6.1)

If this result holds for our data (there may be limits to its applicability since it has been derived
using a delta interaction potential which can cause problems in two dimensions), this means
that one may acquire data after a 2d TOF and then use the scaling relation (6.1) to obtain the
exact in situ density distribution. This has two advantages with respect to a direct in situ
measurement: firstly, the imaging takes place in the absence of an external magnetic field so
that there is no inhomogeneous Zeeman broadening, thus enhancing the signal to noise ratio
(of course, for longer expansion time the measured peak optical density will eventually fall
below its in situ value). Secondly, one is less prone to imaging artifacts of all kinds since the
object to be imaged is larger.

In taking our data, we made use of this relation, albeit with some caution. On the one
hand (as described on pp. 132 ff.), our data cannot serve as an experimental verification of
equation (6.1), on the other hand, the experimental situation is more complicated due to the
slow variation of the vertical trapping frequency in the plane which may be expected to cause
deviations from the predicted behaviour once the cloud has expanded sufficiently to explore a
larger part of the potential. Thus, we usually took our data after a short 2d TOF of 3ms which
is sufficient to ensure the absence of a magnetic field, but will change the linear size of the cloud
by only 6% so that the overall shape cannot have evolved substantially (of course, the same
would be true for a short 3d TOF, but to a lesser extent). Many measurements were repeated
both with and without 2d TOF, and we will show some examples throughout this chapter.

One may wonder whether absorption imaging still works in the same way in our particular
geometry where the extension of the sample along the imaging direction (z) is comparable
to the typical distance between atoms [(n(3))−1/3 or (n(2))−1/2, whichever is larger] so that
there is typically at most one atom in a given column. Thus, the standard derivation of the
Lambert-Beer absorption law cannot be applied. However, as we will show in chapter 7, one
can derive the same equations by an alternative argument so that absorption imaging may be
expected to work in the same way for quasi-2d samples as it does for three-dimensional ones at
least in the dilute limit and with non-saturating probe laser light.

We also made use of 3d TOF measurements to characterise our samples. While there is no
global scaling law for the density distribution during a three-dimensional ballistic expansion, the
general behaviour can be understood by noting that due to the strong vertical confinement the
cloud will expand very rapidly in the vertical direction so that after less than 1ms interactions
within the sample become negligible. Hence, during the observable part of the TOF, the cloud
should expand as an ideal gas. As concerns the expansion in the xy plane, one may divide

2More precisely, Kagan et al. presented a rigorous proof of the scaling relation within a Bogoliubov approach
(for the condensate mode and the Bogoliubov excitations) whereas Pitaevskii and Rosch derived it for the entire
density distribution, but put it under the reserve that the interaction between atoms can be represented as a delta
potential.
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the sample into a thermal (which will expand with a typical time scale of ω−1 ∼ 8ms) and
a condensed part (which will expand with a typical time scale of m∆x∆y/ħh ∼ 550ms for
∆x ∼ 20µm). This means that for typical experimental time scales from 0 to 30ms the thermal
part will expand appreciably while the condensed part will remain practically unaltered.

Trapping frequencies

After these discussions of the production and cleaning of a single quasi-2d gas and our methods
to image it, the only missing elementary characterisation of the system is to give the trapping
frequencies in the three directions of space. This is most important for the tightly confining
potential since it determines the quasi-2d coupling constant g̃ . Before measurement we only
have the theoretical estimate based on the beam power and measured waist, but this is cer-
tainly overestimated since we voluntarily displaced the focal plane from the atoms. It is also
important for the in-plane frequencies since they are modified by the presence of the optical
dipole potential: as has been pointed out in [136], the inhomogeneity of the vertical trapping
frequency over the plane causes a renormalisation of the frequencies in the plane, so they should
be measured as well.
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FIGURE 6.3: Center of mass oscillations used to determine the trapping frequencies along all three
axes. Note that the time scale for the oscillations along z is in milliseconds whereas it is in
seconds for the other two directions. The dotted lines show least square fits with damped sines.
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axis frequency (Hz) damping time (s)

x 18.8 0.46
y 21.0 2.94
z 3580 0.91× 10−3

TABLE 6.1: Trapping frequencies and phenomenological damping times corresponding to the plots
shown in figure 6.3. The “damping” in the plane might be nothing but the start of a beat note, in
the vertical direction it is plausible to assume that it is due to the sample’s exploring anharmonic
parts of the trapping potential.

The procedure for the measurement of the frequencies is just as it has been described in
chapter 3, i.e. by exciting and observing centre of mass oscillations along all three axes. A
typical example for such a measurement is shown in figure 6.3, the numerical value extracted
from least square fits using a phenomenological damped sine function are given in table 6.1.

The vertical trapping frequency corresponds to a harmonic oscillator length of lz =
(ħh/mωz )

1/2 = 180nm [the geometric mean frequency in the planeω = (ωxωy )
1/2 ≃ 19.9 Hz

in turn leads to a length of aho = (ħh/mω)1/2 = 2.41µm] and thus to a coupling constant
g̃ =
p

8πas/lz = 0.14.

6.2 Data processing

In order to be able to do meaningful comparisons to theory, we first have to convert our
experimental data to the form proposed by theory. In particular, we need to express our
density distributions as functions of the radial distance from the cloud centre, and calibrate
the temperature and chemical potential so that we may convert the density and the radius to a
phase space density and an equivalent chemical potential, using the LDA for the latter. In the
following sections, we describe the processing and the calibration of our data that permit to
cast it in the desired form.

Image processing

Directly after acquisition, we dispose of a set of absorption images such as those shown in the
two upper rows in figure 6.4, i.e. a grid of discrete optical density (Do) values (see chapter 7 for
the definition of the optical density). For quantitative analysis, we want to have our data in
the form of radial profiles which can be compared to theoretical predictions. These profiles
are obtained in several steps: in a first step, we fit a 2d Gaussian to the images to determine the
position, anisotropy and tilt angle of each sample. Around its position, we extract a region
of interest (ROI) of 216× 216 pixels, corresponding to an equivalent physical extension of
(315µm)2.

We then calculate the average value in four 40× 40 pixel squares situated at the corners of
the ROI (like this, the distance between two opposing “inner corners” of these squares is only
12% smaller than the full width of the region of interest, see figure 6.5). This value is subtracted
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FIGURE 6.4: Top row: in situ absorption images of quasi-2d samples for 2.94MHz, 2.90MHz,
2.86MHz and 2.82MHz (from left to right). The offset has not yet been subtracted and the
centering for these images is done by hand (for data analysis, this is done using a gaussian fit).
Middle row: the same after a 2d TOF of 3ms. The grey scale has been slightly adapted with
respect to the top row. Bottom row: averaged profiles from data taken in situ (left) and after a
2d TOF of 3ms (right). The plots show the measured optical density Do without any corrective
factors. The two graphs are extracted from one same series in which the 2d TOF duration was
alternating between 0 and 3ms. The radio frequency determining the temperature ranges from
2.94MHz (highest temperature) down to 2.80MHz (lowest temperature).



6.2. DATA PROCESSING 119

315µm

140µm

FIGURE 6.5: Schematical illustration of the region of interest ( ROI): the four shaded squares in the
corners indicate the areas used for the calculation of the offset. Their inner corners touch a circle
of radius 140µm which is larger than any measured sample.

as an offset which works to a precision of typically better than∆Do = 0.02. The ROI is then
rotated to compensate for the tilt angle (typically ® 10◦) using a bicubic-spline algorithm from
the MATLAB library.

FIGURE 6.6: Schematical illustration of the two approaches to obtain a radial profile. Left: the
average is carried out by explicitly calculating the integral over the pixels contained between
two ellipses (shaded area), taking into account the fact that most pixels will only partially lie
inside the considered area. Right: pixels are sorted according to their distance from the centre,
illustrated here for the first five distances. Pixels having the same color are at the same distance
from the centre. The average is then carried out over each such subset of pixels.

After these preparations, we are ready to do the angular average to obtain a radial profile.
We have tried out two complementary algorithms to do this (the first one has been developed by
Kenneth Günter and the other by myself). Their principles are as follows (see also figure 6.6):

1. The pixels of the ROI are sorted according to their distance from the centre (measured
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in discrete pixels), then an average is carried out within each set of pixels at an equal
distance from the centre. If one wants to enhance the resolution of this procedure, one
can subdivide the original pixels into 4,9,16, . . . pixels and use the algorithm in the same
way.

2. The ROI is considered as a continuous surface on which the pixels take up a finite area
each. One calculates the surface integral over the surface between two ellipses centered
on the ROI using analytical formulas. Each pixel contributes with the fraction of its
area that is covered by the considered surface. The radii of the ellipses may be chosen
arbitrarily, but the most natural choice seems to be to keep the total surface equal so that
the resolution becomes finer towards the outside of the cloud.

While both methods allow to calculate the averages to an arbitrary precision (i.e. to a precision
limited by the fluctuations of the original image), each has its respective advantage: the first
method is much faster whereas the second method allows to take into account the ellipticity in
a natural way by imposing the measured ellipticity on the integration surfaces (which has to be
implemented by a suitable binning algorithm with the first method). Apart from these details,
both algorithms yield identical results, as one should expect. The profiles shown in the bottom
row of figure 6.4 have been generated using the first method, as is the case for the majority of
the data shown in this chapter.

Fixing the detectivity factor

In an ideal realisation of absorption imaging with linearly polarised resonant light, the atomic
density would be given by

n = Do

 

7

15

3λ2

2π

!−1

, (6.2)

where 7/15 is the average of the squares of the relevant Clebsch-Gordan coefficients (see
chapter 7) and 3λ2/2π is the cross section of the atoms for the absorption of light with a
Clebsch-Gordan coefficient of one (λ = 780.24nm in our case). In actual experiments, the
measured optical density Do is diminished with respect to the ideally expected value (the optical
depth do , see chapter 7) due to various imperfections such as broadening of the resonance line
due to the Zeeman effect in inhomogeneous magnetic fields. We account for this by multiplying
the optical density with an appropriate factor ξ > 1.

We will now discuss the role of the imaging beam intensity in our experiment. In order
to have a precise idea of the intensity on the atoms, we carried out a calibration of the total
efficiency of our pixelfly qe camera, i.e. we determined the number of counted photoelectrons
as a function of the number of photons really arriving at the camera (which can be calculated
from the exposure time together with the beam power measured using a power meter and the
beam width). We found that the ratio between the numbers of present photons and counts is
7.69. Knowing this number and the magnification G (since the intensity on the atoms is G2

times the intensity on the camera), we can determine the intensity on the atoms directly from
our raw images.
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Most of our data has been taken with an intensity of 0.5mW/cm2 on the atoms which
corresponds to 1/6 of the equilibrium saturation intensity for linearly polarised probe light
Isat = 3.05mW/cm2 [159]. In the following, we will refer to this as the “high intensity” scheme.
We equally took data using a “low intensity” scheme where the power was a factor of 4.5 lower
and the exposure time a factor of 4.3 longer to have an approximately equal number of detected
photons. In direct comparison after 3ms of 2d TOF we measured 1.27 times more atoms in
the low intensity scheme than in the high intensity scheme (determined in a series in which
the intensity was changed at some point without interrupting the sequence. The ratio is that
between the averages of five consecutive shots for each intensity).

There are several reasons which made us prefer the “high intensity” imaging scheme: firstly,
its designation notwithstanding, it is still in the weakly saturating regime so that the line width
cannot be reduced much by reducing the intensity even more; Secondly, it permits to take our
absorption images using shorter exposure times so that the atoms have less time to move—we
shall illustrate on pp. 136 how such a motion can alter the observed density distribution. A
third reason is an effect that has yet to be understood: while when imaging after a finite TOF

duration, the observed optical density increases with decreasing intensity as one should expect
since saturation broadening becomes less and less pronounced, we found that in the case of in
situ imaging the observed atom number actually has a maximum close to the intensity of the
high intensity scheme and then rapidly decreases with decreasing intensity. We thus decided
to attribute a greater weight to TOF data, but frequently acquired data with series alternating
between in situ and 2d TOF sequences to have the direct comparison.

Since the measured factor of 1.27 constitutes more of a lower bound than an exact correction
factor (one would have to be able to carry out the limit towards vanishing intensity in order to
obtain it) and the resonance curves we measured are compatible with the natural line width,
but seem to be slightly broadened even in the low intensity scheme, we decided to “leave a
margin” of 10% to roughly account for these extra effects and used ξ = 1.4 for data taken after
TOF. This is most likely still slightly underestimated, but should not be far from the truth. In
the following section, we will discuss the influence of the value of ξ on subsequent calibrations.

For in situ data, the detectivity is dominated by inhomogeneous Zeeman broadening. In
direct comparison, we measure 2.21 as many atoms after 3ms of 2d TOF than in situ. Thus,
for in situ images, we use a value for ξ which is a factor of 2.21 larger than the TOF value, i.e.
ξ = 3.1.

Determining the temperature

Since the natural quantity for the theoretical description of the (quasi-)2d Bose gas is the phase
space density D = nΛ2 rather than the density n, a meaningful comparison between experiment
and theory requires a reasonably precise estimate of the temperature. The simplest method
to obtain such an estimate is a gaussian fit: since gα(x)≃ x for x ≪ 1 and any α, the density
distribution of a harmonically trapped Bose gas in any dimension will approach a Gaussian in
the outer regions where the density is low enough.

On three-dimensional samples, this method works quite well if one takes care to exclude
the very centre of the sample from the fit. In two dimensions, this is considerably less true since
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the coefficients in the power series of g1 decrease more slowly than those of g3/2. In trying to
restrict the fit to a region sufficiently far out for the Gaussian approximation to work (to be
precise to within 5%, one needs to restrict the fit to r > 2rT , where rT = (kBT /mω2)1/2 is the
typical length scale of the trapped gas), one ends up with a poor signal to noise ratio and a high
sensitivity to imperfections in the offset subtraction, rendering the fit temperature prone to
strong fluctuations and systematic errors.
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FIGURE 6.7: Temperature calibration using multi-level mean field ( MLMF) profiles. The plots show
four typical profiles (taken after 3ms of 2d TOF) after calibration, with the closest mean field
profile for comparison.

In order to have a more reliable means of estimating the temperature, we developed an
algorithm based on multi-level mean field (MLMF) theory: first we generate a set of D(βµ)
curves for temperatures ranging from 5nK. . . 200nK in steps of 5nK as a gauge. These profiles
are calculated up to a maximal chemical potential µmax = 0, corresponding to a maximum
phase space density of between 2 and 3. To estimate the temperature for a given sample, we
take its radial profile n(r ) which we convert to n(µ0/kBT0 − r 2/r 2

T0
)Λ2

0 using an arbitrary

initialisation temperature T0 and thermal wavelength Λ0 = (2πħh
2/mkBT0)

1/2, and µ0 = 0.
Note that we are relying on the LDA for this calibration. The experimental profile is adjusted to
the MLMF profile whose temperature comes closest to T0 by using the temperature and chemical
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FIGURE 6.8: Top left: temperatures obtained from multi-level mean field fits on data taken after
3ms of 2d TOF (after TOF correction). Top right: atom numbers for the same series. Bottom
left: βµ as a function of the radio frequency as obtained from the MLMF fit. Bottom right: atom
number as a function of temperature to illustrate how the two correlate due to the production of
the samples using evaporative cooling. For all four plots, a detectivity factor ξ = 1.4 has been
used, error bars indicate statistical uncertainties.

rf (MHz) T (nK) N βµ

2.80 30.2± 2 14200± 4300 1.01± 0.17
2.82 42.5± 2 20300± 2700 0.81± 0.10
2.84 56.6± 3 25900± 2200 0.63± 0.08
2.86 72.6± 4 31700± 3900 0.48± 0.04
2.88 91.3± 4 38200± 3900 0.37± 0.05
2.90 109± 3 46100± 3000 0.30± 0.02
2.92 119± 4 49400± 4300 0.24± 0.02
2.94 134± 4 57500± 4000 0.19± 0.02

TABLE 6.2: The same data as in the plots in figure 6.8 in absolute numbers.
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potential attributed to the experimental profile as fitting parameters, yielding at couple (T1,µ1)
corresponding to the best fit. From this point on we can iterate the procedure by choosing the
MLMF profile whose temperature is closest to T1, adjusting the experimental profile [which
yields a couple (T2,µ2)] and so on. In most cases, this procedure will converge after a few
iterations (typically two or three), but it also happens occasionally that the temperature ends
up oscillating between two values so alternates between two different reference curves. In this
case, we take the average between the two (T ,µ) couples (the temperatures are maximally 5nK
apart anyway so that the difference between the two reference profiles is small).

In figure 6.7, we show four examples (covering the range of experimentally explored
temperatures) of experimental density profiles together with the closest MLMF profile. The
temperatures attributed to the images of the corresponding series (with nine repetitions of
each point) are shown in figure 6.8. One immediately sees that the attributed temperatures are
quite reproducible, which means that both the experimental sequence (determining the real
temperature) and our fitting procedure work reproducibly. Note that this is less the case for the
atom numbers that show stronger fluctuations—for similar temperatures, N can vary by up to
a factor of two between extreme values.
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FIGURE 6.9: Influence of the detectivity factor ξ on the temperature measured by a multi-level
mean-field fit. The starting point is a given profile (rf 2.86MHz, 3ms of 2d TOF) which is
multiplied by a trial factor ranging from 1.0 to 2.0 before making a temperature calibration.
The left plot shows the resulting temperature which for the chosen example changes appreciably
over the relevant range between 1.0 and 2.0. The second plot shows the corresponding phase
space density profiles after calibration as a function of α=βµ, with a theoretical profile (with
temperature 79nK corresponding to the fit to the ξ = 1.5 profile) for comparison.

One should note, however, that this stability in itself does not give any information about
systematic uncertainties. We have identified two possible causes of such systematic uncertainties.
The first is the subtraction of the offset which is a minor issue for images with a good signal to
noise ratio (such as the images taken after 2d TOF). The second one is the detectivity factor
ξ with which we multiply the measured optical densities to account for the reduction of the
effective cross section of the atoms with respect to the ideal value.
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Unlike the case of a Boltzmann gas (the density profile of which in a harmonic trap is
Gaussian) where the temperature enters only in the width of the distribution, temperature
information is contained both in the width and the amplitude of the distribution already
when considering an ideal, perfectly two-dimensional Bose gas. This is even more true in our
quasi-two-dimensional regime. Thus, changing ξ will cause the temperature attributed to a
given profile to change as well. In figure 6.9 we show the consequences for a typical profile,
both for the attributed temperature and the resulting nΛ2. One sees that the uncertainty on
the detectivity factor ξ enters as an important systematic uncertainty into the temperature
calibration.

6.3 First results

Having finished our calibrations, we are now ready for a direct comparison to theoretical
predictions. The results of this comparison are exposed in the following sections. In this
presentation, we try to separate the effect of the LDA from the effect of scale invariance as best
we can, even if this is only marginally possible with our data.

Test of the local density approximation

The first thing to verify once the data has been processed to a usable form is that the LDA

which has been used for the calibrations is indeed valid for our data. An ideal verification
would consist in producing a large number of samples at equal temperature, but with atom
numbers differing by at least one order of magnitude. However, due to the production of our
samples using evaporative cooling, temperature and atom number are always closely correlated,
as can be seen in figure 6.8 (bottom panel). Thus, to obtain an approximate verification of the
LDA, we produced a large number of samples at constant temperature (as we already stated, the
temperature is well reproducible on our setup) and selected samples with substantially different
atom numbers a posteriori.

N T (nK) βµ

18600 62.9 0.39
13700 69.6 0.20
9900 67.3 0.11

TABLE 6.3: Atom numbers (using ξ = 1.4) and fitted temperature and chemical potential for the
three samples shown in figure 6.10. Since the numbers concern individual images rather than
ensembles, we cannot provide a statistical error estimate.

The result of this procedure is shown in figure 6.10 (left panel): from the available data,
we selected three profiles with temperatures (as obtained from the procedure described above)
between 63nK and 70nK (see table 6.3 for details). The atom numbers (as always in this chapter
unless stated otherwise) were obtained by summing over all pixels in the regions of interest (for
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FIGURE 6.10: Test of the local density approximation ( LDA): a set of three profiles with atom
numbers up to a factor of two apart, but similar temperature, shown as n(r ) (left panel) and
D(r/rT ) (right panel). The data has been taken after 3ms of 2d TOF (which has been corrected
for), the plots have been made using a detectivity factor ξ = 1.4. One clearly sees that the three
curves superpose flawlessly in the second plot.

which, as we said, the offset is already subtracted). Thus, they are directly proportional to the
detectivity factor ξ (which is of no consequence for the test of the LDA).

The right panel of the same figure shows the same data in the form D(βµ) (using the MLMF

calibration of chemical potential and temperature). As one can see, all three profiles superpose
perfectly except for minor fluctuations. Note that this result does not depend in a critical way
on this particular method of temperature calibration: since the temperature enters into the
relation between n(r 2) and D(βµ) as a mere scaling parameter, one may equally well attribute
an arbitrary temperature and chemical potential to one of the curves and use temperature and
chemical potential as fitting parameters to adjust the two other ones on the first.

Of course we cannot claim that this data constitutes a “proof” for the validity of the
LDA for the considered system—for such a claim, the explored range of parameters is far too
small, with only one temperature and just a factor of two between the extreme atom numbers.
Note that the extreme atom numbers of typical data covering several temperatures are notably
farther apart (up to a factor of five), but the extreme atom numbers correspond to the extreme
temperatures so that the difference between these profiles cannot be explained by the LDA

alone. However, we judge the data shown in figure 6.10 to be sufficient to give confidence that
the LDA is valid for the range of parameters explored in our experiment.

Scale invariance and comparison to theory

At this point we are all set for a comparison of our experimental data with theoretical predic-
tions: temperature and chemical potential have been calibrated using MLMF theory and we have
reason to believe that the LDA which is a crucial hypothesis for the interpretation of our data
should be valid to the precision of our measurements. Without supplementary assumptions,
this leaves us with no free parameter and we can compare theory and experiment directly.
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FIGURE 6.11: Left: the four profiles from figure 6.7 superimposed on one plot. Right: pmQMC

prediction for the temperatures attributed to these profiles using the MLMF fit. The theoretical
data shows only minor differences due to thermal excitation along the z direction (they are
strongest in the region −1®βµ® 0 where D is still fairly low, so the deviations do not leap to
the eye). The experimental curves are fairly close to one another for the three higher temperatures.
The “coldest” profile is visibly deformed.

In figure 6.11 we see such a comparison (the profiles shown in the left panel are the same that
have already been shown in figure 6.7). Here we have separated experimental and theoretical
profiles for optical clarity. The right plot shows that at the scale for D given by the curve
with the highest phase space density, the profiles should be essentially superposed. This is
the case to a reasonable degree for the profiles corresponding to rf values ≥ 2.86MHz. The
profile at 2.82MHz deviates significantly from the others for higher D values. We found this
to be systematic for our data at temperatures determined by rf values ≤ 2.84MHz—there
is a progressive effect of deformation which becomes increasingly strong with decreasing
temperature. For the “higher half” of our data, there is no visible evidence for deformation on
the profiles themselves whereas for the “lower half” one notices slight artifacts such as the kink
on the “coldest” profile in figure 6.11 where the separation from the other curves takes place.

Even if we set aside the lower temperature profiles, there remain differences between the
experimental data and the theoretical prediction on both the qualitative and the quantitative
level: none of our experimental curves shows the characteristic inflexion point that is visible
on all theoretical curves, and a plot of experiment and theory on one same graph shows
considerable deviations. An example for such a direct comparison is shown in figure 6.9. This
same graph holds at the same time the answer to the question whether this discrepancy might
be due to a faulty calibration of the detectivity factor ξ : within reasonable limits for its value,
there seems to be no way to achieve a better agreement with theory. Furthermore, this effect
could not account for the absence of the inflexion point.

At this point it is clear that there is a substantial difference between the predicted and the
measured density profiles. This puts our calibrations described in the preceding sections on
unstable ground: before knowing their cause, one cannot guarantee that the deformations affect
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only the high density region. The fact that the mean field fits work well in itself cannot be
considered a strong evidence for such an assumption since the shape of the mean field profiles
offers few “landmarks”. Thus, it is desirable to complement further analysis of the data with
representations that are less dependent on a particular calibration.
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FIGURE 6.12: Atom number as a function of the central density. Solid lines correspond to the QMC

prediction [145] for the temperatures 77nK, 103nK and 135nK (from bottom to top), dashed
lines are calculated from experimental data in situ with ξ = 3.1 (left panel) and after 3ms of
2d TOF using ξ = 1.4 (right panel). For both datasets, we show the profiles corresponding to rf
values of 2.94,2.90,2.86 and 2.82MHz. The dotted line shows the Thomas-Fermi limit. The in
situ data presents some numerical artefacts at low temperature since due to the low signal to
noise ratio the subtraction of the constant offset is not entirely satisfactory.

One example for such a complementary representation is shown in figure 6.12: one may
plot the atom number N as a function of the peak density n0. Using the LDA, one obtains a
curve N (n0) from a single profile by representing it as n(r 2) and integrating from a variable
inner radius r 2

0 [which determines n0 = n(r 2
0 )] to “infinity”, i.e. to a point far enough outside

the sample. The detectivity factor ξ enters such a plot in a transparent way since it corresponds
to a simultaneous scaling of both axes by the same factor. Another advantage is that such a plot
allows the comparison of several sets of data without having to calibrate their temperatures, i.e.
one can judge whether or not two sets of curves are mutually compatible without having to
have a one to one correspondence of their temperatures and chemical potentials. In figure 6.12
we show two of these plots, comparing in situ and TOF data to curves calculated from QMC

density profiles that have been given to us by Werner Krauth. The disadvantage of this type
of plot is that a faultily compensated offset enters in a complicated manner. The left panel of
figure 6.12 shows some examples of this effect (erratic jumps and negative atom numbers close
to the origin).
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6.4 Further characterisation of our data

At this point, we may clearly state that our observations do not agree with theoretical pre-
dictions. Now, as we have seen in chapter 5, there are two theoretical predictions (the one
by Prokof’ev and Svistunov [47] and the one by Holzmann and Krauth [48]) which have
been derived using different methods and agree very well with each other. Thus, there is good
reason to have faith in these predictions which means that in our data there are effects outside
the considered theoretical framework. These may be either mere technical imperfections or
physical effects that have an interest in themselves. In order to tell which case is true for our
data, we have carried out a more thorough analysis which we present in the following sections.
Afterwards, we will present the possible elements of explanation that we have considered. Of
course, these two parts are all but independent since the aspects we investigated were always
influenced by our hypotheses and vice versa so that the order of the two parts might just as
well be the inverse.

A pure density effect?

Up to this point, our characterisation of the differences between experiment and theory was
rather qualitative. While this had the advantage of avoiding an overly sensitivity to particular
calibrations, it is helpful to be more quantitative in order to identify the effects at work. The
first question we want to address is whether or not what we observe is a pure density effect.

To this end, we take our data after 3ms of 2d TOF and calibrate it (i.e., we determine both
the temperature and the chemical potential) as described above using a detectivity factor ξ = 1.4.
The temperature and chemical potential attributed to a given profile completely determine the
theoretical curve that one is supposed to measure. We can thus calculate the ratio between the
theoretically expected and the experimentally measured density profile.

One should remark that taking the ratio between two functions will yield meaningful
results when the difference between the two has an essentially local character. If this is not the
case, e.g. if the second function is the convolution of the first with a not too narrow function,
there is no telling how exactly this affects the ratio of the two functions.

The result (averaged over nine runs) is shown in figure 6.13. We plot the ratio of the
densities as a function of the expected density. In the ideal case, this would just give one. In the
case of a purely local density-dependent effect, the resulting curve would have a nontrivial shape,
but should not depend on the temperature, i.e. the curves taken for different temperatures
should superpose. However, as we see in the first panel of figure 6.13, this is not what we
find: the curves for different temperatures clearly separate when plotted as a function of the
expected density, but quite surprisingly this is far less the case when plotting the same ratio
(which is, of course, at the same time the ratio of the expected and the measured phase space
density) as a function of the expected phase space density D (theo) (as shown in the second panel
in figure 6.13). Here, most curves superpose within the error bars. The clear deviation of the
“coldest” curve might be owed to the fact that the temperature calibration becomes marginally
reliable there. The third panel of this figure shows the ratio of the expected and measured
atom number (since the measured density is smaller than the expected one, the same is true for
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FIGURE 6.13: Top: Ratio of the theoretically expected and the measured density as a function of
the expected density for six different temperatures. The experimental profiles (taken after 3ms
of 2d TOF which is corrected for) have been calibrated using multi-level mean field fits. For
not too low temperatures, there is a plateau close to one corresponding to the range where the
fit well reproduces the data. For high densities, one sees that the experimental cloud shapes are
considerably less peaked than the theoretical ones. One equally sees that for the lowest shown
temperature, the mentioned plateau vanishes, i.e. the data can no more be well reproduced by
the fit over a non-negligible range. Middle: the same data with the theoretical phase space density
on the horizontal axis. Bottom: Ratio of the atom numbers corresponding to the theoretical and
experimental profiles.
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the respective atom numbers): as the measured temperature decreases, the ratio N (theo)/N (exp)

increases up to a certain point, then seems to plunge while the error bars become quite large.
Here again, it is well imaginable that the dependence should in fact be monotonic and that the
“coldest” points are displaced due to unreliable calibrations of the temperature and chemical
potential.

Central curvature

When we first determined the central curvature of our data, it was supposed to serve a different
purpose: according to the LDA and for large atom numbers, the centre of the density distribu-
tion should be in the Thomas-Fermi regime and thus take a parabolic shape with curvature
∂ n/∂ r 2 = (2 g̃ a4

ho
)−1 as we mentioned in chapter 5. This expected curvature only depends

on the trapping frequencies along z (through g̃ ) and in the plane (through aoh which can be
determined independently, as described earlier in this chapter). Thus, it would provide a means
to fix the detectivity factor. Since we know that the shape of our density distributions differs in
shape from theoretical expectations, and seemingly more so in the centre than in the wings3, it
is clear that we cannot use this data for such a calibration. However, the information contained
in it may still be useful to characterise our findings. In particular, the inflexion point of the
equation of state mentioned in chapter 5 corresponds to a maximum of the curvature at the
origin, so it is worthwhile to check for its presence.
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FIGURE 6.14: Central curvature of data taken in situ (left) and after 3ms of 2d TOF (right). The
latter is corrected for ballistic expansion, otherwise no corrective factors have been applied. The
curvature was calculated by fitting a parabola to the central disk of radius 10µm of each image.
For the experimental values ω = 2π× 19.9 Hz and g̃ = 0.14, one expects the curvature to
converge to 0.106 (pure Thomas-Fermi limit). While the TOF data shows a plateau at low rf
(corresponding to low temperatures) indicating a detectivity factor of 1.4, the situation for the in
situ data is far less clear.

3Our calibrations are equivalent to superposing theory and experiment in the low-density regime. Throughout
our entire analysis, we stick to this choice since it seems reasonable that whatever the nature of the effect, it should
be stronger in dense samples than in very dilute ones where one essentially deals with single-particle physics.
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To obtain the curvatures, we fitted a two-dimensional parabola to the centre of our samples
(more precisely, to the central disk of radius 10µm. We verified that the results do not depend in
a critical manner on the precise radius), using the two Thomas-Fermi radii as fitting parameters.
The result is shown for the data from our principal series (both in situ and after 3ms of 2d
TOF, the latter is rescaled using equation (6.1) to be comparable to in situ data) in figure 6.14.
Having accepted that the density distribution is altered by some unknown effect, is surprising
to find that the data after TOF effectively shows a plateau for low temperatures (note that the
temperature calibration does not at all enter in these graphs, they use nothing but the raw
image data) at a value which is about a factor 1.4 lower than the expected value 0.106—i.e., just
what one would have expected to find from the previously stated value ξ = 1.4 if there was no
deformation. Two remarks are in order. On the one hand, it is not unimaginable that there
is an effect which reduces the central amplitude without altering much the curvature: for an
example, this is what happens when one convolves a parabola (extending to infinity) with a
Gaussian. On the other hand, the impression of a plateau relies on the presence of the “coldest”
point which is lower than its immediate neighbour, giving the impression that the curvature
has stabilised, but this might be coincidental. This latter hypothesis is supported by the fact
that there is no discernible plateau in the left plot in figure 6.14 which shows the in situ data.
Neither of the two data sets shows a clear maximum (corresponding to the inflexion point of
the equation of state)—however, one would have to take more data to reduce the error bars to
draw definite conclusions about its absence.

It is worthwhile to note that the difference in curvature between in situ and TOF data [we
recall that the TOF expansion is already accounted for using equation (6.1)] is significantly
larger than the difference in the detected atom number: the factor between TOF and in situ
atom number is 2.21 (averaged over the whole series) while the factor between the curvatures is
(apart from not being constant) higher than three. This supports the impression that the effects
at work are stronger at higher densities.

Change of shape during two-dimensional time of flight

The differences observed between in situ and 2d TOF data naturally leads to the question of how
the measured density distribution evolves as a function of the expansion time. Of course, we
have to be aware that we cannot separate the effects we are looking for from possible deviations
from the scaling relation (6.1).

To this end, we consider a series in which we varied the duration of the 2d TOF expansion
from 0 to 16ms while keeping the rest of the sequence constant. The maximum time is chosen
so that the cloud stays in the harmonic regime of the optical potential during the whole TOF—in
practice, this is limited not so much by the expansion of the cloud, but to a center of mass
motion of the entire sample.

To characterise the evolution of the density profile, we fitted a heuristic bimodal function to
it: the sum of a gaussian and a Thomas-Fermi parabola. For our purposes, the exact form of the
two functions is of little interest since we are mainly interested in possible differences in their
evolution: ideally, no matter how one subdivides the total density profile, each component
should expand according to equation (6.1). When the cloud undergoes nontrivial deformations
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during its expansion, this results in different evolutions for the different components.
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FIGURE 6.15: Analysis of data in which the samples were identically prepared and probed after
increasingly long 2d TOFs. To extract quantitative results, the images were fitted with a bimodal
“Gauss + Thomas-Fermi” distribution. Top left: inverse optical density amplitudes for both
components as a function of the squared expansion time (with ξ = 1). The short-dashed lines
correspond to linear fits. Top right: the corresponding areas Rx Ry and∆x∆y. The short-dashed
lines come from linear fits. All fit results can be found in table 6.4. Bottom left: ratio of TF

and Gaussian amplitudes. Bottom right: Evolution of the detected atom number (obtained by a
pixel count using ξ = 1) with the expansion time. The short-dashed line shows a linear fit for
t ≥ 3ms and indicates that the number of detected atoms increases at a rate of 290/ms. In all
four plots, error bars show statistical uncertainties.

The results are shown in figure 6.15. We plotted the area of the fit function (the product of
the two Thomas-Fermi radii or the two Gaussian widths, respectively) and the inverses of the
peak optical densities as a function of the squared expansion time. Thus, according to equation
(6.1), one should obtain straight lines with an offset corresponding to the in situ values and
a slope which is determined by the in-plane trapping frequency. Indeed, it is possible to fit
straight lines to our data if one disregards the very first points. It is not unreasonable to do so
because the detectivity for the first points is affected by the magnetic trapping field which takes
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a few milliseconds to completely disappear.

from D−1
o

from area

TF (13.8± 3)Hz (18.8± 1)Hz
Gauss (14.8± 1)Hz (15.4± 2)Hz

TABLE 6.4: “Effective trapping frequencies” obtained by fitting a law of the form 1+ (ωt )2 to the
evolution of the two components. Clearly, only the frequency derived from the “Thomas-Fermi
area” agrees with the expected value 19.3 Hz within the error bars.

Quite interestingly, there is a certain variety of values for the trapping frequencies that
we obtain from these fits. We have summarised them in table 6.4. Note that the value for the
Gaussian area is not very reliable since it easily changes by adding or removing single points to
the fitted set at either end. As the third panel in figure 6.15 shows, the fit is dominated by the
TF component, increasingly so for longer expansion times.

The evolution of the Thomas-Fermi component is intriguing: the central density behaves
as if the trapping frequency was significantly lower than the measured 20.3 Hz while the area is
in agreement with the measured value, as if the parabola was cut off at its tip, but steadily less
so with increasing expansion time. If one fits a single Gaussian function to the entire image,
one obtains even lower frequencies (between 13 Hz and 14 Hz), indicating that the distribution
(after TOF correction) becomes narrower with increasing expansion times.

At the same time, the number of detected atoms is steadily increasing even after the complete
disappearance of the magnetic field as can be seen in the fourth panel of figure 6.15: after a
short rapid increase corresponding to the switching off of the magnetic trap, the atom number
does not saturate, but increases steadily at a rate of about 290 atoms/ms (for ξ = 1).

An illustration for both phenomena is provided in figure 6.16 where we show two profiles
after different 2d TOF durations after rescaling so that we have two versions of an “effective
in situ profile”. With all the caution that is appropriate when comparing two profiles selected
out of a limited set (for each value, there were three to four measurements), it is clear that the
wings are in good agreement, but that there is a considerable discrepancy in the centre. The
imaging optics was not optimally focussed the day this very series was acquired which explains
the irregularities present on the wings of both profiles.

One may use the following reasoning to see whether we may expect to have recovered full
detectivity in the center after 15ms of expansion: we see in figure 6.16 that the two experimental
curves are essentially superposed for Do ≤ 0.8. This corresponds to a measured optical density
of 0.71 on the 3ms profile (and considerably less on the 15ms one). This leads us to suppose
that for optical densities equal to or lower than this 0.71, one has full detectivity. Now, the
scaling factor for 15ms is 1+(ωt )2 ≃ 4.31 so that a measured optical density of 0.7 becomes an
optical density of 3.06 after rescaling. The 15ms profile does not exceed this value by far, so we
may expect the reduction of detectivity to have essentially disappeared.

For comparison, we equally show a pmQMC profile for the atom number corresponding to
the 15ms profile (taking into account ξ = 1.4) and the temperature 91.3nK which according to
table 6.2 corresponds to the radio frequency of 2.88MHz used throughout this series. Quite
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FIGURE 6.16: Left: optical density profiles measured after 3ms and 15ms of 2d TOF, respectively,
after rescaling both axes using the scaling law (6.1) with the measured trapping frequency
19.3 Hz. Each of the two profiles has been selected to have an optical density near the average
to render them comparable. A theoretical (pmQMC) profile for the atom number 34000 and
a temperature of 91.3nK is shown for comparison. Right: the same data after converting to
D(βµ).

clearly, the 15ms profile is a lot nearer to the theoretical prediction than the 3ms one. However,
the apparent agreement between the theoretical and the 15ms profile might in part be accidental
since the calibrations are not this precise.

While we do not have enough data taken after longer 2d TOFs to make stronger claims, this
particular result is encouraging in the sense that by taking a comprehensive set of data after
15ms of 2d TOF, one might actually obtain a good agreement with theory. Of course, one has
to be aware that in doing so, the scaling relation (6.1) is taken for granted unless one finds a
means to verify it separately.

Two-dimensional and three-dimensional time of flight

Another observation we made is that the optical density measured after three-dimensional
ballistic expansion was systematically higher than after a two-dimensional expansion. Up to
a certain point, this is to be expected: in the 2d TOF case, the whole distribution obeys the
scaling law (6.1) so that the central density decreases as [1+ (ωt )2]−1. In the 3d TOF case, only
the thermal component will expand whereas the horizontal size of the condensed component
should remain almost constant. Thus, in three-dimensional TOF, once the thermal fraction is
sufficiently dilute, the central optical density (in vertical imaging) should not vary appreciably
which is indeed compatible with our observations. However, it turns out that this reasoning
cannot explain the differences we find between profiles obtained after 2d or 3d TOF on a
quantitative level.

Figure 6.17 shows a typical case, i.e. images of identically prepared atomic samples probed
either after a short 2d TOF or a longer 3d one. In this plot, the peak optical density after 4ms of
2d TOF is ∼ 1.5. Using equation (6.1), we conclude that the in situ peak optical density should
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FIGURE 6.17: Direct comparison of the optical density profiles after 4ms of 2d TOF and after
20ms of 3d TOF under otherwise identical conditions. The optical density after 3d TOF is
significantly greater than what one would expect from the 2d TOF data even after rescaling the
latter which is supposed to yield the in situ distribution.

be ∼ 1.85. But we see that the optical density after 20ms of 3d TOF is actually significantly
higher than that.

There is no apparent reason why one should believe that the central density is actually
increasing during a three-dimensional ballistic expansion, so we should rather try to find a
reason for the measured optical density’s being lower than expected from the scaling law (6.1).

Influence of the imaging beam’s intensity

As we stated at the beginning of this chapter, we used two different imaging schemes as regards
the intensity, a “low intensity” and a “high intensity” one. In the high intensity scheme, the
atoms are exposed to an intensity of 0.5mW/cm2 during 60µs while in the second case, the
intensity is a factor of four lower and the exposure a factor of four longer so that the number of
absorbed photons remains equal.

In the high intensity scheme, there is a marginal saturation effect since I/Isat ≃ 1/6 (using
the saturation intensity for linear light [60]) whereas it should be completely negligible in
the case of the low intensity scheme. However, due to the prolonged exposure time, the low
intensity scheme gives the atoms more time to move under the influence of the acceleration due
to the absorption and reemission of photons. It is thus instructive to do a direct comparison of
both schemes to have an idea of the respective impacts of the mentioned effects.

An example of such a comparison is shown in figure 6.18: the atomic sample is prepared
using an identical sequence with final radio frequency 2.85MHz for all runs and then imaged
after 3ms of 2d TOF. During the first half of the sequence, the images are taken using the low
intensity scheme, then, without interrupting the sequence, we switch to the high intensity
scheme by increasing the beam power and decreasing the exposure time of the CCD camera.

For our comparison, we produce radial profiles for all the images and then average over the
five last “low intensity profiles” and the first five “high intensity profiles” (which should be
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FIGURE 6.18: Direct comparison of optical density (Do ) profiles measured with “low” and “high”
imaging intensity. Left: averages over five consecutive shots under identical conditions. The

“low intensity” images were acquired directly after the “high intensity” ones without interrupting
the sequence. Right: ratio of the two as a function of the “low intensity” optical density. There is
a clear influence of the intensity on the measured cloud shape. In this figure, error bars show
statistical uncertainties.

the most comparable since the latter have been taken directly after the former). The resulting
profiles are shown in the first panel of figure 6.18. It is clear that their differences significantly
exceed the error bars. Quite interestingly, the central optical density is practically equal for
both, the differences show up mostly on the “steep descent” part of the profiles. The second
panel of the same figure shows the ratio of the two optical density profiles as a function of the
low intensity optical density.

Concerning the data shown in this figure, a note of caution is in order: in fact, the
experiment was not yet in its stationary regime during the series (the atom number was
visibly increasing during the low intensity shots, but seemed to have stabilised by the time we
changed the intensity). While we believe the general effect, i.e. the existence of a significant
difference in the shape of the profile, to be independent of this since we limited our analysis to
some shots taken during a comparatively short time at a moment where the stabilisation was
already close to being finished, the actual numbers might be affected by the experiment’s not
having reached its stationary state. From a larger perspective, it would be instructive to have
similar data for more than one temperature, but currently we only have the shown data at our
disposition.

Judging from this data set, it seems that the difference between high and low intensity
imaging is less a saturation effect (which should result in a constant factor), but the result of a
real deformation of the sample that is taking place during the imaging process.

Imaging with finite detuning

Still another effect shows up in the “resonance series” we regularly took to make sure that
our imaging beam was still tuned to the atomic resonance. In these series, we prepared an
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atomic sample using an identical sequence (with a final radio frequency of 2.88MHz, i.e. at a
temperature approximately in the centre of the investigated range) for each shot and imaged it
(after a given TOF scheme) with the imaging beam’s frequency as the varying parameter. To
find the resonance, we plot the atom number as a function of the frequency and fit a Lorentzian
to the resulting curve which yields the resonance frequency and the width of the resonance.

Instead of the atom number, one can just as well regard the peak optical density which
usually shows more fluctuations, but should vary with the frequency in the same way as the
atom number [in the absence of optical aberrations, the shape of the sample should remain
invariant and just be multiplied by a factor reflecting the reduction of the effective cross section
(see chapter 7)]. However, we found a systematic and significant displacement of the maximum
of the peak optical density with respect to the maximum of the atom number, as can be seen in
figure 6.19 and 6.20.
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FIGURE 6.19: Peak optical density Do and atom number N (wihout any corrective factors) for
a resonance series on a two-dimensional samples evaporated down to 2.88MHz, with in situ
imaging. Left: both physical quantities as functions of the imaging offset frequency (with respect
to a reference frequency chosen for technical convenience). The two maxima clearly are not
in the same place. Right: Atom number as a function of the peak optical density. The “loop”
accomplished by these data points shows the extent of the deformation in the observed cloud
shape.

One may either compare the resonance curves corresponding to the atom number and the
peak optical density, as is done in the first panel in figure 6.19, or plot one as a function of the
other, as can be seen in the second panel in figure 6.19 and in figure 6.20. For in situ imaging,
one can see in the first panel of figure 6.19 that the resonance of the peak optical density is
displaced with respect to the one of the atom number by about 3MHz, i.e. half a natural line
width which is far from negligible.

The same is true for a resonance taken after 3ms of 2d TOF: if one normalises atom number
and peak optical density by their respective maximum values, the “loops” corresponding to the
two cases come out practically superposed (first panel in figure 6.20). Moreover, we also have
data that shows that the effect is equally present after a short 3d TOF (5ms), as can be seen in
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FIGURE 6.20: The appearance of the “loop” shown in figure 6.19 is not limited to in situ imaging,
as these plots show. Left: the in situ data from figure 6.19 in direct comparison to a resonance
curve taken after 3ms of 2d TOF. Both series are taken at “high” imaging intensity. Right:
comparison between resonance curves after 2d and 3d TOF, both taken at “low” imaging
intensity. Here the “loop size” does seem to differ, but the quality of the data is far less than that
of the left plot so that one should be careful with quantitative claims. In any case, it is without
question that the “loop” is present also after 3d TOF.

the second panel in figure 6.20: the quality of the data is not outstanding (in fact, more so in
the case of the 2d TOF data shown for comparison that has been taken the same day as the 3d
TOF data), but the “loop” effect is undeniably present.

Most interestingly, the effect is absent (to the precision of our measurement) when instead
of a quasi-two-dimensional atomic sample we probe a three-dimensional one, i.e. in the absence
of the optical dipole potential. This can be seen in figure 6.21 which is the 3d counterpart
to figure 6.19. The data is strongly affected by saturation at resonance so that N (Do) is not
a straight line as it would be in the ideal case, but there is no discernible loop. This alone
precludes the observed loops to be mere imaging artifacts—as we will show in chapter 7, there
are other reasons as well to refute this explanation.

The data thus seems to indicate that the presence of “resonance loops”, i.e. significant
deformation of the observed cloud shape as a function of imaging frequency, is in some
way related to the quasi-two-dimensional character of the probed system. Perhaps the most
intriguing fact in this respect is the presence of the loop in the case of a 3d TOF measurement: if
the gas is initially confined to a harmonic oscillator size of 200nm, it should have expanded to
a size of 18µm after 5ms of free expansion which is comparable to the in-plane sizes. However,
we should not attribute too much weight to this particular result since it it based on only two
series which might be faulty (e.g., one could have accidentally programmed a 2d TOF instead of
a 3d one). A final answer to this question will have to wait until new data has been acquired.
When doing so, it might be interesting as well to do it for different temperatures (all resonance
series that were made during the data acquisition period in question were made at the same
radio frequency) to see whether or not the effect has a visible temperature dependence.
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FIGURE 6.21: Resonance curve taken on a three-dimensional sample (the cloud in the TOP trap
before ramping up the optical potential). Left: Peak optical density Do and atom number N
as a function of the imaging beam’s frequency. Right: Atom number as a function of the peak
optical density. No corrective factors have been applied on either plot. Note that the curves
are deformed by saturation (especially clear on the left plot). Unlike the curves from quasi-2d
samples, there is no evidence for a finite-sized “loop” in the second plot. The data displayed in
these plots has been acquired the same day as the data in the right panel of figure 6.20.

6.5 Possible causes for the observed effects

After this review of unexpected effects, we pass to an overview of the possible causes we were
able to identify. They can be divided into two groups: on the one hand, detection effects,
i.e. phenomena that happen during absorption imaging and that may stem either from a real
deformation of the atomic sample due to collective interactions with the imaging beam or from
a deformation of its image due to imperfections of the imaging optics. The second group are
effects that are independent of the measurement process, i.e. they occur within the sample even
before we probe it. This would be equivalent to say that there are physical processes at work in
the sample itself which are not contained in the model solved theoretically in [47, 48].

In fact, our first suspect was the imaging optics: their net effect is that of a convolution with
a response function, so it is well imaginable that the imperfections of our optics might cause
the observed flattening in the centre of our samples. We have thus investigated this question in
detail. Since the description of the employed methods and their results takes up considerable
space, we put it in a separate chapter (chapter 7). Here, we only state the main result that
to our best knowledge, the imperfections of our imaging optics cannot explain the observed
effects. Rather, one may assume that most of our images (with the possible exception of the
ones showing the very coldest samples and a general question mark on data taken after a long
3d TOF4) are essentially faithful, i.e. what looks like small artifacts most likely really are small

4The analysis in chapter 7 assumes that there is a unique “object plane”, i.e. a plane directly after the sample
where the absorption process is finished. After a long 3d TOF, the vertical extension of the sample is of the order of
the depth of focus, and we have made no attempt to analyse the consequences of this fact in our analysis which was
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artifacts and not the small visible symptoms of much larger deformations.

Population of several hyperfine states

The first effect we want to discuss belongs to the group of “in-sample” effects. One can produce
a certain effect of “flattening” by adding atoms in hyperfine states other than F = 2, mF = 2.
The only possible states are F = 2, mF = 1 and F = 1, mF = −1 since only those can be
magnetically trapped. Of these two, atoms in F = 2, mF = 1 would absorb photons from the
imaging beam and thus contribute to absorption images while the atoms in the F = 1, mF =−1
hyperfine state would be “invisible”, but can nonetheless influence the shape of the density
distribution because they interact with the atoms in other hyperfine states. Both of these states
see a magnetic trapping potential that is only half the one seen by the F = 2, mF = 2 hyperfine
state due to their lower magnetic moment.

However, there is little reason to believe in a significant population of these states: it could
be produced at two moments, the first being the optical pumping before transport which
does not transfer all atoms to the desired state and the second the cleaning pulse after loading
the atoms into the optical potential. Both are preferentially eliminated by radio-frequency
evaporation since they see only half the trapping potential: they will have larger oscillation
amplitudes while the evaporation surface is the same for all hyperfine states so that atoms in
hyperfine states other than F = 2, mF = 2 hit the evaporation surface more frequently and
thus have a higher probability of being evaporated. Undesired atoms from imperfect optical
pumping usually do not “survive” the first phase of evaporation for the preparation of the
initial sample. Those who might appear due to the cleaning pulse may expect a similar fate
since we let the sample thermalise for at least 4 s after ramping up the optical potential.

One has to note, however, that there is no simple way to verify this experimentally since the
standard experimental methods to probe the hyperfine distribution are the following: for F =
2, mF = 1, one can reduce the current in the magnetic trap coils until their gradient compensates
gravity for particles with µ = µB, but no more for such with µ = µB/2, then restoring the
initial value, take an absorption image and see how many atoms are lost in the process. For
F = 1 atoms, one can shine light tuned to the “repumping transition” F = 1↔ F ′ = 2 on the
atoms before taking the absorption image and observe the increase in atom number. The first
method does not work in our case since the vertical confinement is mainly due to the optical
potential. The second one would be applicable if one could obtain reliable atom numbers from
horizontal imaging: in vertical imaging, there is no way to distinguish atoms appearing in
the plane from atoms appearing in the side wells in which there is almost certainly a certain
population. However, in horizontal imaging the optical density is so high that the signal is
strongly saturated so that one cannot extract quantitative information in this way. We have
not yet come up with more reliable methods, so for the moment being we have to trust in
the argument that due to rf evaporation, it is unlikely to have a non-negligible population of
undesired hyperfine states.

focused on quasi-2d samples. In particular, we cannot exclude that the high optical densities observed after 3d TOF

could in fact at least partly be the result of imaging aberrations which can lead to a significant increase of the peak
optical density when the imaged distribution is sharply peaked [160].
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Three-body losses

A second scenario we considered concerns the role of three-body losses: given the fact that
there are constantly atom losses in the centre of the trap due to this mechanism, one has to
check that the time scale on which the atomic sample gains its equilibrium scale is sufficiently
short compared to the time scale set by the loss rate to ensure that the observed distributions
are really at equilibrium.

Three-body collisions are a loss mechanism that is always present in ultracold gases—if the
vacuum is sufficient, it is usually the limiting factor for the lifetime of a BEC. An extensive
study of the three-body losses in a three-dimensional BEC has been carried out by Söding et al.
in 1999 [161] who found that the rate of atoms lost from a BEC in the presence of a thermal
component can be well described by a law of the form
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(in this equation, all densities are three-dimensional ones) and determined the constant associated
to three-body losses to be L = 1.8× 10−29 cm6/s. This should give the relevant order of
magnitude for our system, but one should not forget that the dimensionality of the system
may modify the collisional behaviour—for an example, the NIST group found that in a one-
dimensional geometry the three-body loss rate may be reduced by up to a factor of seven [162].
Four our estimations, we will take the value of L “as is”. Moreover, we will ignore the interplay
between condensed and non-condensed particles and just regard a generic 〈n2〉 term for an
order of magnitude estimation.

The three-dimensional density n(3) of our samples can be calculated from the surface
density n by using the Gaussian density distribution associated to the ground state along z
(ignoring for our estimations the residual excitations in this direction) so that n(3) = n/(πl 2

z
)1/2,

with lz = 180nm. Thus, the theoretically expected maximum surface density of 40µm−2

leads to a maximum three-dimensional density n(3)max = 125µm−3. Using this value, we find
L(n(3)max)

2 = 0.281s−1, corresponding to a time scale of 3.56 s.
This time scale set by three-body losses is still far larger than that corresponding to the

atomic motion in the plane which is characterised by the inverse trapping frequency, i.e. 0.052s.
Thus, the atoms may undergo several oscillations on the time scale set by the loss mechanism
so that we may expect the density profile to be at equilibrium provided the mean free path is
long enough that the atoms can “make use” of this time.

Dimensionally speaking, the mean free path is equal to 1/n(3)σ , where σ = 8πa2
s

is the
scattering cross section. Plugging in n(3)max as defined above, we find a mean free path of 12.2µm.
This should be sufficient to permit an efficient redistribution of the atoms (note that we are
reasoning in terms of peak densities so that the mean free path should be compared to the typical
extension of the very dense part of the cloud) so that we do not expect major out-of-equilibrium
phenomena.
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Interaction with the imaging light

Finally, we turn to the question of the deformation of the atomic sample due to interaction
with the imaging light. A priori, it is not surprising that such a phenomenon occurs, but we
initially expected it to be a small effect as we will explain presently.

When an atom absorbs a photon, the photon momentum is added to the original one of
the atom which is accelerated in the propagation direction of the photon. In contrast, there is
no preferred direction for the emission of a photon. Thus, the motion of the atom due to the
spontaneous emission of photons can be regarded as a random walk. On each spatial axis, it
can be described by a set of coupled differential equations:

dx2

dt
= 2xv ;

dxv

dt
= v2 ;

dv2

dt
= 2D , (6.4)

where D is the velocity diffusion constant. Starting with the third one, they may be integrated
successively so that one finds

v2 = 2D t ; xv =D t 2 ; x2 =
2D t 3

3
=

v2 t 2

3
. (6.5)

Thus, all we need to now is the width of the velocity distribution due the spontaneous emission
of photons (since the mean of v is zero, the average of its square equals the variance). The
number of scattered photons per atom is

Nph =
Γ

2

I/Isat

1+ I/Isat
t . (6.6)

With Γ = 2π× 6MHz, t = 60µs (the exposure time used for high intensity imaging) and

I/Isat = 1/6, we find Nph = 160. Then, using v2 = (ħhk/m)2N/3 (with a factor of 1/3
corresponding to an even distribution of the original total momentum over all three axes. For a
more sophisticated treatment, one might take the directivity of dipolar radiation at this point),
we get ∆x =

Æ

Nph/3(ħhk/m)t ≃ 1.5µm. Thus, the expansion of the atomic sample due to the
scattering of photons should correspond to a convolution with a Gaussian of width∆x. But
∆x is small against the characteristic scale of variation in our density profiles so that this in
itself is far from sufficient to explain the differences between experiment and theory that we
have seen.

A second phenomenon that could in principle occur is that due to the absorption of the
imaging photons the sample is accelerated so much in the propagation direction that either the
imaging optics is focussed only on a part of its trajectory or the Doppler effect causes the atoms
to become effectively detuned with respect to the probe beam. As concerns the latter, the recoil
velocity acquired by the atom at the absorption of each photon is ħhk/m = 5.86mm/s so that
the final velocity after the absorption of 160 photons is v f = 0.94m/s. For comparison, the
“Doppler velocity” at which the Doppler detuning becomes equal to the natural line width
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is Γ/k = 4.7m/s which is considerably larger than even the final velocity. Thus, we do not
expect the Doppler detuning to play a significant role. As concerns the sample’s going out of
focus, the total displacement is∆z = v f t/2≃ 28µm which is smaller than the sensitivity of
our focussing procedure (described in chapter 7) so that once again this does not seem to be a
problem.

However, all this discussion is based on the assumption that each atom interacts with the
imaging light independently of all others. This hypothesis is customary when one considers
ultracold Bose gases since normally they are so dilute that the interatomic distance is larger then
the probe light’s wavelength. This is clearly not the case for our quasi-two-dimensional samples
where the theoretically expected in-plane density climbs up to ∼ 40µm−2, corresponding to
the three-dimensional density n(3)max ≃ 125µm−3 and thus kn(3)max ≃ 1.61. This means that the
interaction between the induced dipoles of two different atoms may become non-negligible
since the interaction potential scales as ħhΓ/(k r )n [163, 164]. More precisely, there are three
terms (n = 1,2,3) which will all be of comparable order of magnitude for our maximal densities.
A meaningful manner of taking this effect into account will therefore require considerable
theoretical effort which goes beyond what could be done in the time currently at our disposal.
Here we limit ourselves to a brief qualitative discussion of the consequences one may expect
from this mechanism.

A first consequence of such an interaction would be a splitting up of the atoms’ resonance
frequencies [generally, if more than two atoms are involved, one would obtain as many different
frequencies as atoms and the typical width of the spectrum would be Γ/(k r )n] so that the
probe beam would become effectively detuned with respect to them, resulting in a reduction of
the absorptive cross section.

Furthermore, the interaction potential would produce a force between the atoms. Let
us just regard the term ħhΓ/(k r )3. It will give rise to a force of magnitude 3ħhkΓ/(k r )4. We
can estimate the displacement of an individual atom due to the interaction with one incident
photon in the presence of a second atom by assuming a uniformly accelerated motion during
the time scale which characterises photon diffusion, i.e. Γ−1:

∆x ∼
1

2

F

m
Γ−2 =

3

2Γ

ħhk

m

1

(k r )4
. (6.7)

We recognise the recoil velocity ħhk/m = 5.86mm/s, the factor multiplying it is equal to 5.92ns
for k r = 1.61 so that the total displacement becomes 0.035nm. The acquired velocity according
to the same argument is ħhk/m× 3/(k r )4 ≃ 2.62mm/s. These numbers seem to suggest that
the effect should be comparable to the effect of photon recoil—we should not forget that there
are two more terms giving rise to contributions of equal order of magnitude.

It is worthwhile to stress that the deformations caused by this effect have a nonlinear char-
acter (since the force depends on the density) and cannot be modeled by a simple convolution
with an appropriate function in the same way as the photon recoil. Instead, one would have to
carry out actual simulations.

An important argument for the plausibility of this effect’s being an explanation for the
observed phenomena is that it might actually provide an explanation for the “resonance loops”
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as well: due to the dipole interaction, the energy levels inside the atoms (and hence the resonance
frequencies) will be shifted by∼±ħhΓ/(k r )n , where the sign depends on the relative orientation
of the two induced dipoles (at the same time, it determines whether the resulting force between
the atoms will be attractive or repulsive). Thus, if the fraction of equally oriented pairs is
different from the fraction of pairs with opposite dipole moments, a positive detuning will
result in different deformations than a negative one which might account for the observed
loops.

Of the effects discussed in section 6.4, there is one that does not seem to be explainable
in terms of this collective atom-photon interaction: in figure 6.13, we see that our data is
more compatible with an effect depending on nΛ2 than with a pure density effect whereas the
collective atom-photon interaction as we have discussed it here should be a pure density effect.
However, as we stated, this assertion is based on the hypothesis of a purely local effect. The
reduction of the effective cross section is such a local effect, but the motion of the atoms due to
the interaction potential is not. While this is an issue to be observed, it is not clear at present
whether the apparent temperature-dependence is a real effect. A quantitative prediction of the
effects of collective atom-photon interactions should permit to resolve this question.

As we already stated, these arguments are purely qualitative at present and have to be
supplemented with far more detailed investigations to find out whether this effect is really what
we are looking for. Such an investigation should also address the question if it is appropriate to
restrict the analysis to atom pairs or if one has to take into account correlations involving even
more atoms.





Chapter Seven

A closer look on absorption imaging

But optics sharp it needs, I ween,
To see what is not to be seen.

JOHN TRUMBULL (1750–1831)
McFingal

ONE of the first candidates for a possible explanation for the discrepancies between theory
and experiment exposed in chapter 6 is the influence of the imaging optics. Indeed, since

the object of our measurement is the shape of the atomic sample, it is essential to have a clear
idea of whether or not the measured profiles are deformed by the optics and if yes, in which
way.

To this end, we try to model the imaging process as realistically as possible, taking into
account the finite size of the imaging triplet, its aberrations as well as imperfect focusing.
However, we will restrict ourselves to the case where the atomic distribution itself remains
unaltered by the interaction with the imaging beam. The purpose of the present chapter is
rather to provide a good comprehension of the “basic” functioning of the imaging system which
can then be extended by adding the aspects discussed at the end of chapter 6.

The first part of this chapter addresses a question that comes even before and has been
raised several times throughout this manuscript: for the interpretation of absorption images,
one relies on the Lambert-Beer absorption law according to which the intensity transmitted
by a sample decreases exponentially with its column density, i.e. the density integrated along
the light beam. The standard derivation of this law makes use of a differential argument by
dividing up the sample into a succession of infinitely thin layers. As we have seen in chapter 6,
this division makes no sense for our typical samples in which the thickness is smaller than
the inter-particle spacing. We show that the Lambert-Beer law should nonetheless be valid by
deriving it without relying on differential arguments. We then discuss the consequences of the
nonlinear relation between density and transmitted intensity for the sensitivity towards small
deviations which can become a serious issue at high densities.

In the second part of the chapter we analyse how the electric field distribution after the
atoms is transformed by the imaging optics. We give some general analytical expressions
before turning to a numerical treatment of the problem in order to derive results that can be
directly compared to experimental findings. We reproduce the focusing procedure and a typical
resonance series to see whether the observed phenomena can be explained by imperfect imaging
optics.
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7.1 The Lambert-Beer absorption law

In absorption imaging, the measurement process amounts to determining the number of
photons missing from a probe beam due to their interaction with the probed sample. In order
to reconstruct the density from this information, one needs a theory about the interaction
between the light beam and the sample. For the case of dilute atomic gases, this interaction is
characterised by the Lambert-Beer law.

Standard derivation of the Lambert-Beer law

The Lambert-Beer law describes the absorption of a probe beam by a dilute disordered medium
of absorbers characterised by their absorptive cross section σ and number density n(x, y, z).
Atoms are regarded as classical absorbers, in particular we ignore the effects of coherent and
Bose-stimulated scattering [165] and density correlations arising from the quantum statistics
of the sample [163]. In typical cold atoms experiments these quantum corrections to a purely
classical treatment are small, so we will not take them into account here.

Let us imagine a uniform beam of intensity I0 propagating along the z axis through such
a medium. We consider a layer of thickness ∆z which we choose so small that between any
z and z +∆z there are so few atoms that their respective cross sections will not touch. The
total number of scatterers per unit area between z and∆z is then given by n(x, y, z)∆z, and
the intensity of the probe beam will decrease as

I (x, y, z +∆z) = I (x, y, z)− I (x, y, z)σn(x, y, z)∆z . (7.1)

Of course, due to the finite life time of the excited state, each absorbed photon will eventually
be reemitted. In all that follows, we suppose that these reemitted photons will not reach the
detector, i.e. that they are emitted at an angle outside the numerical aperture of the detection
optics. At the same time, we neglect multiple scattering that could “drive back” a photon inside
the detected solid angle. Thus, each absorbed photon is lost from the detected signal.

In the limit∆z→ 0, (7.1) becomes a differential equation:

d

dz
I (x, y, z) =−n(x, y, z)I (x, y, z)σ . (7.2)

If the cross section itself is just a constant, this readily gives the solution (outside the sample)

I (x, y,∞) = I0 exp

�

−σ
∫ ∞

−∞
dzn(x, y, z)

�

. (7.3)

In the case of non-negligible saturation of the atomic transition, the cross section σ becomes
a function of intensity incident on the atom. Equation (7.2) remains valid if the dependence
of σ on the intensity is taken into account [166]: with σ(I ) = σ0/(1+ I/Isat), where Isat is the
saturation intensity, the solution of equation (7.2) becomes

log

�

I (x, y,∞)
I0

�

+
I (x, y,∞)− I0

Isat
=−σ0

∫ ∞

−∞
dzn(x, y, z) . (7.4)
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Henceforth, we will call the quantity do(x, y) ≡ σ0
∫∞
−∞ dzn(x, y, z) the optical depth. Here,

σ0 is the resonant cross section for the interaction with linearly polarised light including the
associated Clebsch-Gordan coefficient1:

σ0 =
7

15

3λ2

2π
≃ 0.135µm2 . (7.5)

In actual experiments, the detectivity is always reduced with respect to the ideal case by some
factor ξ due to imperfections in the realisation of the imaging system. In our equations, this
amounts to replacing σ by σ/ξ , the saturation intensity Isat by an effective saturation intensity
I eff
sat = ξ Isat and, as a consequence do by ξ do—in this manner, the definition of do remains

unchanged and the optical depth is still a property of the atomic sample only.
In the experimental implementation of absorption imaging, one normally strives to reduce

the incident intensity far enough that I0≪ Isat so that (7.4) reduces to (7.3)2. In this case, the
optical density

Do ≡− log(I/I0) (7.6)

is equal to the optical depth do up to the factor ξ : Do = do/ξ . This is convenient since the
optical density is easy to determine: it is sufficient to have one image of the unperturbed beam
and one where the beam is absorbed by the sample to calculate it. If saturation is non-negligible,
the relation between optical depth and optical density becomes nonlinear and one has to do a
precise calibration of ξ in order to be able to calculate do from the measured intensities.

Since this derivation relies on the subdivision of a sample of finite thickness into a succession
of thin layers, it is not clear whether or not the results will hold for a two-dimensional system
where such a subdivision is not possible. It turns out that at least for the case of negligible
saturation, one can derive the same equations without making use of a differential argument.

An alternative derivation

Let us consider a surface A (for simplicity, let us imagine it to be a square) with a probe beam
of homogeneous intensity I incident on it. On this surface, let there be a single atom with its
absorptive cross section σ (as shown in the left panel in figure 7.1). The probability for a given
photon to be scattered by the atom is then just σ/A provided σ≪A so that we do not have to
worry about the exact position of the atom within the square (otherwise, if the atom was near
the border, part of its cross section might be outside the square). That means that every photon
has a probability of 1−σ/A not to be absorbed.

Now let us consider the case of N atoms with uncorrelated positions, each coming with
its own cross section. The probability for a given photon not to be absorbed by any of these
atoms is then (1−σ/A)N . This remains true when the cross sections of the atoms overlap since
it is nothing but the expectation value of the fraction of the total surface covered by the atoms’

1The coefficient 7/15 used here and in the following corresponds to a π transition between two levels with
J = 2 and J ′ = 3 under the assumption that the populations of the magnetic substates of the ground state are equal.

2However, Reinaudi et al. have experimentally demonstrated that for optically dense clouds, it may be
advantageous to be in the opposite limit where the linear term in (7.4) dominates [166].
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σ
σ

FIGURE 7.1: Left: the scattering cross section of an individual atom on a surface A covers the
fraction σ/A of the total area, so a photon has a probability of 1− σ/A to pass the square
without being absorbed. Center: A sample containing more than one atom can be considered as
an ensemble of transparent sheets of area A, each “carrying” an individual atom. A light beam
passing through such a succession of layers sees the situation illustrated on the right (for negligible
saturation), regardless of whether the atoms are dispersed over a finite volume or concentrated
in a plane.

cross sections. Reexpressing the atom number in terms of the 2d density n2d, the probability
for a photon to pass the sample is

P (n2d) =
�

1−
σ

A

�n2dA

=

�

�

1−
σ

A

�A/σ
�σn2d

≡ η−σn2d . (7.7)

We find the same functional form as in equation (7.3) without making use of the extension of
the sample along the probe beam. Evidently, the initial intensity multiplied by the probability
for an individual photon to pass the sample is nothing but the final intensity. From standard
calculus we know that in the limit σ/A→ 0, we have 1/η = (1− σ/A)A/σ → 1/e so that
equation (7.3) is completely reproduced with the column density

∫∞
−∞ n dz replaced by the

surface density n2d. Note that otherwise the ratio between η and e can be absorbed in a constant
factor multiplying the cross section, i.e. it would be a constant correction to the detectivity.

At this point one has to ask what meaning to give to our surface A. A sensible choice should
satisfy A≫ σ so that η≃ e (besides its being our initial assumption to avoid having to account
for the exact position of the atoms within the surface) and at the same time be small compared
to the typical scale of variation of experimentally observed samples so that one can assume
the density to be constant over the surface. A convenient response from an experimentalist’s
point of view is to choose A as the equivalent size of a pixel on the CCD chip that is used to
record the images, “equivalent” meaning that the edge length is divided by the magnification
factor of the imaging optics. In our setup this equivalent edge length is 1.46µm, made up of a
physical pixel size of 6.45µm and a magnification of 4.42. This pixel size has been chosen to be
smaller than typical features of atomic samples, so it remains to verify that we have A≫ σ : the
resonant cross section of our 87Rb atoms interacting with linearly polarised light (including the
Clebsch-Gordan coefficient) is 0.135µm2 (see (7.5)) so that A/σ ≃ 15.8, leading to η/e ≃ 0.97.
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Thus, we are really in a situation where the conventional Lambert-Beer solution (7.3) holds.
In fact, this alternative derivation makes no assumption about the geometry of the sample

along the direction of the probe beam and is thus equally valid for 2d and 3d systems. In order
to better understand how this comes about, one may imagine that each atom’s cross section
is printed on an individual, otherwise transparent sheet, and the whole gas is obtained by
making a stack of such sheets (as illustrated in the center and right panels in figure 7.1). For the
absorption of the probe beam, it makes no difference whether there is a finite distance between
successive sheets (case of a 3d sample) or not (2d sample) as long as one remains in the regime of
negligible saturation3.

In a situation of non-negligible saturation, the two- and three-dimensional cases are no
more equivalent: while in the 3d case, each layer of atoms sees an intensity that is reduced
by the absorption in the preceding layers, the atoms in a 2d systems are all concentrated in
one unique layer so that they all see the incident intensity. Thus, within the validity of our
assumptions, we expect equation (7.7) to hold for any incident intensity by plugging in the
appropriate expression for σ(I ).

Summing up, for our experiments on quasi-2d Bose gases we expect to be in a situation
where (apart from a constant factor) the shape of the atomic sample is accurately rendered by the
optical density. However, for a better understanding of experimental results, it is worthwhile
having a closer look on the functional form of the optical density as well as the influence of
discretisation by the CCD.

Numerical aspects of the optical density

As we can see from its definition (7.6), the optical density is a nonlinear function of the
dimensionless variable I ≡ I/I0. This makes that the optical density is quite sensitive to
fluctuations of the measured signal due to shot noise and may have a tendency to amplify
distortions of the intensity distribution caused by imaging aberrations. We therefore judge it
worthwhile to put some numbers on this sensitivity. According to standard error propagation,
a deviation∆I in the dimensionless intensity will cause a deviation

∆Do ≡
dDo

dI
∆I =−

∆I
I
=−eDo∆I . (7.9)

One sees that with increasing optical density, the sensitivity increases exponentially. Let us
now see the consequences of shot noise on this quantity. Here, the figure of merit is the dynamic
range which is nothing but the maximum number of counted photoelectrons and sets the scale

3To complete this discussion, we show that using the same reasoning one recovers the differential equation (7.2)
in the case where the reduction of the intensity as the beam passes through the sample must be taken into account:
When going from z to z +∆z, one passes by N = n(z)A∆z particles (or sheets) so that the intensity decreases as

I (z +∆z) = I (z)
�

1−
σ

A

�n(z)A∆z

. (7.8)

In this case, N will be quite small so that one can make the approximation (1−σ/A)n(z)A∆z ≃ 1−n(z)σ∆z . Plugging
this into equation (7.8) yields equation (7.1) (or equation (7.2) in the limit∆z→ 0), where σ may depend on I .
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of the intensity resolution of the CCD. If one uses the complete available range on a 12 bit
device (distinguishing 4096 different intensity values), one has∆I = 0.244×10−3, the complete
dynamic range of an 8 bit device (256 different values) corresponds to∆I = 3.91×10−3. While
the pixelfly qe camera (PCO company) we used as a CCD is a 12 bit device, we did not use the
complete dynamic range in order to prevent saturation of the atoms, but only a range of ∼ 320
corresponding to ∆I = 3.13× 10−3. In table 7.1 we show the correspondence between optical
density, the number of counted photoelectrons N and the resulting fluctuations. The quantity
∆Do in this table is calculated as∆Do = [Do(〈N 〉−∆N )−Do(〈N 〉+∆N )]/2.

Do 〈N 〉 ∆N =
p

〈N 〉 ∆Do ∆Do/Do

0 320 17.9 0.06 ∞
0.01 317 17.8 0.06 6.0
0.1 290 17.0 0.06 0.6
0.5 194 13.9 0.07 0.14
1 118 10.9 0.09 0.09
2 43.3 6.58 0.15 0.08
3 15.9 3.99 0.26 0.09
4 5.86 2.42 0.44 0.11
5 2.16 1.47 0.95 0.19
6 0.79 0.89 ∞ ∞

TABLE 7.1: Uncertainty of the optical density due to the shot noise associated to the number N of
counted photoelectrons on the CCD for a dynamic range of 320. The relative uncertainty is
lowest for optical densities between 1 and 4.

One finds a noise level of 0.06 which is in good agreement with our absorption images. One
sees that it is desirable to avoid optical densities superior to 4 in this configuration. As concerns
the maximum values, in our images of 2d Bose gases, the optical density rarely significantly
exceeds 3, so we do not expect to run into problems this way.

Of course, the discretisation in the CCD and the associated shot noise is not the only source
of deviations of the measured intensity from its ideal value, and the sensitivity stated here
concerns all such sources that may occur. In particular, if the optical density is altered due to
aberrations of the imaging optics, the effect on the absorption image will be much stronger on
optically dense clouds. To put it another way, the nonlinear character of the optical density
makes optically dense clouds more sensitive to imaging aberrations than more dilute samples.

7.2 Imaging with imperfect optics

Now that we have made some basic considerations about how the optical signal is created by
the atoms and interpreted after being measured in a CCD, we turn to the question of how the
signal is transmitted from the atoms to the camera, i.e. to the working of the imaging optics.
In our experiment, we are using an achromatic doublet with a meniscus lens (Melles Griot
01 LAM 225 and 01 LAO 225) with an effective focal length of f = 107mm. The distance from
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the atoms to the triplet is d = 132mm, the distance from the triplet to the camera b = 581mm,
resulting in a magnification of 4.42.

If the triplet was the equivalent of an ideal lens, the electric field distribution in the camera
plane would be given by equation (4.15) which we reproduce here for convenience:

E(b ,ρ′) =−
1

G
E(−d ,−ρ′/G)exp

�

−i
k

2b

G+ 1

G
ρ′2

�

,

with G = b/d . In this ideal case, the modulus of the image distribution is a scaled version of
the modulus of the object distribution, independently of the phase distribution, i.e. the field
curvature in the object plane.

d

δ

atoms

φa

R

b
CCD

FIGURE 7.2: A more realistic model for the imaging situation: the distance between the atoms and
the lens differs by an amount δ from the ideal d fulfilling the thin lens equation, the lens has a
finite radius (outside which the light beam is clipped) and gives rise to aberrations.

For real imaging, there are three effects that cause deviations from this ideal behaviour (see
figure 7.2 for an illustration): (i) the finite size of the lens which will cause the electric field to
be clipped at a certain radius R (for our triplet, R= 19mm), (ii) imperfections in the focusing,
i.e. the thin lens equation is only nearly fulfilled and 1/b + 1/d − 1/ f 6= 0, (iii) aberrations of
the lens triplet, i.e. the phase imprinted on the field distribution arriving at the lens plane is not
purely quadratic, φlens− kρ2/2 f 6= 0. In the following sections, we will see how these three
effects influence the electric field in the camera plane.

The point transfer function—a Green function approach

From a mathematical point of view, the most transparent approach is certainly to cast the entire
imaging process into a single response function to a point source input. At the same time, this
permits to get a certain intuition about the behaviour of the system since it is usually not too
hard to estimate the consequences of a convolution with a given function.

The equations of paraxial wave optics we recalled in chapter 4 permit to calculate such a
function. Using the paraxial propagator (4.11) (again we reproduce this equation for conve-
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nience)

G (ρ′−ρ) =
i

λL
e−i kLe−i k(ρ′−ρ)2/2L ,

we can decompose the process of imaging into three steps: a propagation of the object field
from the atoms to the lens (representing the triplet), the phase imprinting and clipping at the
lens itself and finally the propagation from the lens to the camera. There is a certain ambiguity
on where one wants to include the imperfect focusing (of course, all ways to do it are strictly
equivalent). In all that follows, we will take it into account by replacing the object distance d
by a distance d +δ. The electric field in the camera plane is then given by

E(b ,ρ) =
i

λb

∫

d2ρ′e−i k(ρ−ρ′)2/2b e i kρ′2/2 f e iφa(ρ
′/R)θ(R−ρ′)

×
i

λ(d +δ)

∫

d2ρ′′e−i k(ρ′−ρ′′)2/2(d+δ)E[−(d +δ),ρ′′] . (7.10)

The finite size of the lens is taken into account by the Heaviside function θ(R−ρ′), aberrations
are absorbed in the function φa(ρ

′/R). We will discuss the form of this function in greater
detail later on, for the moment we just remark that it is real and radially symmetric.

To simplify the expression (7.10), we first note that in practice, the error in the focussing is
very small compared to the object distance, i.e. δ≪ d so that 1/(d +δ)≃ 1/d −δ/d 2. This
permits to gather together the exponentials in ρ′2 and to simplify them using the thin lens
equation so that only one exponential exp(i kρ′2δ/2d 2) is left. If we then inverse the order of
integration, we may write

E(b ,ρ) = e−i kρ2/2b
∫

d′′ρE[−(d +δ),ρ′′]e−i kρ′′2/2(d+δ)Gptf(ρ,ρ′′) , (7.11)

with the point transfer function

Gptf(ρ,ρ′′) =
−1

λ2b (d +δ)

∫

d2ρ′θ(R−ρ′)e i[φa(ρ
′/R)+kρ′2δ/2d 2]e i kρ′ ·[ρ′′/(d+δ)+ρ/b] . (7.12)

The general structure of equation (7.12) is that of a Fourier transform passing from the variable
ρ′ to the variable ρ′′/(d +δ)+ρ/b . We can render the expression somewhat more compact
by regarding the equivalent field, i.e. the image field rescaled by the magnification b/(d +δ):

Ẽ(ρ)≡
b

d +δ
E

�

b ,
b

d +δ
ρ

�

= e i kρ2/2(d+δ)
∫

d2ρ′′e i kρ′′2/2(d+δ)E[−(d +δ),−ρ′′]g (ρ−ρ′′) , (7.13)

where we have made the substitution ρ′′ 7→ −ρ′′ to obtain a convolution integral, and

g (ρ−ρ′′) =
b

d +δ
Gptf

�

b

d +δ
ρ,−ρ′′

�

. (7.14)
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Note that the fact that we can write (7.13) in the form of a convolution is a consequence of our
usage of the paraxial approximation. If one considers objects that have a significant distance to
the optical axis, one cannot use this approximation any more and the point transfer function
will depend on the distance to the optical axis. For our purposes, the paraxial approximation
can be expected to hold since our samples are small and approximately (to the precision of our
calibrations) centered on the optical axis.

If we now use the radial symmetry of the transformed function in equation (7.12) to evaluate
the radial part of the integral, we can give the following expression for g (setting the global
phase to +1 for aesthetics which does not change anything about the physics):

g (ρ) =
2π

λ2(d +δ)2

∫ R

0
dρ′ρ′J0

�

kρρ′

d +δ

�

exp



i

 

φa(ρ
′/R)+

kδρ′2

2d 2

!

 . (7.15)

This expression contains all three imperfections of the imaging optics: diffraction causes the
integral to be cut off at R while focusing and aberrations show up in the complex exponential.
We see that from a mathematical point of view, imperfect focusing can be regarded as a special
type of aberration.

One can use equation (7.15) to estimate the depth of focus of the imaging optics in the
following way: if we define it as the distance at which exp(i kδdfR

2/2d 2) = −1 (i.e. the
contribution on the border of the lens has the inverse sign of the contribution in the centre),
we readily find (for R= 19mm, d = 132mm and λ= 780nm) δdf = λd 2/R2 = 38µm. Note
that the depth of focus is proportional to the inverse square of the lens’s f number.
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FIGURE 7.3: Imaging point transfer function (left) and its square (right) in the diffraction-limited
case. Naturally, the secondary extrema are considerably more pronounced for the non-squared
version, especially the “undercut” following the first zero plays a non-negligible role in the
deformation of the imaged distribution. For our parameters, (kR/d )−1 = 1.16µm.

To get an impression of the type of function we are dealing with, g can be evaluated
analytically in the simplified case where both φa and δ are zero. Physically, this means that
there are no aberrations, the focusing is perfect and the only deviation from the ideal case is the
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diffraction due to the finite lens size. In this limiting case, g reads

gdiff(ρ) =
R

λdρ
J1

�

kRρ

d

�

. (7.16)

In the limit R→∞, gdiff becomes a Dirac delta function, as one would expect. In figure 7.3,
one can see the behaviour of g (left) as well as its square (right).

One readily verifies that
∫

d2ρgdiff(ρ) = 1 so that a constant electric field is unchanged by
the imaging process. In fact, even if it is less obvious, the same is true for the general function
g : in its expression (7.15), only the Bessel function depends on ρ, all other functions depend
on ρ′ only. Writing the integral over g as

∫

d2ρg (ρ) = 2π lim
r→∞

∫ r

0
dρρg (ρ) , (7.17)

and then changing the order of integration, we see that the integral over ρ gives a function of
the form (7.16), with R replaced by r . As we said, this becomes a delta function in the limit
r →∞ so that the exponential is evaluated at ρ′ = 0 and the integral over g is indeed equal to
one.

Frequently, when discussing imaging properties, opticians reason in terms of |g |2 which
is the point transfer function for a point source input intensity rather than a point source
input field. This is because most basic imaging applications (such as standard microscopy) use
incoherent light: the equivalent intensity incident in the detector plane is

I (b ,ρ) =
ω

2π

∫ 2π/ω

0
dt

∫

d2ρ′E(−d ,ρ−ρ′, t )g (ρ′)

∫

d2ρ′′E∗(−d ,ρ−ρ′′, t )g (ρ′′) . (7.18)

In the case of incoherent light, one hasω/2π
∫

dt E(ρ, t )E∗(ρ′, t ) = δ(ρ−ρ′)|E(ρ)|2 and thus

Iincoh(b ,ρ) =
∫

d2ρ′|E(−d ,ρ−ρ′)|2|g (ρ′)|2 =
∫

d2ρ′I (−d ,ρ−ρ′)|g (ρ′)|2 . (7.19)

In our case, however, we are dealing with coherent light where ω/2π
∫

dt E(ρ, t )E∗(ρ′, t ) =
E(ρ)E∗(ρ′) and have to stick to the point transfer function for the electric field.

Having to regard the electric field rather than the intensity means that one may expect
considerably stronger deformation of the imaging signal: while the modulus square of the
response function is strictly positive by definition and secondary maxima are significantly
suppressed, neither of these two affirmations is true for the response function itself. Indeed,
one clearly sees in figure 7.3 that in the diffraction-limited case, the first zero of g is followed by
a marked “undercut”. On a qualitative level, this can amplify a maximum of the signal whereas
a strictly positive response function will always flatten such maxima. If we take into account
aberrations (including imperfect focusing) at the same time, the point transfer function will be
complex. On a qualitative level, its behaviour will be close to the one of gdiff (as opposed to a
strictly positive function), but on a quantitative level one has to take concrete examples to see
its consequences.
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Characterisation of aberrations

In order to evaluate our equations numerically, we must supply an explicit expression for the
aberration phase φa. The general idea is to express it in terms of the difference between the
actual and the ideal optical path length∆LOP [167], so that φa = k∆LOP, and to expand it in a
power series in ρ and η which are the 2d coordinates in the lens and object planes, respectively:

∆LOP =
∞
∑

ℓ,m,n=0

Cℓmnρ2ℓ(ρ ·η)mη2n . (7.20)

the so-called Seidel expansion with the Seidel coefficients4 Cℓmn . In our case, we are dealing with
very small objects so that h≪ r , i.e. the distance to the optical axis is small compared to typical
distances along the optical axis, and the only coefficients of interest are the coefficients Cℓ00.
For the simplest possible case of a single spherical lens, there are analytical expressions for
these coefficients which rapidly become quite unwieldy with increasing order. We expect our
multi-element lenses to perform better than this, but these expressions are a good means to
derive an upper bound and to test our numerical means (given by the OSLO software) to obtain
the Seidel coefficients for our actual lenses.

For a single spherical lens, the first non-trivial Seidel coefficient C200 (C100 would be a mere
correction to the focal length) characterises the so-called spherical aberration and is explicitly
given by [167]

C200 =−
n3+ (n− 1)2(3n+ 2)p2+ 4(n+ 1)pq + (n+ 2)q2

32 f 3n(n− 1)2
, (7.21)

where n is the refractive index of the lens material, f is the focal length on the image side, q is
the shape factor which characterises the respective curvatures of the two lens surfaces (q = 0
for a symmetric lens and q = ±1 for plano-convex lenses) and p = 1− 2 f /b is the position
factor. We see that aberrations are determined not only by the physical properties of the lens
itself, but also by the geometry of the imaging configuration, i.e. by the chosen magnification
and the lens’s orientation. If we plug in our parameters f = 107mm and b = 581mm (which
correspond to p = 0.632) and choose a refractive index n = 1.5, we obtain

C200 =







−3.51λcm−4 q = 0

−12.51λcm−4 q =+1

−1.486λcm−4 q =−1

(7.22)

using our detection wave length λ= 780nm. This gives a good example of how much it may
deteriorate image quality to use a plano-convex lens in the wrong sense. More importantly, the

4There is sometimes a certain confusion between these coefficients and the Zernike coefficients which are the
coefficients corresponding to the expansion on a set of modes which are orthonormal on the unit disk [111, 168].
When higher-order aberrations are negligible, one can calculate the Seidel coefficients from the Zernike coefficients
(or vice versa) with some effort, but in general this is not true and it is better to keep in mind that they are
conceptually incompatible.
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value for q =−1 constitutes an upper bound of what we may expect from our imaging triplet
(which has been optimised to reduce spherical aberrations). The choice of units is convenient
since the radius of our lens is close to 1cm, so the aberration phase on the border is just kλ= 2π
times the numerical value, i.e. the number directly indicates the number of phase “rollovers”
from the centre to the border due to spherical aberrations. Note that this interpretation
corresponds to a worst case scenario since in actual imaging applications the signal is usually
concentrated close to the lens’s centre so that the contribution from the lens border is smaller
than in these estimations which amount to considering a uniformly illuminated lens.

A similar analysis has been carried out by the Houston group in 1997 [160]. It turns out
they were using the same imaging triplet as we do, albeit in a G = 2.4 configuration. They
obtained C200 =−0.875λLi cm−4 (with λLi = 671nm. Using our wavelength, this would read
C200 =−1.017λcm−4) which indeed is better than the most favourable number obtained for a
spherical lens. Using the OSLO software, we find that for our magnification C200 comes out
almost a factor of two lower (the triplet is optimised for infinity, so higher magnifications are
bound to reduce aberrations): we find C200 =−0.542λcm−4 which is the value that we will use
in the following.

We will not take into account higher order aberrations here which seems hard to justify—
since kC200R4 is not small compared to one, one may well expect the following coefficients to be
non-negligible. In fact, this decision is rather a pragmatic one: higher-order coefficients are a lot
harder to come by since there is no pre-programmed means in OSLO to calculate them (whereas
C200 can be obtained directly). However, the Houston group did calculate the coefficient C300
and found (for their configuration) C300 = 0.0066λLi cm−6 [160]. It seems reasonable that in
passing from a magnification of 2.4 to one of 4.4, this coefficient will not increase by more than
a factor of order unity, so we expect that breaking off the Seidel expansion at fourth order is
not entirely unreasonable.

While there is no general analytic expression for the g in the presence of aberrations, one
can calculate g (0) for our special case where aberrations are only considered up to fourth order
in ρ since the integral in (7.15) becomes Gaussian when using ρ2 as the integration variable.
The explicit solution is

g (0) =
π3/2

2λ2(d +δ)2
p

i k|C200|
exp
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kδ

4d 2
p

k|C200|

!2
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k|C200|

!

− erf
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i

kδ − 4k|C200|d 2R2

4d 2
p

k|C200|

!

 . (7.23)

This expression is useful to estimate the position of the best focus: for δ ≪ d , the prefactor
can be regarded as a constant as a function of δ while the expression in brackets is of the form
g (δ) = f (δ +A)− f (δ), with A = 4C200d 2R2 and f is an odd function because the error
function is one. Thus, g (−A/2+δ) = g (−A/2−δ) and the modulus of g (0)will be symmetric
with respect to the point δsym =−2C200d 2R2. Note that the choice δ = δsym corresponds to
the situation where the exponential inside the integral in equation (7.15) is equal to one for
ρ= R, i.e. one would arrive at the same value for δ by using a stationary phase argument to
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maximise the central amplitude. We stress that this symmetry only applies to |g (0)| and is not
true for arbitrary ρ values, as is illustrated in the right panel in figure 7.4. The profiles shown
in this plot were obtained by numerically evaluating the integral (7.15) with the Mathematica

software.
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FIGURE 7.4: Left: modulus of the point transfer function for ρ = 0 as a function of the sample
position δ for four different values of the effective radius R (in mm). The point of symmetry
moves to higher δ values for higher R. The shape of the curve becomes increasingly complex
as one passes from the diffraction-dominated to the aberration-dominated regime. Right:
numerically calculated point transfer functions g (ρ) for our experimental geometry, R= 10mm
and three values of the focussing parameter δ −δsym (0, −100µm and +100µm).

A graphical representation of |g (0)| for different values of R covering the experimentally
relevant range is shown in figure 7.4. Note that R is not necessarily the physical radius of
the lens for experimental purposes: if the light coming from the probe and the sample only
explores a part of the lens, one may just as well use a point transfer function corresponding to a
smaller R. As long as no clipping occurs at the lens, this changes nothing about the physical
result. Of course, the point transfer function itself will change as a function of R, but the
physical result is not the point transfer function, but the result of a convolution with it.

It is important to know the size of the incident light distribution on the lens since we
clearly see that it determines the position of the best focus. The reason is the following: the best
focus is the position where the two considered aberrations maximally compensate each other
over the explored lens area. Since the spherical aberration becomes stronger farther from the
lens centre, the best focus becomes progressively more displaced with respect to the position
δ = 0 which represents the optimum for a lens without aberrations.

Numerical aspects of imaging convolution

For the numeric evaluation of a convolution integral, the most favorable case (which is often
realised in practical applications) is the one where at least one of the two functions rapidly
falls to zero so that the integral needs only be evaluated over a restricted domain. In our case,
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the response function typically falls off as a power law (since Jn(z) ∼ z−1/2, multiplied by a
cosine [116]) while the signal E/E0 actually converges to one instead of zero when one quits
the atomic sample. Thus,if one wants to calculate the convolution of the two directly, one
must take into account a domain large enough for the response function to give negligible
contributions. Even so, this approach is disadvantageous since the weight of the signal is
maximum outside the cloud and minimum in its center, i.e. just the inverse of the desired
behaviour.

For numerical reasons, it is thus preferable to regard the quantity E = 1− E/E0 rather
than E/E0 itself. Like this, one can calculate separately the convolutions of the point transfer
function with a constant function equal to unity (which is just the integral over the point
transfer function and, as we stated above, gives one) and with E which converges to zero so that
the integral will not be dominated by large ρ contributions from the point transfer function.
Both contributions can then be summed to give the final result. Note that this only works
because the integral over the point transfer function is known analytically which avoids the
numerical calculation of this poorly converging integral.

Decomposition on Laguerre-Gauss modes

While the approach using the point transfer function is certainly elegant from a mathematical
point of view and very useful to get an intuitive understanding of the imaging process, it is
not the most adapted for numerical applications: in order to obtain the response function,
one first has to numerically evaluate an integral over a certain part of the lens surface and
then numerically convolve the result with the object distribution in order to obtain an “image
distribution”, i.e. one has to successfully carry out two numerical integrations before being
able to verify whether the used lens surface was large enough to avoid the introduction of
artificial clipping. More importantly, the precision of the two integrals cannot easily be
checked separately. It is thus worthwhile to look for an alternative (mathematically equivalent)
evaluation scheme that might be more transparent.

In using the point transfer function, we let the object distribution “unchanged” and wrap
up all subsequent processes, notably the propagation to the lens and the multiplication with
the lens phase and clipping, into the response function. From a physical point of view, it is
more transparent to combine the object distribution with the propagation to the lens and then
use a transfer function from the lens to the detection plane. This would permit to verify the
distribution arriving at the lens before continuing the propagation and thus facilitate the choice
of an appropriate cut-off radius5.

The solution we chose is the following: we expand the electric field in the object plane
on a suitable set (characterised by an arbitrarily chosen waist with its width and position) of
Laguerre-Gauss functions which permits to calculate semi-analytically the electric field in the
lens plane. Having obtained this field, this leaves us with one two-dimensional integral to

5From a mathematical point of view, one could just work with the whole lens surface and ignore the fact that
the light does not explore all of it. For numerical reasons, it is preferable to restrict numerical integrals to the
regions that really contribute since the rest will only add artifacts—especially in our case where the lens phase goes
as ρ4, leading to a rapidly oscillating integrand that is difficult to tackle numerically.
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evaluate, using explicit input functions which permit to benefit from the spatial localisation of
the beam. By “semi-analytical” we mean that the propagation of each Laguerre-Gauss mode is
calculated using an exact analytical formula, and the total field is obtained by summing over a
finite set of such modes using coefficients obtained by the numerical expansion of the field in
the object plane. In this way, there are still two integrals to calculate on the whole (one for the
projection on Laguerre-Gauss modes and one for the propagation from the lens to the detection
plane), but they are “well separated” and the accuracy of the first one can be easily checked by
comparing the sum over the Laguerre-Gauss modes to the initial function.

For the radially symmetric case, the Laguerre-Gauss modes read [113]
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1

Æ

πw(z)2





q0

q∗0

q(z)∗

q(z)





2 p+1
2

Lp

 

2ρ2

w(z)2

!

exp



−i
kρ2

2q(z)



 , (7.24)

where q(z) and w(z) are the beam parameter and width we already used in chapter 4. We recall
here their definitions:
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(7.25)
The gaussian beam (4.17) is recovered in the case p = 0 (the factor depending on q and its
complex conjugate reproduces the Gouy phase). The propagation phase e−i k z which is common
to all modes has been dropped for ease of notation.

Each individual mode propagates independently without changing the shape of the associ-
ated intensity distribution except for the scaling with the width w(z). However, the shape of a
general beam made up of several modes is not constant since the relative phase between the
modes changes with z.

The Laguerre polynomials are orthonormal with respect to an exponential weight function:
∫ ∞

0
dxe−x Lm(x)Ln(x) = δmn . (7.26)

Substituting x = 2ρ2/w(z)2 we can rewrite this as
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Thus, if we want to decompose our electric field in the object plane as

E(−d ,ρ) =
∞
∑

n=0

E (n)Ln
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w(z)2

!

e−ρ
2/w(z)2 , (7.28)

the mode amplitudes E (n) are given by

E (n) =
4

w(z)2

∫ ∞

0
dρρE(−d ,ρ)Ln
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or, written as a two-dimensional integral,

E (n) =
2

πw(z)2

∫

d2ρE(−d ,ρ)Ln

 

2ρ2

w(z)2

!

e−ρ
2/w(z)2 . (7.30)

It turns out such two-dimensional integrals are numerically better suited for the calculation of
the coefficients than one-dimensional ones, especially the center of the distribution is rendered
more accurately using two-dimensional integrals.

For the expansion, one has to fix the position and width of the waist. For simplicity, we
choose the position of the waist to coincide with the plane of the atomic sample. Like this,
each mode has a plane phase profile in the object plane. However, this does not mean that
one cannot reproduce an electric field with finite curvature in this configuration: since the
coefficients from the Laguerre-Gauss expansion may be complex, the phase of the sum over
several modes is not necessarily homogeneous. As concerns the width, we adapt it for a given
input profile so that we can reproduce it satisfactorily with a limited number (between 10 and
30) of modes. Since we know the propagation of each mode up to the lens exactly, this means
that we know the field distribution in the lens plane to the same precision as that of our initial
Laguerre-Gauss expansion.

One can equally take into account the effects of finite detuning at the level of the Laguerre-
Gauss expansion by introducing the imaginary part of the cross section σ so that

σ =
1+ 2i∆/Γ

1+ (2∆/Γ)2
σ0 (7.31)

where σ0 is the resonant cross section, Γ is the resonance width (not necessarily the natural
line width, but the total width including potential broadening) and∆≡ωL−ω the difference
between the laser and the resonance frequency. The electric field in the object plane will thus
have a non-uniform phase and the expansion coefficients E (n) will be complex. Otherwise, the
calculation scheme remains unchanged.

More numerical aspects

The Laguerre-Gauss expansion permits to calculate the electric field in the lens plane E(0,ρ) to
an arbitrary precision. All that remains to do to obtain the equivalent field distribution in the
imaging plane is to multiply with the lens and aberration phases (the focusing imperfection
is already contained in the incident field) and do the propagation integral. Actually, the
numerically most efficient way to do the latter is to use the fact that the propagation integral is
a convolution:

E(b ,ρ) =
��

E(0,ρ′)θ(R−ρ′)e i[φa(ρ
′/R)+kρ′2/2 f ]

�

∗
� 1

λb
e i kρ′2/2b

��

(ρ) . (7.32)

We recall that b is the distance between the lens and the detection plane and f is the focal
length.
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Now, instead of evaluating the convolution directly, one can make use of the convolution
theorem, i.e. calculate the Fourier transforms of both brackets, multiply the two and transform
back the result. Standard algorithms such as the ones implemented in MATLAB (which we used)
succeed in doing this for considerably larger matrices than the ones they are able to convolve
directly.

The question of numeric efficiency is of some importance here since it turns out that one
has to use quite large matrices to obtain accurate results. The size of the matrix is determined by
the physical size of the relevant region (the surface of the lens or a fraction of it if the beam does
not explore it in its entirety) and the step size of the grid in the lens plane. Since we are making
use of the convolution theorem which implicitly assumes periodic boundary conditions, one
has to make sure that no “wrap-around” effects appear (which would show up on the wings of
the distribution). We found that for our parameters, we can work with a disk of radius 10mm
(which means amongst other things that diffraction due to the finite lens size is not an issue for
our configuration), or rather a square of edge length 20mm since we want to work with square
matrices.

The grid size has to be adjusted to the function with the fastest variation in (7.32). For
our parameters, (2b/k)1/2 = 380µm, (2 f /k)1/2 = 163µm and (kC200)

−1/4 = 7.7mm. Thus,
the step size of the grid used for the numeric calculation should be such that there are of the
order of ten points on 163µm. We choose a step of 10µm which satisfies this criterion. While
this certainly gives a satisfactory resolution in the centre, one finds that it corresponds to a
variation of ∼ π between two successive pixels on the border of the considered surface and
would certainly lead to erroneous results if this surface was uniformly illuminated. However,
for the objects of interest for us, we verified that the results do not change appreciably when
slightly changing the grid spacing.

Taking the grid step and area we find that we need matrices with 2001× 2001 elements
for our numerical calculations (we prefer to have an uneven number of rows and columns
so there is a unique central pixel). Since each matrix element is a complex number made up
of two double precision floating point numbers, the memory occupied by such a number is
2× 8× 20012 = 64064016 bytes. In itself, this is not a challenge for modern computers, but
the entire process uses certain number of such matrices (even more so because MATLAB does
not do its Fourier transform “in place”. In the script we wrote to this end there are 10 such
matrices which are explicitly declared to which one has to add the implicitly appearing ones
as well as all the variables that are already in the memory) so that we are actually close to the
limits of what can be done with straightforward MATLAB implementation—of course, more
sophisticated programming techniques would permit to go well beyond this, but since it turns
out we can work like this, our efforts are better spent elsewhere.

7.3 Simulation results

Having put into place our numeric tools, we are now ready to discuss the effects of imaging on
realistic atom clouds. The experimental findings presented in chapter 6 suggest two principal
questions, which are (i) how much the measured profiles are typically deformed by aberrations
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and (ii) whether zero detuning corresponds rather to the maximum atom number or the
maximum optical density. We will address both question in the following sections. To have
meaningful results, we try to follow as closely as possible the corresponding experimental
method in both cases.

Best focus

The experimental procedure to find the best focus is the following: we produce a very cold
sample (evaporation frequency 2.80MHz) and observe it after 3ms of 2d TOF. We then vary
the position of the imaging triplet (by typically 100µm) and observe the evolution of the cloud
shape. In order to avoid being led astray by fluctuations of the atom number, our criterion is not
the peak optical density, but the appearance of diffraction artifacts on the wings of the profile.
We localise the position of the focusing translation stage corresponding to the appearance of
these artifacts on both sides and then take the centre between those two as the position of best
focus.

We mimic this experimental procedure by starting out with a theoretical profile corre-
sponding to a temperature of 40nK and an atom number of 20000 (corresponding to the
lowest values in our calibrations shown in figure 6.8). To take into account the time of flight
expansion, we scale this profile using equation (6.1) with a time constant of 3ms. From the
density distribution and the temperature, we can calculate the optical depth do which permits
to calculate the electric field after the sample. In the following, we will show the quantity
E = 1− E/E0 for convenience. In calculating the electric field distribution from the optical
depth, one has to make a choice about the reduction of the absorptive cross section due to the
effects discussed in chapter 6, i.e. fix the value of the parameter ξ . Here we decide to regard
the most difficult case (so that the results we obtain should correspond to the worst one could
expect) by setting ξ = 1. Thus, the peak optical density is slightly greater than 4 whereas
experimentally measured optical densities hardly exceed 3.

The results are shown in figure 7.5. The first to third panel illustrate the quality of the
Laguerre-Gauss expansion. It is important to have a very good approximation where E is
close to one because of the nonlinear dependence of the optical density on the intensity—small
deviations in E easily create large deviations in Do . The fourth panel shows image distributions
for three values of the focus position, one close to the optimum6, the others on both sides of
it at a distance of 250µm. “Close to the optimum” means that we followed the experimental
procedure by localising diffraction artifacts (clearly visible in figure 7.5) and then chose the
middle instead of fine-tuning the shape of the profile in direct comparison to the object profile.
By following the latter procedure, one can get an even better agreement between the two, but
one could not do this experimentally (since one does not have a reference profile handy), so the
profile shown in figure 7.5 is closer to experimental reality.

From these results, one may draw the following conclusions:

6The position of this optimum permits us to verify a posteriori that the chosen cutoff radius R was sufficiently
large: since R= 10mm, the best focus according to the symmetry argument explained on page 158 would be at
150µm if the whole surface inside R was explored (see figure 7.4). The found value for the best focus is three times
smaller, indicating that not all the “available” surface is explored.
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FIGURE 7.5: Top left: field distribution E in the object plane for a cloud with T = 40nK and
N = 20000 together with the approximation by a sum over 25 Laguerre-Gauss modes. The
waist used for the Laguerre-Gauss expansion is 7µm. In the range of appreciable signal, the
approximation is accurate to better than 3%. Top right: relative precision of the approximation
which is indistinguishable from the original on the top left plot. Lower left: the corresponding
expansion coefficients. The dotted line is a guide to the eye. Bottom right: optical depth do in
the object plane and scaled image optical densities Do for three focusing positions relative to the
optimum δ0 found using the “experimental” procedure. For our case, we found δ0 = 50µm.
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• Even for our coldest samples, it is possible following the experimental procedure to find
a focus in which the profiles are only slightly deformed in the center (note that when
one takes into account the reduction of the absorptive cross section, these deviations will
become smaller since they are amplified by the logarithmic dependence of the optical
density on the intensity). For higher temperatures (not shown here, but we verified it
using the same procedure) the image quality becomes less sensitive to the lens position,
as one should expect.

• Deformations first show up in the center of the cloud. For the focus found using
the “experimental” procedure, the wings are almost unchanged—one sees some slight
deviations in figure 7.5, but they are small and rapidly disappear for higher temperature
profiles. This gives some confidence in the validity of our temperature calibrations since
those rely solely on the low density part of the cloud.

• Close to the best focus, the central optical density will rather increase than decrease (the
fact that the shown profile at δ = δ0 lies below the prediction is rather an accident when
one regards the evolution of the profile in the vicinity), an effect we already mentioned
as a possible consequence of the point transfer function’s not being strictly positive. It
has also been reported by the Houston group [160].

Thus, within the validity of our simulations, we may conclude that the systematic reduction of
the observed optical density in the centre of experimental samples with respect to theoretical
predictions at all temperatures is not primarily caused by the imaging optics.

Resonance curves

We now turn to the case of finite detuning of the imaging beam with respect to the atomic
resonance. Since, as has been shown in chapter 6, in experimental resonance curves taken
on quasi-2d samples the respective maxima of the optical density and atom number do not
coincide, the most important question is which one is closer to the actual resonance. At the
same time, one can try to determine in which geometry one should expect to see such a big
difference between the two as shown in chapter 6, figures 6.19 and 6.20.

Physically, the difference between the two maxima can arise from a “lens effect”: at finite
detuning, the imaginary part of the absorptive cross section (7.31) makes that the cloud does
not only attenuate the incident light beam but will also imprint a phase distribution on it just
as a lens. This would change strictly nothing about the image if the resulting field distribution
was then imaged using perfect optics—as we stressed earlier in this chapter, a perfect lens will
produce a scaled and upside down version of the modulus of the electric field. The phase
distribution would be modified in this case, but this is of no interest to us since we are only
interested in the intensity distribution. Thus, the lens effect only becomes visible when using
imperfect imaging optics—it is the result of the interplay between the modification of the
curvature of the object field and imaging imperfections since the light will explore different
parts of the lens which in turn will change the effect of clipping and aberrations. This means
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that in order to reproduce this effect, we cannot separate out the effect of the detuning, but
have to consider the full imaging system as above.

Here again we mimic the experimental procedure which is the following: we generate a
moderately cold cloud (in the middle of the range shown in chapter 6) and regard it either
in situ or after a short 2d or 3d TOF. Since this does not change much about the shape of
the sample, we consider the case of a 2d TOF of 3ms in the following as a representative case.
We calculate a theoretical profile for a temperature of 80nK and an atom number of 35000
(corresponding to the approximate centre of the experimentally explored range as shown in
figure 6.8) and scale it as described above. Once again, we do not apply any corrective factor to
the cross section (ξ = 1) so that the results will be the “worst case” in that any appearing effect
will be amplified by the nonlinearity between intensity and optical density. We calculate the
electric field distribution using the profile, the temperature and a variable detuning ∆, then
expand it on Laguerre-Gauss modes (now, the expansion coefficients are complex numbers).
The calculation of the image distributions is done exactly as when we regarded the question of
best focus.

Some typical results are shown in figure 7.6. For convenience, atom number and optical
density have been scaled by their respective maxima with respect to∆. The plots show that one
can indeed produce the “loops” shown in figure 6.20 with the lens effect. Depending on the sign
of δ, the maximum of the optical density7 is displaced towards positive or negative detunings.
The maximum of the atom number, however, proves to be quite stable. Thus, the choice made
in our experiments, i.e. always taking the maximum of the atom number as reference, seems to
be the correct one.

However, the third panel in figure 7.6 clearly shows that nonetheless the loops observed
on our data cannot be explained by this phenomenon: to produce loops of the size shown in
figure 6.20 one would have to displace the imaging optics from the best focus by of the order
of 500µm—but we have seen (both experimentally and from our simulations in the preceding
section) that we already see serious diffraction artifact at less than half this distance so that
it is not conceivable that our optics should have been so far out of adjustment (which was
verified periodically). We recall that the effect is also absent from a resonance series taken on a
three-dimensional sample (see figure 6.21), although the column density was higher than the
two-dimensional density of the quasi-2d samples so that one would expect the lens effect to
be stronger. Thus, we conclude that the loops shown in figure 6.20 cannot be explained by a
conventional “lens effect”.

In summary, the results shown in this chapter indicate that the effects observed on our quasi-
two-dimensional gases are most likely not primarily caused by the imperfections of our imaging
optics. Of course, our results are only valid within our basic assumptions, in particular the
used form of the aberrations and, just as importantly, the assumption that the probe beam
was perpendicular to the optics to a sufficient precision to justify our usage of the paraxial
approximation. However, we have reason to believe both assumptions to be sufficiently well

7Note that this maximum, just as in the experimental case, is not necessarily the central value since the lens
effect can cause a “dip” in the centre of the distribution.
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verified that our conclusions should not be affected in their essence, even more so since we
“took a margin” by carrying out our numerical simulations using ξ = 1 where imperfections
become more visible due the nonlinear relation between optical density and intensity.

As a result, this is not necessarily negative—quite on the contrary, since it indicates that
the differences between theory and experiment are in fact due to nontrivial physical processes
that have yet to be understood. At the same time, we may have some confidence that our
measurements of these effects are mostly unspoilt by the imaging optics: since the cloud is
flattened with respect to theoretical predictions, it becomes even less sensitive to imperfections
of the imaging optics. In this respect, the results are actually very convenient since they confirm
that we may investigate the more interesting physics without having to complicate matters by
considering the role of imaging optics.



Chapter Eight

Perspectives

Ou bien, machiniste autant qu’artificier,
Sur une sauterelle aux détentes d’acier,

Me faire, par des feux successifs de salpêtre,
Lancer dans les prés bleus où les astres vont paître !

EDMOND ROSTAND (1868–1918)
Cyrano de Bergerac, Act III, Scene 13

IT IS customary to end a scientific document such as a thesis with some words about plans
for future work and possible continuations of the work described in the document itself.

In the present context where the central content (presented in chapter 6) turns out to be still
“work in progress”, the most proximate continuation is almost evident, all the more so since
we explicitly stated where supplementary data would be helpful to provide further insight.
Thus, we will not dwell further on this obvious aspect and rather give a brief overview of the
experimental projects outside this scope which are planned for the near future.

8.1 Further investigations on 2d Bose gases

Of the multitude of possibilities offered by the method discussed in chapter 4, up to now
we have only put to use the phase plate serving to create a single quasi-two-dimensional gas.
However, with the plates at our disposition, we are equally able, for instance, to create two such
gases at a distance of some micrometres (8µm for a beam waist of 5µm. Such a configuration
permits to let the two gases thus produced overlap and interfere in ballistic expansion, revealing
coherence properties both within each cloud and between the two samples.

Interference experiments to reveal the coherence properties within a single sample have been
a powerful technique in the cold atom community ever since the groundbreaking experiments
by the MIT group [169] who was the first to demonstrate interference between two (three-
dimensional) Bose-Einstein condensates. Polkovnikov, Gritsev, Altman and Demler have
shown that in the case of one- and two-dimensional systems, the interference contrast contains
profound information about the higher-order coherence properties [170, 171]. In the case of
one-dimensional Bose gases, their theory is in excellent agreement with experimental results
obtained by the Heidelberg group [83].

Considerably less is known for the two-dimensional case. On the theoretical side, the
published results stop with [170], i.e. only the expectation value for the contrast itself is known
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and there is no equivalent for the far more detailed analysis of the one-dimensional case in [171]
where explicit expressions for all higher-order modes of the contrast were obtained. On the
experimental side, the expectation value of the interference contrast has been used as a means
of thermometry [41] and there are some unpublished results aiming at the determination
of higher order correlations [172], but they are unsatisfactory in several respects: since the
sample was created by slicing up an elongated Bose-Einstein condensate using a one-dimensional
optical lattice (the same procedure as described in [41]), there was no precise control over
the number of planes in a given realisation (the actual number varied between two and four).
At the same time, the elongated geometry might cause the phonon modes to be partly in
the one-dimensional regime. Thus, the acquisition of more data using our new setup would
permit to address both concerns thanks to the new preparation scheme using a phase plate and
a cleaning beam as well as its inherently nearly isotropic geometry in the plane.

Aside from the coherence properties within a single sample at equilibrium (where interfer-
ence is in effect a heterodyning technique), interference experiments can also be used to probe
the coherence between two samples (which manifests itself in the degree of reproducibility
of the fringe position). For sufficient spatial separation, the equilibrium state is that of no
coherence between the two samples. If the two are produced from a single coherent sample,
this means that the initial coherence must decay to the final state, and it turns out the dynam-
ics of this process depends on the dimensionality of the system [173]. In particular, in two
dimensions the long-time decay of coherence scales as t−T /8TBKT , where TBKT is the BKT critical
temperature, i.e. algebraically and not subexponentially as in the one-dimensional case.

The dynamics of this decoherence process between two one-dimensional systems has been
studied by the Heidelberg group [38]. The predictions of the two-dimensional case, however
have yet to be verified. First attempts in this direction carried out in our group showed that
the experimental challenge lies in the preparation of an initially coherent sample1 so that we
rather turned to the study of a single two-dimensional gas which is simpler as a physical system
(precisely the study described in chapter 6).

A third possible line of study on two-dimensional systems is related to the trapping potential
in the plane: instead of carrying out our measurements in a harmonic trap (provided by the
magnetic trap), we could make use of the n = 6 vortex plate to create a “box potential”, thus
realising a finite-size homogeneous system. Since in such a system it is “harder” to achieve Bose-
Einstein condensation (in an infinite system it would be absent even at vanishing interaction
strength) this could shed new light on the relationship between the BKT transition and Bose-
Einstein condensation which are hard to separate in a harmonic trap.

1We did not investigate the reasons for these difficulties in detail at the time, but judging from our experiences
with a single two-dimensional sample, it seems probable that a major contribution to the absence of coherence in
our measurements was due to the fact that at this time, we did not yet use a cleaning beam so that there may well
have been some coherence between the planes, but the signal was drowned by the contribution of the atoms above
and below the two quasi-2d planes.
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8.2 Cold atoms in geometric potentials

Since cold atoms are often considered to be model systems that can be used to simulate effects
from solid state physics (see [16] for a review), one subject of constant interest is the creation of
gauge potentials that act on our neutral atoms in the same way a magnetic field acts on charged
particles. One possibility to create such a gauge potential, as has been briefly mentioned in
chapter 2, is to set a slightly anisotropic trap into rotation (see, e.g., [18, 19]). In the corotating
frame, one finds an effective Hamiltonian containing a constant gauge field, mimicking a
constant magnetic field.

An alternative route to obtaining of the same Hamiltonian is the use of geometric poten-
tials [174, 175, 176, 177] where the accumulation of a Berry phase [178] by the atoms on
closed trajectories creates an effective vector potential. In particular, there has been a concrete
proposal by the Vilnius group [179] for a realisation of such a gauge potential with cold atoms.
The apparition of a Lorentz-type force from such effective potentials may seem mysterious, but
our group was able to reproduce them using a semi-classical reasoning [180].

While the Vilnius proposal certainly showed the way, it cannot be directly realised using
alkali atoms because of the complex level structure of real atoms (the authors of [179] use
a Lambda scheme as a simplified model). The essential ingredient of their proposal is that
the atoms are transferred in a position-dependent internal state which in their case is a “dark
state” in which the atoms do not absorb photons due to the destructive interference of the
transition amplitudes to the excited state from the two base states. With real atoms, one has to
take into account spontaneous emission which leads to the loss of atoms and thus to a limited
lifetime for the atomic sample in the dark state. To circumvent this problem, we have put
forward an alternative proposal [181] in which there actually is no dark state and the gauge
potential is generated using far-detuned light so that photon scattering becomes considerably
less important.

So far there is little experimental work on this topic. The NIST group reported the realisa-
tion of a constant gauge vector potential [182]. They have equally reported the observation
of non-constant vector potentials and vortices [183]. Beyond this hallmark result, there are a
lot of open questions on this subject (like the one whether or not it is easier with this method
to reach the lowest Landau level). Our group has already invested major efforts to realise the
proposal [181] and my successors will probably start the work on these experiments in the
near future.





Closing remarks

Lascio questa scrittura, non so
per chi, non so più intorno a che

cosa: stat rosa pristina nomine,
nomina nuda tenemus.

UMBERTO ECO (*1932)
Il nome della rosa

SINCE the discussion in chapters 6 and 7 does not converge towards one unique key aspect,
but rather resembles an enumeration of observed phenomena and possible explanations

which cannot yet be definitely linked to each other, it seems worthwhile to conclude with a
short summary.

We have carried out experiments in which quasi-two-dimensional Bose gases were produced
and imaged using absorption imaging perpendicularly to the atomic plane. The resulting
profiles—once temperature and chemical potential are properly calibrated—can be directly
compared to theoretical predictions, and it turns out that there are clear differences between
our measurements and theory.

Since there is no reason to distrust the theoretical predictions, we have conducted a more
detailed analysis of our data (section 6.4). In parallel, we have modeled our imaging optics
to see whether the observed discrepancy could be caused by optical aberrations (chapter 7).
The result of this latter investigation being essentially negative, we are quite confident that our
observations correspond to actual physical effects taking place in our atomic sample.

In particular, we may quite safely assert a reduction of the detectivity in the centre of
our samples. This assertion is supported both by 2d (pp. 132 ff.) and 3d (pp. 135 ff.) TOF

measurements. Likewise, there is no ambiguity on the presence of a strong dependence of
the observed density profiles on the detuning of the probe beam with respect to the atomic
transition (pp. 137 ff.). We have equally clear evidence for a deformation of the sample during
longer imaging pulses (pp. 136 ff.).

Taken together, these effects lead us to the hypothesis that we are in fact observing the
consequences of a collective interaction of the atoms with the probe light (pp. 143 ff.). It
remains unclear, however, how this can be reconciled with the observation that the deviations
from theory seem to depend on density and temperature rather than only on the density as
one would expect under these assumptions (pp. 129 ff.). But as we already explained, this latter
observation should not be attributed too much weight.
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Among these results, the evolution of the observed density distribution with increasing 2d
TOF duration gives some hope that it might actually be possible to circumvent the deforma-
tion of the observed density distribution by allowing for a sufficiently long two-dimensional
expansion. Hopefully, there will soon be more data on this particular aspect so that we may see
clearer.
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Abstract

When an ultracold bosonic gas is strongly confined along one direction of space, the corre-
sponding degrees of freedom are “frozen” and the gas becomes effectively two-dimensional.
The production of such quasi-two-dimensional Bose gases with a new experimental setup and
subsequent studies of these objects are the principal subject of this thesis manuscript which is
divided into two parts. The first part describes the basic experimental apparatus and techniques
that permit us to create ultracold Bose gases for various purposes. The particular case of a
quasi-two-dimensional Bose gas is discussed in detail in the second part where we describe the
production (in which holographic phase plates play an important role) and investigation of this
system. The goal of these experiments was the measurement of the quasi-two-dimensional Bose
gas’s equation of state. It turned out that the otherwise well-established method of absorption
imaging gives rise to unexpected effects when applied to quasi-two-dimensional samples. We
present a thorough characterisation and elements of possible explanations for these effects.

Keywords Bose-Einstein condensation, low dimension, equation of state, scale invariance,
phase plate, aberrations.

Résumé

Lorsqu’un gaz bosonique ultrafroid est fortement confiné selon une direction de l’espace, les
degrés de liberté correspondants sont « gelés » et le gaz devient effectivement bidimensionnel.
Le sujet principal de ce manuscrit de thèse est la production de ces gaz quasi-bidimensionnels
avec un nouveau dispositif expérimental ainsi que leur étude subséquente. Le manuscrit se divise
en deux parties dont la première est consacrée à la description du dispositif expérimental et des
techniques qui nous permettent la production des gaz de Bose ultrafroids. Le cas particulier de
la production (pour laquelle on se sert d’une lame de phase holographique) et l’étude des gaz de
Bose quasi-bidimensionnels est discuté en détail dans la deuxième partie. Le but original des
expériences décrites ici était de mesurer l’équation d’état du gaz de Bose quasi-bidimensionnel.
Il s’est avéré que la méthode de l’imagerie par absorption, appliquée sur un tel gaz, donne
naissance à des effets inattendus. Nous donnons une caractérisation détaillée ainsi que des
éléments d’explication possibles de ces effets.

Mots-clé Condensation de Bose-Einstein, basse dimension, équation d’état, invariance d’échelle,
lame de phase, aberrations.
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